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Preface and acknowledgments

In the spring of 2001, Gaussian queues started to attract my attention. At that
moment, [ was working on a number of problems on networks of queues as well
as queues operating under nonstandard scheduling disciplines—which turned out to
be substantially harder to analyze than the classical single first-in first-out queue.
What a mathematician does when he wishes to analyze this kind of hard problem
is, to find a modelling framework that is ‘clean’ enough to enable (to some extent)
explicit solutions, yet general enough to cover all interesting scenarios (in my case,
all relevant arrival processes including the important class of long-range dependent
inputs). At some point I came across a series of papers by Petteri Mannersalo and
Ilkka Norros (VTT Research, Espoo, Finland) on Gaussian queues, and it turned out
that the Gaussian input model they considered combined these attractive properties.
I started to learn more about it, and it led to a very nice collaboration with Petteri
and Ilkka (in the mean time, their annual spring-visit to Amsterdam has almost
become a tradition. . .).

Coincidentally, more or less at the same time Krzysztof Debicki took a leave
of absence from the University of Wroctaw, Poland, and became a colleague of
mine at CWI in Amsterdam. He had been working already for a while on Gaussian
queues, and I think it is fair to consider him as a real expert on their tail asymptotics.
It was the start of a fruitful and very pleasant collaboration. Needless to say that
this book would not have been the same without Petteri, Ilkka, and Krzys, and I
would like to thank them for this.

The idea of writing a book on Gaussian queues came up in 2004. By then, I
had been involved in a series of papers on the large deviations of Gaussian queues,
and started to realize that they make up a nice and coherent body of theory. The
Gaussian machinery proved to be a powerful tool, and I am convinced that it will be
extremely useful for many other queuing problems as well. During the last years of
research, my attention shifted somewhat from the asymptotics of Gaussian queues to
their applications in communication networks; due to the generality and versatility
of the Gaussian paradigm, it enabled the development of effective guidelines for
several highly relevant networking problems.

To illustrate the strengths of the concept of Gaussian queues, I have laid much
emphasis on applications. The book contains four application-related chapters, in
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X Preface and acknowledgments

which Quality-of-Service differentiation (through Generalized Processor Sharing),
link dimensioning, and bandwidth trading are dealt with.

I have attempted to make the book as much self-contained as possible, so that
it becomes accessible for a broader audience; unfortunately, it turned out that it is
nearly impossible to write the book in such a way that it does not require any prior
knowledge on standard probabilistic concepts.

The book could serve as a textbook for undergraduate students in mathematics
(and ‘mathematics-related’ disciplines); as argued above, a rigorous background in
probability is required. The book also targets graduate students in engineering, in
particular, computer science and electrical engineering with interest in networking
applications. It could also serve as a reference book for senior researchers both in
academia and at telecommunication labs — particularly the application-part may be
interesting to practice-oriented scientists.

My PhD students Abdelghafour Es-Saghouani, Pascal Lieshout, and Frank Roij-
ers read earlier drafts of the manuscript, and provided me with many helpful
suggestions. Much of the material presented in this book was drawn from my
papers on Gaussian queues. These papers were not just my work — I would like to
thank, besides the names I already mentioned above, the other co-authors: Hans van
den Berg, Nam Kyoo Boots, Sem Borst, Ton Dieker, Krishnan Kumaran, Aiko Pras,
Maya Ramakrishnan, Aleksandr Stolyar, Miranda van Uitert, Pieter Venemans, and
Alan Weiss.

The first draft of this book was written while I had a 1-month leave at the
University of Melbourne, Australia. This place proved to be a wonderful working
environment, and I would like to thank Peter Taylor for hosting me, and Tony
Krzesinski (University of Stellenbosch, South Africa) for being the ideal office
mate during this period. I would also like to thank the publisher, Wiley Chichester,
for its support — in particular Susan Barclay, Kelly Board, Wendy Hunter, Simon
Lightfoot, and Kathryn Sharples. I should also mention Laserwords, Chennai, and
in particular Gopika, who were responsible for the typesetting job (and I realize
that I have probably been the most demanding author ever).

Work presented in this book has been partly carried out in the framework of
the projects EQuip (in the programme ‘Netwerken’, funded by the Netherlands
Organization for Scientific Research, NWO), LocGica (in the programme ‘Open
Competitie’, also funded by NWO), EQUANET (in the programme ‘ICT Doorbraak’,
funded by Dutch Ministry of Economic Affairs through its agency SENTER/NOVEM),
and BRICKS (in the programme ‘Bsik’, funded by several Dutch ministries).

I dedicate this book to my wife Miranda, for her continuous love and support,

and our daughter Chloe.

Amsterdam, November 2007,
Michel Mandjes



Chapter 1

Introduction

Performance Analysis, Queuing Theory, Large Deviations. Performance analysis
of communication networks is the branch of applied probability that deals with
the evaluation of the level of efficiency the network achieves, and the level of
(dis)satisfaction enjoyed by its users. Clearly, there is a broad variety of measures
that characterize these two aspects. Focusing on the efficiency of the use of network
resources, one could think of the throughput, i.e., the rate at which the network
effectively works—in the case of a single network element, this could be the rate
(in terms of, say, bits per second) at which traffic leaves. Another option is to
use a relative measure, such as the utilization, commonly defined as the ratio of
the throughput and the available service speed of the network element. Also the
(dis)utility experienced by users can be expressed by a broad variety of measures.
Realizing that at any network element traffic can be stored in a buffer when the
input rate temporarily exceeds the available service rate, it seems justified to study
performance indicators that describe the delay incurred when passing the network
node. Buffers have a finite size, so there is the possibility of losing traffic, and as
a result the fraction of traffic lost becomes a relevant metric.

Performance analysis is a probabilistic discipline, as the main underlying as-
sumption is that user behavior is inherently random, and therefore described by a
statistical model. This statistical model defines the probabilistic properties of the
arrival process (or, input process) of traffic at the network. Traffic could arrive in
a smooth way, but highly irregular patterns also occur; in the latter case, commu-
nication engineers call the arrival process bursty.

Justified by the above description of network elements as storage systems, we
could model a communication network as a network of gueues; at any node traffic
arrives, is stored if it cannot be handled immediately, and is served. Performance
analysis often relies heavily on results from the theory that describes the perfor-
mance of these queues, i.e., queuing theory. A key element of performance analysis

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.



Introduction

is the characterization of the impact of ‘user parameters’ on the performance offered
by the network (how is the delay affected by the arrival rate? what is the impact of
increased variability of the input traffic? etc.). On the other hand, one often studies
the sensitivity of the performance in the system parameters (what is the impact of
the buffer size on the loss probability? how does the service speed affect the mean
delay? etc.)

A substantial part of the defined performance metrics relates to rare events.
Often network engineers have the target to design the system such that the loss
probability is below, say, 107%. Another common objective is that the probability
that the delay is larger than some predefined excessive value is of the same order.
This explains why we heavily rely on a subdomain of probability theory that
exclusively focuses on the analysis of rare events: large deviations theory. This
theory has a long history, but has been applied intensively for performance analysis
purposes only during the last, say, two decades.

Traffic management, dimensioning. Once one is capable of evaluating the per-
formance of a static situation (i.e., calculating performance metrics for a given
arrival process and given network characteristics), the next step is often to choose
the set of design parameters such that a certain condition is met, or such that some
objective function is optimized. For instance, a requirement imposed upon the net-
work element could be that just (on average) a fraction € of the incoming traffic
is lost. Evidently, when increasing the buffer size B, the loss probability decreases,
and therefore it is legitimate to ask for which minimal B the loss probability is at
most €. Of course, there is often a cost incurred when increasing B. As a result
one could imagine that one should maximize an objective function that consists of
a ‘utility part’, minus a ‘cost part’, where both parts increase in B. Selecting an
appropriate value for B is usually called buffer dimensioning; similarly the choice
of a suitable service speed is referred to as link rate dimensioning (or, shortly, link
dimensioning).

On the other hand, knowledge of the static situation enables the computation of
conditions on the arrival process (both in terms of average input traffic rate and the
variability of the arrival process) under which the network can offer some required
performance level:

e In this way, one could develop mechanisms that decide what the maximum
number of users is such that the mean delay stays within some predefined
bound; such a mechanism is usually called admission control. To imple-
ment an admission control, one needs to be able to characterize the so-called
admissible region, which is, in a situation of two classes of users, the com-
bination of all numbers of users of both classes (n1, n,) for which for both
classes the performance requirement is met.

e Also, insight into the static situation may tell us how to ‘smooth’ traffic (i.e.,
decrease the variability of the arrival process), such that the traffic stream
becomes more ‘benign’, and the loss probability in some target queue can

2



Introduction

meet some set requirement (a technique known as traffic shaping). Traffic
shaping is usually done by inserting an additional queue between the traffic
sources and the target queue that is emptied at a service rate ¢’ that is lower
than the peak rate of the original stream (but higher than the service rate ¢
of the target queue). Then the traffic stream arriving at the second queue is
smoother than the original traffic stream, and therefore easier to handle, but
this is at the expense of introducing additional delay.

This traffic shaping example explains the interest in tandem queues, i.e.,
systems of queues in series (in which the output of the first queue feeds
into the second queue). In such a situation one would, for instance, like to
dimension the shaping rate: given a buffer B and service rate ¢ in the target
queue, how should one choose the shaping rate ¢’ to ensure that the loss
probability in the target queue is below € (where it assumed that the shaper
queue has a relatively big buffer).

In the literature, the set of control measures that affect the network’s efficiency
or the user’s (dis-)satisfaction is often called traffic management. Clearly, dimen-
sioning is a traffic management action that relates to a relatively long timescale:
one can choose a new value for the buffer size or the link rate only at a very
infrequent rate; the process of updating the resource capacities is known as the
planning cycle. Mechanisms like admission control serve to control fluctuations of
the offered traffic at a relatively short timescale: admission control is done on the
timescale that new users arrive (and hence the decision to accept or reject a new
user has to be done essentially in real time).

Performance differentiation. We have described above the situation in which we
wished to guarantee some performance requirement that is uniform across users; for
instance, all users should be offered the same maximum loss probability. In practice,
however, all applications have their own specific performance requirements. Think
of a voice user, who tolerates a substantial amount of loss (up to the order of a few
percents, if certain codecs are used) but whose delay is critical, versus a data user,
who has very stringent requirements with respect to loss, but is less demanding
with respect to delay. Of course one could treat all traffic in the same fashion,
e.g., by using first-in-first-out (FIFO) queues; clearly, to meet the performance
requirements of all users, the requirement of the most stringent users should be
satisfied. Such an approach will, however, inevitably lead to a waste of resources,
and therefore one has developed queuing disciplines that actively discriminate. An
example of such a scheme is the (two-class) priority queue, in which one class
has strict priority over another class. The high-priority class does not ‘see’ the
low-priority class, so its performance can be evaluated as in the FIFO case. The
low-priority class, however, sees a fluctuating service capacity, and therefore its
performance is considerably harder to analyze.

Strict priority has the intrinsic drawback of ‘starvation’, i.e., the low-priority
class can be excluded from service for relatively long periods of time (namely,
the periods in which the high-priority class uses all the bandwidth). To avoid this
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starvation effect, one could guarantee the low-priority class at least some minimal
service rate. This thought led to the idea of generalized processor sharing (GPS).
In GPS, both classes have their own queue. Class i can always use a fraction ¢;
of the total service rate C (where ¢; + ¢, = 1). If one of the classes does not use
its full capacity, then the remaining capacity is allocated to the other class (thus
making the service discipline work conserving). Note that the priority queue is a
special case of GPS (choose ¢; =1 to give class i strict priority over the other
class). One of the crucial engineering questions here is, for two user classes with
given traffic arrival processes and performance targets, how should the weights
be set?

Scope of this book. In view of the above, one could say that traffic management
is all about the interrelationship between

(N) the network traffic offered (not only in terms of the average imposed load,
but also in terms of its fluctuations, summarized in a certain arrival process);

(r) the amount of network resources available (link capacity, buffers, etc.);

(p) the performance level achieved.

With this interrelationship in mind, we conclude that there are three indispensable
prerequisites for appropriate traffic management.

In the first place, we should have accurate traffic models at our disposal (i.e., N).
Part A of this book is devoted to a class of models that has proven to be suitable in
the context of communication networks: Gaussian traffic processes. An interesting
feature of this class is that it is highly versatile, as it covers a broad class of
correlation structures. We introduce this class and provide a number of generic
properties. Then we explain why Gaussian models are likely to be an adequate
statistical descriptor, and how this can be empirically verified. We also present a
number of standard Gaussian models that are used throughout the book.

Secondly, we show in part B how to assess the performance of the network,
for a given Gaussian traffic model, and for given amounts of available resources
(i.e., (N,R) > P). In other words, we analyze Gaussian queues, i.e., queues with
Gaussian input. It turns out that only for a very limited subclass of inputs exact
analysis is possible, and this explains why we resort to asymptotics. We present
and explain several asymptotic results. Emphasis is on the so-called many-sources
framework, which is an asymptotic regime in which the number of users grows
large (where the traffic streams generated by these users have more or less similar
statistical properties), and where the resources are scaled accordingly. Single queues
are relatively easy to deal with in this framework, but we also focus on problems
that are significantly harder, such as the analysis of a tandem queue, and a queue
operating under GPS.

The final subject of the book is how these Gaussian queues can be used for
traffic management purposes. Essentially, these problems all amount to questions
of the type (N,P) > R: given a traffic model and some performance target, how

4
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much resources are needed? Specific attention will be paid to link dimensioning in
the single queue, the weight setting problem in generalized processor sharing, and
bandwidth trading.

Bibliographical notes

This book focuses on large deviations for Gaussian queues, with applications to
communication networking. There is a vast body of related literature, which we
will cite at several occasions. Here, we briefly list a number of textbooks that can
be used as background.

The literature on performance analysis is vast, and the key journals include
IEEE/ACM Transactions on Networking, Computer Networks, and Performance
Evaluation. A textbook that gives an excellent survey on performance evaluation
techniques is by Roberts et al. [253], albeit with a focus on somewhat out-of-date
technologies. We also recommend the book by Kurose and Ross [167], and the
classical book by Bertsekas and Gallager [32].

There are several strong textbooks on queuing theory — without attempting to
provide an exhaustive list, here we mention the books by Baccelli and Brémaud
[17], Cohen [52], Prabhu [246], and Robert [250]. The beautiful survey by
Asmussen [13] deserves some special attention, as it gives an excellent account
of the state of the art on many topics in queuing theory. The leading journal in
queuing is Queueing Systems, but there are many nice articles scattered over sev-
eral other journals (including Advances in Applied Probability, Journal of Applied
Probability and Stochastic Models).

During the last two decades a number of books on large deviations appeared
with a focus on applications in performance and networking. In this context we
mention the book by Bucklew [42] as a nice introduction to large deviations and
the underlying intuition. The book by Shwartz and Weiss [267] is technically con-
siderably more demanding, but the reader’s efforts pay off when working through a
beautiful series of appealing examples. Interestingly, Chang [46] connects determin-
istic network calculus methods with large deviations techniques. The book that is
perhaps most related to the present book is Ganesh, O’Connell, and Wischik [109].
Also there the emphasis is on the application of large-deviations techniques in a
queuing setting, albeit without focusing on Gaussian inputs, and without applying
it (explicitly) in a communication networks context.

Apart from these books, there are a number of books on large deviations, but
without a focus on queuing. Ellis [91] approaches large deviations from the angle of
statistical mechanics, whereas in Dupuis and Ellis [87] control-theoretic elements
appear. Perhaps the most complete, rigorous introductory book is by Dembo and
Zeitouni [72]. Other useful textbooks include Deuschel and Stroock [75] and den
Hollander [132]. Articles on large deviations appear in a broad variety of jour-
nals; besides the Applied Probability journals mentioned above, this also includes
Stochastic Processes and their Applications and Annals of Applied Probability.






Part A: Gaussian traffic
and large deviations

The first part of this book is of an introductory nature. It defines the basic concepts
used throughout the book, by focusing on two topics. First, we introduce the notion
of Gaussian traffic, and we argue why, under rather general circumstances, the
Gaussian model offers an accurate description of network traffic. The second topic
is large deviations: our main tool to probabilistically analyze rare events.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.






Chapter 2

The Gaussian source model

In the introduction we argued that the traffic model is one of the cornerstones of
performance evaluation of communication networks: it is a crucial building block
in queuing models. This chapter introduces the class of traffic models that is studied
in this book: the Gaussian traffic model. The main goal is to (qualitatively) argue
why we feel that the Gaussian model is particularly suitable for modeling traffic
streams in communication networks.

In Section 2.1, we identify a number of ‘desirable properties’ that a network
traffic model should obey. After introducing some notation and some preliminaries
on Gaussian random variables in Section 2.2, we define the Gaussian traffic model
in Section 2.3. A few generic examples of Gaussian inputs are described in Section
2.4, viz. fractional Brownian motion and integrated Ornstein—Uhlenbeck; in this
section also, a number useful concepts are introduced, most notably that of long-
range dependence. Section 2.5 describes a number of other Gaussian source models
that are used throughout the book; they are the Gaussian counterpart of ‘classical’
input models. Finally in Section 2.6 we return to the (qualitative) requirements stated
in Section 2.1, and show that some Gaussian models are very well in line with these.

2.1 Modeling network traffic

There is a huge collection of traffic processes available from the literature, each
having its own features. In general, an arrival process is an infinitely dimensional
object (A(z),t € R), where A(#) denotes the amount of traffic generated in time
interval [0, t), for t > 0; (A(¢),t € R) is sometimes referred to as the cumulative
work process. It is noted that A(—t) is to be interpreted as the negative of the
amount of traffic generated in (—¢, 0]. Usually it is assumed that an arrival process

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.



The Gaussian source model

is nondecreasing (as traffic cannot be negative); later we argue that this assumption
is merely a technicality, and that it is, in many situations, not necessary. We also
define, for s < ¢, the work that has arrived in time window [s, 1) as A(s, t) (so that
A(s,t) = A(t) — A(5)).

It is clear that some arrival processes fit better to ‘real’ network traffic than
others. In this section, we list a number of properties that network traffic usually
obeys. In the sequel, we use these properties as the motivation for our choice of
Gaussian traffic models.

1. Stationarity. In quite general circumstances, it can be assumed that the traffic
arrival process is stationary, at least over periods up to, say, one or more hours
(over longer periods this usually does not hold—during a period of a day we often
see the common diurnal pattern). In mathematical terms this stationarity means that
the cumulative process (A(?), t € R) has stationary increments, i.e., in distribution,

A(s, 1) = A0,t —s) forall s <t.

In other words, the distribution of A(s, ) is determined only by the length of the
corresponding time interval (i.e., # — s), and not by the position of the interval.

2. High aggregation level. A common feature in modern communication net-
works is that the input stream of each node usually consists of the superposition
of a large number of individual streams. It is clear that this is the case at the core
links of networks, where the resources are shared by thousands of users, but even
at the access of communication networks, the contributions of a substantial number
of users is aggregated (at least in the order of tens).

Besides the fact that one can safely focus on relatively high aggregates, one
can also argue that the behavior of a substantial part of the user population can
be assumed homogeneous (i.e., obeying the same statistical law), as many users
run the same applications over the network. In any case, one can usually subdivide
the user population into a number of classes, within which the users are (nearly)
homogeneous.

3. Extreme irregularity of the traffic rate. Measurements often indicate that the
traffic rate exhibits extreme irregularity at a wide variety of timescales, includ-
ing very small timescales. This ‘burstiness’ could be modeled by imposing the
requirement that the instantaneous traffic rate process

As, 1)
r—3s

R(t) :=lim
st

behaves irregularly (it could have nondifferentiable trajectories, for instance).

4. Strong positive correlations on a broad range of timescales. In the early
1990s, measurements, most notably those performed at Bellcore and at AT&T,
gave the impression that network traffic exhibits significant positive correlation

10
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on a broad range of timescales. A long series of measurement studies, performed
at various networking environments, followed. These studies yielded convincing
empirical evidence that network traffic is, under rather general circumstances, long-
range dependent. We choose to postpone giving a precise definition of this notion,
but on an intuitive level it means that the variance of A(f) grows superlinearly in 7.
Traditional ‘Markovian’ traffic models had the implicit underlying assumption that
this variance grows, at least for ¢ large, linearly, and hence those models could not
be used anymore.

2.2 Notation and preliminaries on Gaussian
random variables

Let us give a few remarks on the notation used throughout this book, which we
have tried to keep as light as possible. Here we introduce a number of general
concepts.

e We denote the mean and variance of a random variable X by EX and VarX,
respectively; recall that VarX = E(X?) — (EX)?. Also,

Cov(X,Y) :=EXY)— (EX)EY)
denotes the covariance between X and Y.
e X =4 Y indicates that the random variables X and Y are equally distributed.

e X =4 N (i, o) means that X is normally distributed with mean p and vari-
ance o 2. In other words, X has density

1 (=
e (3 ()

We often use the notation ®, ,2(x) for the distribution function of a
N (w, o?)-distributed random variable:

fp.,oz (x) =

q),u,az(x) = / fu,cﬂ()’) dy~

This distribution function can be rewritten in terms of the distribution func-
tion of a standard normal random variable:

D, 52(x) Z]P’(Nu,gz < x) = ]P><'/v“*“2 KX _M) — @, (X —M).
o

o o

Throughout the book, we often abbreviate ®¢ ;(-) as D (-).

11



The Gaussian source model

e We say that X has a multivariate normal distribution (of dimension d € N)
with d-dimensional mean vector n and (nonsingular) d x d covariance matrix
Y if X has density

1
fxy, ..., xq) = exp(—i(x—,u)TEI(x—/L)>,

1
V27 del(2)

where det(X) denotes the (non-zero) determinant of the matrix X.

e In the setting of multivariate normal random variables, conditional distribu-
tions can be given through elegant formulas. Consider for ease the case of
(X, Y) being bivariate normal. The random variable (X | Y = y), for some
y € R is then (univariate) normal with mean

X, Y
IE(XlY:y):EX+M-(y—IEY) 2.1)
VarY
and variance
(Cov(X,Y)*

Var(X | Y = y) = VarX — 2.2)

VarY
notice that, interestingly, the conditional variance does not depend on the
condition (i.e., the value y).

2.3 Gaussian sources

Now that we have, from Section 2.1, a list of properties that our traffic model
should satisfy, this section introduces a versatile class of arrival processes: the so-
called Gaussian sources. The aim of the remainder of this chapter is to show that
certain types of Gaussian sources meet all the properties identified above.

For a Gaussian source, the entire probabilistic behavior of the cumulative work
process can be expressed in terms of a mean traffic rate and a variance function.
The mean traffic rate p is such that EA(s, t) = u - (t — ), i.e., the amount of traffic
generated is proportional to the length of the interval. The variance function v(-)
is such that VarA(s, t) = v(t — s); in particular VarA(t) = v(t).

Definition 2.3.1 Gaussian source. A(-) is a Gaussian process with stationary incre-
ments, if for all s < t,

A@s, 1) =a N(p - (t —5), v(t — 9)).

We say that A(-) is a Gaussian source. We call a Gaussian source centered if, in
addition, 1 = 0.
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The fact that the sources introduced in Definition 2.3.1 have stationary incre-
ments is an immediate consequence of the fact that the distribution of A(s, f) just
depends on the length of the time window (i.e., t — s), and not on its position.

The variance function v(-) fully determines the correlation structure of the
Gaussian source. This can be seen as follows. First notice, assuming for ease
0 <s < t, that Cov(A(s), A(t)) = VarA(s) + Cov(A(0, s), A(s, t)). Then, using
the standard property that

VarA(0, 1) = VarA(0, s) + 2 Cov(A(0, s), A(s, t)) + VarA(s, t),

we find the useful relation
I'(s,1) := Cov(A(s), A(t)) = %(v(t) +v(s) —v(t —9)).

Indeed, knowing the variance function, we can compute all covariances. In particu-
lar (A(sy), ..., A(sy))T is distributed d-variate normal, with mean vector
(usy, ..., usq)T and covariance matrix X, whose (7, j)th entry reads

% =T(s,8;), i,j=1,....d.

The class of Gaussian sources with stationary increments is extremely rich, and
this intrinsic richness is best illustrated by the multitude of possible choices for the
variance function v(-). In fact, one could choose any function v(-) that gives rise
to a positive semi-definite covariance function:

> aCov(A(s), A(t)e = 0,

s,teS

for all S € R, and o € R for all s € S. The following example shows a way to
find out whether a specific function can be a variance function.

Exercise 2.3.2 Consider increasing variance functions v(-) of the type v(t) = t*.
Prove that necessarily « € (0, 2].

Solution. Notice that the fact that v(-) be increasing yields that « > 0. The fact
that v(-) should correspond to a positive semi-definite covariance function rules
out o > 2. Cauchy—Schwartz inequality implies that the correlation coefficient lies
between —1 and 1; when applying this to A(0, #) and A(z, 2¢) we obtain

Cov(A(0, 1), A(r, 21))
VarA(0, 1)

e[—1,1],

or, after simple algebraic manipulations, v(2¢)/2v(¢) € [0,2]. Now inserting
v(r) = t* immediately leads to o < 2.
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In fact, the above reasoning indicates that « € (1, 2) corresponds to positive
correlation, where the extreme situation o = 2 can be regarded as ‘perfect posi-
tive correlation’ (A(ft) = fA(z), for some f > 0); then the correlation coefficient
is 1. On the other hand, o« = 1 relates to the complete lack of correlation (i.e.,
Cov(A(0, s), A(s, 1)) = 0, with s < 1); in this case the correlation coefficient equals
0. Finally, if o € (0, 1), then there is negative correlation. >

2.4 Generic examples—long-range dependence
and smoothness

This section highlights two basic classifications of Gaussian sources. These clas-
sifications can be illustrated by means of two generic types of Gaussian sources,
which we also introduce in this section and which will be used throughout the
book. The first directly relates to Exercise 2.3.2.

Definition 2.4.1 Fractional Brownian motion (or fBm). A fractional Brownian
motion source has variance function v(-) characterized by v(t) = t*, for an H €
(0, 1). We call H the Hurst parameter.

The case with H = 1/2 is known as (ordinary) Brownian motion. In this case
it is well known that the increments are independent, which is in line with the lack
of correlation observed in Exercise 2.3.2.

Definition 2.4.2 Integrated Ornstein—Uhlenbeck (or iOU). An integrated Orn-
stein—Uhlenbeck source has variance function v(-) characterized by v(t) =t — 1 +
e ’.

Long-range dependence. The first way of classifying Gaussian sources relates
to the correlation structure on long timescales: we are going to distinguish between
srd sources and Ird sources.

To this end, we first introduce the notion of correlation on timescale ¢, for
intervals of length €. With # > € > 0, it is easily seen that

C(t,¢€) :=Cov(A(0,¢), A(t,t +¢€)) = %(v(r +¢€) —2v() +v(t —€)).

For € small, and v(-) twice differentiable, this looks like €2v”(¢)/2. This argument
shows that the ‘intensity of the correlation’ is expressed by the second derivative
of v(-): ‘the more convex (concave, respectively) v(-) at timescale ¢, the stronger
the positive (negative) dependence between traffic sent ‘around time 0’ and traffic
sent ‘around time ¢’.

The above observations can be illustrated by using the generic processes fBm
and iOU. As v" (1) = QH)(2H — 1)1*"~2, we see that for fBm the correlation is
positive when H > % (the higher the H, the stronger this correlation; the larger
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the ¢, the weaker this correlation), and negative when H < % (the lower the H,
the stronger this correlation; the larger the 7, the weaker this correlation), in line
with the findings of Exercise 2.3.2. It is readily checked that for iOU v”(r) = e™".
In other words: the correlation is positive, and decreasing in ¢.

Several processes could exhibit positive correlation, but the intensity of this
correlation can vary dramatically; compare the (fast!) exponential decay of v”(¢)
for iOU traffic with the (slow!) polynomial decay of v”(r) for fBm traffic. The
following definition gives a classification.

Definition 2.4.3 Long-range dependence. We call a traffic source long-range dep-
endent (Ird), when the covariances C(k, 1) are nonsummable:

Z(C(k, 1) = oo,
k=1

and short-range dependent (srd) when this sum is finite.

Turning back to the case of fBm, with variance function given by v(r) = 1>/,

it is easily checked that

L Ce D 1 (4 1k -2+ 11/ 1 "
koo k2H=2 T 2 k—oo 1/k2 —2 v

This entails that we have to check whether k2% ~2 is summable or not. We conclude
that Gaussian sources with this variance function are Ird iff 2H > 1, i.e., whenever
they belong to the positively correlated case.

For iOU we have that

1
Clk, ) =3 (e —2e7F o7,

which is summable. This implies that, according to Definition 2.4.3, iOU is srd.

Smoothness. A second criterion to classify Gaussian processes is based on the
level of smoothness of the sample paths. We coin the following definition.

Definition 2.4.4 Smoothness. We call a Gaussian source smooth if, for any t > 0,

i Cov(A(0,¢€), A(t,t +€)) — lim C(t, )
10 /Var(A(0, €))Var(A(Z, 1 +€)) <o v(e)

# 0,

and nonsmooth otherwise.

An fBm source is nonsmooth, as is readily verified:

Cq, 1
tim S0 i Le2-2mmy o,
el v(e) €lo 2
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for any t > 0 and H € (0, 1). On the other hand, the iOU source is smooth, as, for
any t > 0, applying that 2v(e)/e? — 1 as € | 0,

. Ct,e)
lim

. . —t
= =v(t)=e " >0.

Generally speaking, one could say that Gaussian sources are smooth if there is
a notion of a traffic rate. The following exercise gives more insight into this
issue.

Exercise 2.4.5 Determine the distribution of the instantaneous traffic rate process

Als, t
R() = lim A1)
sttt —§

for iOU; ¢ > 0. And what happens in case of fBm?

Solution. For (centered) iOU, R(¢) has a normal distribution with mean 0 and
variance

(A(s, t)) — im VarA(t —s) 1

lim Var = —.
stt (t — 5)2 2

st =5
It can also be verified that Cov(R(0), R(t)) = e~". In other words, the rate process
is again Gaussian.

In case of fBm, VarR(¢) = oo for all ¢ > 0. <&

The above findings can be interpreted in the following, more concrete way.
One could say that for fBm there is full independence of the direction in which
the process is moving (in line with the nondifferentiable nature of the sample-paths
for fBm). For iOU there is some positive dependence between the rates (but this
dependence vanishes fast, viz. at an exponential rate).

2.5 Other useful Gaussian source models

The example of fBm in the previous section may have left the impression that
nonsmoothness is a necessary condition for long-range dependence. This is by no
means true. In this section we present a number of other useful Gaussian processes,
including one that is smooth and Ird at the same time. The common feature of
these processes is that they are the so-called Gaussian counterpart of well-known,
classical (non-Gaussian) arrival processes. In this context, we say that an arrival
process (A(t),t € R) (with stationary increments) has the Gaussian counterpart
(A(t),t € R) if A(-) is Gaussian and, in addition, EA(r) = EA(r) and VarA(r) =
VarA(z) for all ¢. Generally speaking, A(-) inherits the correlation structure of A(-).
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A. The Gaussian counterpart of the Poisson stream. Let jobs of size 1 arrive
according to a Poisson process with rate A > 0. Then it is well known that A(z),
denoting the amount of traffic generated in an interval of length #, has a Poisson
distribution with mean A¢ (and hence also variance Af). As a consequence, the
Gaussian counterpart of this model is (a scaled version of) Brownian motion.

B. The Gaussian counterpart of the M/G/oo input model. In the M/G/oco input
model, jobs arrive according to a Poisson process of rate X, stay in the system
during some random time D (where the durations of the individual jobs constitute
a sequence of i.i.d. random variables), and transmit traffic at rate, say, 1 while in
the system. Clearly, this model does not correspond to a Gaussian source, but of
course we could approximate it by a Gaussian source with the same mean and
correlation structure.

It follows immediately that the mean rate p of this Gaussian counterpart should
be chosen as u = AED, assuming that D has a finite mean, say §. The variance is
somewhat harder to compute. With A(¢) denoting the amount of traffic generated
by the M/G/oco input model in an interval of length 7, we have that A(¢) can be
decomposed into the contribution of the M jobs that were already present at the
start of the interval (say, time 0), and the contribution of the N, jobs arriving in
0, 1):

M N,
A =4 Y Xi(t) + Y Yi(0); (2.3)
i=0 i=0

here X;(¢) is the amount of traffic generated by an arbitrary job that was present
at time 0, whereas Y;(#) denotes the amount of traffic of an arbitrary job arriving
in (0, ¢). Observe that these two sums in the right-hand side of Equation (2.3) are
independent. In more detail,

e standard theory on M/G/oo queues says that M has a Poisson distribution with
mean A§, and the X;(¢) are i.i.d. (as a random variable X (7)), independently
of M;

e on the other hand, N; is Poisson with mean Az, and, again, the Y;(¢) are
i.i.d. (as some random variable Y (¢)), independently of N,.

Recalling the property that, with Z; i.i.d. (as a random variable Z), and N
Poisson with mean v (independent of the Z;), we have that

N
Var (Z Z,-) =vVarZ,

i=1

we find that we are left with finding VarX (r) and VarY (z).
To this end, we wonder how X (¢) and Y (¢) are distributed. Let fp(-) (Fp(-))
be the density (distribution function) of D. In the sequence we need the notion of
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the so-called integrated tail (or residual lifetime) of D, which is a random variable

that we denote by D’". The density of this D" is given by [13, Ch. 5]
1 — Fp(t)
For) = ——>=

the fact that ED =6 = fooo(l — Fp(t))dr implies that this is indeed a density.
Fpr(+) is the distribution function corresponding to fpr(-).

First consider X (). It is standard result that the remaining time the job stays
in the system for a time that has density fp-(-). If this remaining time is s < 1,
then X (t) = s’ otherwise it is 7. In other words, the kth moment of X (r) equals

E(X ()" :f sK for(s) ds + t5(1 — Fpr(1)).
0

This immediately yields a formula for VarX ().

Then focus on Y (¢). It is well known that the epoch the job arrives is uniformly
distributed on (0, #). With a similar reasoning as above, where the variable u
corresponds to the epoch the job arrives, we find that

f—

E(Y (1) =/ ; <(r — ) (1 = Fp(t — u)) +/ uskfp(s)ds> du.
0 0

Again, this enables computation of VarY (¢).
Taking all terms together yields

VarA(r) = A8 (/ s% fpr(s) dx + 12(1 — Fpr (r)))
0
+ A (/ (t —u)*(1 — Fp(t —u)) du
0

+/t/t(s—u)2fD(s—u)dsdu>; (2.4)
0 Ju

see also [197].

Exercise 2.5.1 (i) Let D be exponentially distributed with mean §. Show that

VarA(r) = 2183 (é — 1 +exp <—§>> ) (2.5)

Compare this with the variance function of iOU, and conclude that iOU is (up to
a scaling) the Gaussian counterpart of the M/G/oo input model with exponential
jobs.
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(i) Let D have a Pareto distribution, i.e., Fp(t) =1 — (1/(1 4+1¢))*. To have
that § < oo, we assume « > 1. Verify that

2\
B-a)2—a)(l —a) (

v(t) = 1— @+ D"+ @B —a)), (2.6)

with « = (1 4 §)/8, excluding § = 1 or %
Solution. The claims follow after straightforward calculus. <&

Exercise 2.5.2 (i) Show that the Gaussian counterpart of the M/G/co input model
is smooth.

(i1) Assuming D exponential, is the Gaussian counterpart lrd? Assuming D as
Pareto, is the Gaussian counterpart lrd?

Solution. (i) Using standard rules for differentiation of integrals,
t
V() =8 -2t (1 — Fpr (1)) + Af 2(t —u)(1 — Fp(t —u))du
0
and hence v'(0) = 0. Similarly,
t
V" (1)=2A8 (1 — Fpr (t) — tfpr (t))+2k/ (1 —Fp(t—u)—(—u)fpt—u)) du
0
[e.¢]
= ZA/ (1 = Fp(s))ds.
t
Hence, v”(0) = 218 < co. As a result,
C(t,e) . ev'(1)/2

im =Ilim——— > 0.
elo v(e) €0 €2v”(0)

(ii)) When D is exponential, the Gaussian counterpart is srd (recall that we
know from Exercise 2.5.1 that it has the same correlation structure as iOU). From
Equation (2.6) it is readily seen that for Pareto D the Gaussian counterpart is lrd
iff o € (1, 2). For these parameters, VarA(¢) grows superlinearly in ¢, whereas for
a > 2, it grows essentially linearly. <&

C. The Gaussian counterpart of the purely periodic stream. Many networking
applications inject information packets at a (more or less) constant rate. Perhaps the
most prominent example is voice traffic: sound is put into equally sized packets,
which are fed into the network after constant time intervals (say, every D units of
time). In fact, the only random element in this traffic model is the phasing. More
precisely, when considering the first interval of length D, say [0, D), it is obvious
that exactly one packet will arrive; the epoch that this packet arrives, however,

19



The Gaussian source model

is uniformly distributed over [0, D). From then on, the process is deterministic;
if the packet arrived at ¢t € [0, D), then packets also arrive at epoch ¢ + i D, with
integer i.

Now consider the Gaussian counterpart of this arrival process. It is not hard to
check that (if packets have size 1) u = 1/D. Observe that A(¢) equals either | /D]
or [t/D]. Note that for 7 € [0, D), A(¢) is 1 (0) with probability /D (1 —t/D,
respectively). This entails that

VarA(t) = (t mod D)(1 — t mod D),

where t mod D denotes the fractional part of /D, i.e.,tmod D =t/D — [t/D]. We
conclude that the Gaussian counterpart of the purely period stream has a variance
function that equals (up to some scaling) 7(1 — t), repeated periodically.

With B(¢) denoting a Brownian motion, the process (defined for ¢ € [0, 1])

B(1) = (B(1) | B(1) = 0)

is usually referred to as a Brownian bridge. Using the formula (2.2) for conditional
variances given in Section 2.2, we find that

= (Cov(B®), BA)* .
VarB(t) = VarB(t) — VarB(1) =t—t"=t(l—-1);

Here, that Cov(B(t), B(1)) =t is also used. Observe that the shape of VarB(t)
makes sense: (i) for small 7 it looks like the variance of B(t) (i.e., t), as the effect
of the condition B(1) = 0 will still be minimal; (ii) for ¢ close to 1 it goes to O.

We conclude from the above that the Gaussian counterpart of the periodic
stream is a scaled Brownian bridge, repeated periodically.

D. Two-timescale models. In many applications in communication networks, a
purely periodic traffic model is too crude. Often sources alternate between an on-
mode and an off-mode, where during on-times packets are transmitted (as before)
periodically. The typical example where such a model can be used is voice with
silence suppression: a codec recognizes whether there is a voice signal to transmit
or not, and if there is, then packets are generated in a periodic fashion. This type
of models is called rwo-timescale models, as it combines a model that relates to
the very short timescale (i.e., the timescale of the transmission of packets, which
is in the order of, say, tens of milliseconds) with the timescale of a user alternating
between an active and silent mode (in the order of seconds).

As said, within the on-time, packets (of fixed size, say, 1) are sent periodically;
for ease, we normalize time such that the corresponding packet interarrival time is
1. The on-times (or bursts) are random variables with length 7, which is a natural
number. The off-times (or silence periods) are random variables with length T,
which is also integer valued. We emphasize that—although 75, and Ty only attain
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values in N—the arrival process is not a discrete-time process, as the ‘phase’ of the
source is uniformly distributed on [0, 1).

Whereas in the examples A, B, and C we computed the variance function of
A(t) in a direct way, we now follow an indirect approach. We compute the so-called
moment generating function (mgf) of A(¢), i.e.,

a;(0) :=Eexp(0A(r)),

for t > 0 and 0 € R. From this mgf, the mean [EA(#) (which equals wt) can be
found through differentiation with respect to 6 and letting 6 go to 0:

0
EA() = (8—9%(9))

Similarly, the second moment of A(¢) can be found by taking the second derivative,
so that we find for the variance
2
)

a
- ((3_9a’(9)>
6=0

For ease we assume that T, is geometric with probability p, i.e.,

0=0

82
VarA(r) = (wa,(9)>

P(Tow =k) = (1— p)'p

(and even then the residual on-time has this distribution, due to the memoryless
property of the geometric distribution). The off-time 7, (and the residual off-time)
is assumed to be geometrically distributed with probability g.

Define, for t > 0, t,, :=t mod 1. It is clear that A(z,,) =0 when the source
is off, whereas A(¢,,) = 1 (0) with probability ¢, (1 — t,, respectively) when the
source is on. In other words,

Eie" ™ = t,¢" + (1 = 1,),  Eoe™ =1,

with E;(-), for i =0, 1, defined in a self-evident way. This leaves us with the
task of computing E;e?4) for integer T. A straightforward argument immediately
gives us the system of coupled difference equations

E, /AT = (1 — p)eé)EleeA(T—l) i pEOe“(T’l),

EOeOA(T) — quEleﬁA(T—l) 4 (1 _ C])EoeeA(T_l).

This system can be solved in a standard way. Let A, () and A_(0) be the eigen-
values of the matrix

(I=pye” p
ge’  1—q )’

21



The Gaussian source model

i.e., the conjugate square roots

=g+ -pe” £V —g+1-ple)?+4(p+q—De’

Ay —(0) = 5

Then, for i = 0,1, we have E;e2® = £;0)(r,0)T + (1 — £;(0)(r_ )7,
where the f;(0) are determined by the initial conditions. They turn out to be

(1—pre +p—r_(9) g’ +1—qg—21_(0)

f1(0) = A4 (0) — A_(6) and fo(9) = Ap(B) —A_(0)

It is easily seen that in case of p + g < 1 there are positive correlations. Then
both eigenvalues are positive. For p 4+ ¢ = 1 there is no correlation: every unit
of time a packet is generated with probability g(p + ¢)~'. In case of p +¢q > 1,
there is a negative correlation structure; A_(0) is negative. As said, the variance
function can be found by differentiating E exp(6 A(¢)); this is done in Section 6.2,
and it clearly shows the impact of the two timescales involved.

2.6 Applicability of Gaussian source models
for network traffic

In the first section of this chapter we identified four requirements that we argued
needed to be fulfilled by a ‘good” model for network traffic. We now come back
to these requirements, showing that particular Gaussian models (e.g., fBm) seem
to be logical candidates.

1. Stationarity. The Gaussian source model, as introduced in Definition 2.3.1,
has stationary increments, as desired. Indeed, the distribution of A(s, t) depends
on s and ¢ only through their difference ¢ — s.

2. High aggregation level. If the input (A(7),t € R) of a network element
is the superposition of a large number n (more or less) i.i.d. arrival processes
(A; (1), t € R) with stationary increments, then one expects on the basis of central-
limit type of arguments that, for r € R,

A(r) =g nEA; (1)t + /nVarA; (t) N (0, 1),

where N (0, 1) denotes a standard normal random variable. Denoting EA; (1) by
w, and VarA;(t) by v(t), we conclude that A(-) is ‘close to’ a Gaussian process,
where A(t) has mean nut and variance nv(t). In other words, the fact that the
aggregation level is high, makes the Gaussian model well applicable.

The above has an interesting consequence. If A(-) is indeed Gaussian, then we
can do ‘as if’ the individual sources A;(-) are also Gaussian with mean pn and
variance v(r).
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3. Extreme irregularity of the traffic rate. As we have seen above, the class
of Gaussian source models nicely meets requirements I and II. Requirement III,
however, is not fulfilled by all Gaussian sources. In fact, this requirement asks for
traffic models that are nonsmooth. This leaves fBm as a candidate model; iOU
gives differentiable paths, and is therefore less appropriate.

4. Strong positive correlations on a broad range of timescales. This property
can be translated into requiring that the arrival process be Ird. Again, iOU does not
fulfill this condition, but fBm (with H > %) does.

Negative traffic. One problem, at least on a conceptual level, of Gaussian source
models is that they allow negative traffic, or, in other words, A(?) is not necessarily
nondecreasing. In fact, the probability that A(z) is negative is

P(A(r) < 0) = P (N0, 1 <—”—l).

(A@®) <0) (N ©, 1) NOTO)

This shows that the probability of negative traffic on timescale ¢ is small when
wut//u(t) is large. Particularly for u and ¢ large, this is usually the case — for
instance, in case of fBm input ut/4/v(t) equals wt'~". In practical situations,
we will typically have that, indeed, already for relatively small ¢, pt is orders of
magnitude larger than /v (7).

The fact that we allow negative traffic may seem unattractive at first sight,
but we remark that similar problems appear in many other situations. Consider, for
instance, a sequence of n i.i.d. coin flips Z, ..., Z,, and identify ‘1’ with head and
‘0’ with tail. If the probability of head is p, it is fully acceptable to approximate

Z:=Y%"_,Z by
Z :=np++/np(l — p) N, 1)

for n large (use the central limit theorem). It is clear however that Z attains only
values in {0, ..., n}, whereas Z attains values in on R. We come back to the issue
negative traffic in Section 5.2.

The above, qualitative observations suggest that fBm (or perhaps another non-
smooth and Ird Gaussian process) could be a good candidate to describe, under
quite general circumstances, network traffic. Of course, such a statement asks for
thorough statistical verification, before it is used as input in performance analysis
studies. One of the main goals of the next chapter is to illustrate techniques to do
this verification.

The other issue that will be addressed in the next chapter relates to the central-
limit type of arguments mentioned above: The conditions under which the super-
position of i.i.d. on-off processes indeed converges to a Gaussian process is shown.
We then explain a possible reason why it is so often observed that fBm gives a
nice fit: if in addition it is assumed that the on- or off-times are heavy-tailed, and
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The Gaussian source model

an appropriate rescaling of time is applied, then the limiting Gaussian process is
fBm.

Bibliographical notes

The most complete introduction on Gaussian processes is by Adler [6], with empha-
sis on sample-path properties, such as boundedness and continuity. The setup is
fairly abstract, and relies on concepts such as entropy and majorizing measures.
Also, considerable attention is paid to the distribution of extreme values attained
by Gaussian processes; we will use some of these results later on.

Some of the examples of Gaussian source models are taken from Addie, Man-
nersalo, and Norros [5] and Mandjes [185]. A textbook introduction to long-range
dependence can be found in, for instance, Beran [25].
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Chapter 3

Gaussian sources: validation,
justification

The previous chapter introduced the concept of Gaussian sources. It also showed,
on the basis of qualitative arguments, that the Gaussian source model could be
a ‘good’ model to accurately describe network traffic. The next question is, of
course, whether the use of these Gaussian sources, in the context of communication
networking, can also be quantitatively justified.

The answer to this question is, fortunately, ‘yes’, and this chapter presents two
types of support for this claim. In the first place, we describe how one can validate
Gaussianity for real traffic traces. We present a collection of visualization techniques
and statistical tests, and demonstrate how these can be performed. They have been
applied to a large set of traffic traces, see, e.g., the recent measurement studies
[102, 156, 211]. A common conclusion is that, under fairly general circumstances,
it is reasonable to assume Gaussianity. We also present a brief summary of the
findings of [102, 156, 211].

A few caveats are in place here.

e Of course there are many situations in which Gaussianity does not apply.
Studies such as [102, 156, 211] however, provide explicit conditions under
which the Gaussian model can serve, at least, as an accurate approxima-
tion. These conditions are typically in terms of a minimum and maximum
timescale, and a minimum aggregation level required.

e It is also noted that A(-) is, in principle, an infinitely dimensional object. A
test on Gaussianity should therefore formally correspond to ‘any timescale’.
The tests described in Section 3.1, however, focus on a single timescale (and
can be extended to a finite set of timescales).

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Gaussian sources: validation, justification

The second type of support for Gaussianity, presented in this chapter, is based
on central-limit type of arguments. In many situations, the traffic stream that is
offered to a network element will be the aggregate of a considerable number of
flows, and, by virtue of the central limit theorem, one could expect that this aggre-
gate is approximately Gaussian. In Section 3.2, we present a series of illustrative
results regarding this convergence:

e The first result is a central limit theorem for on-off arrival processes: the
scaled superposition of on-off sources converges to a Gaussian process with
some appropriate correlation structure.

e Then we describe a famous result that focuses on the special case of heavy-
tailed on-off sources; interestingly, under a particular rescaling of time the
limiting Gaussian process is fBm.

This result can be seen as some sort of ‘explanation’ why fBm is a good
traffic model. In practice, the aggregate process is the superposition of many
user streams, where each user stream is approximately on-off. One could
say that the on-times correspond to the retrieval of documents, while the off-
times could be considered, for instance, as ‘read times’. Measurement studies
[58] have indicated that document sizes (and hence also the on-times) are
heavy-tailed. This reasoning explains why one could expect that the aggregate
stream resembles fBm.

We remark here that in Section 3.2 no formal proofs are included; this
stochastic-process limit theory is a subject on its own.

3.1 Validation

As argued above, Gaussianity is expected on the basis of central-limit type of
arguments: the sum of a large number of ‘small’ independent (or weakly dependent),
statistically more or less identical, random variables (users) has an approximately
normal (i.e., Gaussian) distribution. Thus, one can expect that an aggregated traffic
stream consisting of contributions of many individual users may be modeled by a
Gaussian process.

However, the above argumentation is rather imprecise. In the first place, it can
be expected that the central limit reasoning does not apply to any timescale: on the
timescale of transmission of (minimum size) packets, the traffic stream is always
of the on-off type (either there is transmission at link speed, or silence) — which is
obviously not Gaussian. Thus, apart from the number of users (referred to as ‘ver-
tical aggregation’), there should also be sufficient aggregation in time (‘horizontal
aggregation’). The necessity for some aggregation in both directions for traffic to
be Gaussian, was pointed out in [156].

In this section we present a number of basic techniques that can be used to assess
Gaussianity. Then, these can also be used to find the limitations of the Gaussian

26



3.1. Validation

model, i.e., they may give the ‘minimal aggregation level’ (both horizontally and
vertically) needed to safely assume Gaussianity.

QO-plot. We first describe a visualization technique that is known as the QQ-
plot method. This nonparametric method is used to assess whether two samples
are taken from the same distribution. In our situation, we could use this method
to verify whether it is reasonable to assume that, for some given timescale ¢, the
observations, say a; := A(it,it +t) could stem from a normal distribution; to
make the intervals i7, it + ¢ nonoverlapping, assume that t is chosen such that
t < t. Suppose there are n observations.

First observe that (unbiased) estimates i and UEZ) of the average and (sample)
variance of the traffic rates in our traces can be determined in a straightforward
fashion:

1 n R 1 n
i=— i, and v(t) = —— P — )2 3.1
i nz§“ and v(r) n_1§<“ ) 3.1

Note that the convergence of the estimator of the sample variance could be rather
slow when traffic is Ird, which can be expected for real network traffic [25].

Now let a;) be the ith order statistic of (a;)’_,, i.e., ai) = a; if there are i — 1
values smaller than a;, and n — i larger than a; (for ease assuming that there are
no ties). Recall that @ ;(-) denotes the distribution function of a standard normal

random variable, i.e., Py 1(x) = ffoo(l/\/Zn) exp(—y?/2) dy.

Exercise 3.1.1 Prove that the inverse distribution function of a (i, o2) random
variable is a linear transformation of the inverse distribution function of a standard
normal random variable.

Solution. In self-evident notation,

O = {x i PV (r,0%) < 2) = v} = {x P (N(o, D= ”“) = y}

’ o
={n+0z:PW(O,1)<2) =y} =n+0d;,(y.

Hence, the particular linear transformation has intercept © and slope o. <&

Intuitively, the more the points

o -1 i .

look like the line x = y, the better the fit between the sample and N (j1, v(At)); then
the quantiles of the sample match with what could be expected if the distribution
were indeed NV (j1, v(t)). Exercise 3.1.1, however, implies that a simplification can
be done: also the points

(‘D(Ii <nlﬁ) ,am) (3.2)
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Figure 3.1: (a) is a QQ-plot consisting of 1800 data points. (b) depicts log vft)
against log?.

need to be on a straight line; the corresponding © and v(¢) can be estimated from
the QQ-plot.

The purpose of this section is to provide some basic tools for assessing Gaus-
sianity—it is not our goal to claim that network traffic is Gaussian, nor to present
explicit conditions under which Gaussianity holds (in terms of horizontal and verti-
cal aggregation). Nevertheless, to illustrate the applicability of Gaussian models we
include the following example. Figure 3.1(a) is a QQ-plot consisting of 1800 data
points; these data points are taken from a 30-min trace, and each point corresponds
to 1s. The points are plotted against the quantiles of a Normal distribution, and
hence the (almost) straight line indicates that the 1-s measurements follow approx-
imately a normal distribution. For many other data sets, and other time-windows
(i.e., different from 1), we usually see a similar QQ-plot; only for very small and
very long time windows, the Gaussian source model does not seem to apply. The
fact that the upper tail (and in our graph, the lower tail also) does not have a good
match, seems to be a phenomenon that occurs more frequently, see [156].

Goodness-of-fit test. The QQ-plot being essentially a visual tool, there is need
for more quantitative tests. An often-used tool is the so-called linear correlation
coefficient:

_ i (ap — (g —q) _
VXisiam =2 g —9)?

Vn

here the g; are the quantile of our model distribution (in our case, those correspond-
ing to N'({, vft)), and g :=n"'- )" | ;. From the Cauchy-Schwartz inequality,
we know that y, is a number in the interval [—1, 1]; it has value 1 (—1) in case
of perfect positive (negative) linear correlation, whereas y,, close to 0 corresponds
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3.1. Validation

to independence (or ‘weak dependence’). Unfortunately, it is hard to state gen-
eral claims on the statistical meaning of a certain value of y,. Clearly an extremely
high value of y,, (say, 0.99) seems convincing support for Gaussianity, but does, for
instance, y, = 90% suffice? Stated differently, it remains unclear what the critical
value is, see also Section IV.C of [156].

Other tests. The Kolmogorov-Smirnov test is a well-accepted tool for testing
whether a sample stems from a certain distribution. This test is often abused, as its
quite restrictive conditions are frequently ignored. In principle, the test can be used
only to test against a given distribution—in other words: it is not allowed to first
estimate u and v(z), and to test then against N ({2, v(At)). Also, the test assumes that
the observations are independent, which clearly does not hold in our situation. Due
to the lack of alternatives, and due to the fact that its p-values are nicely tabulated,
still this test is often used. In [211], it is empirically verified that a high linear
correlation coefficient indeed corresponds to a low Kolmogorov-Smirnov statistic
(which means that Gaussianity is not rejected).

Estimation of H. So far, we concentrated on addressing the Gaussianity issue on
a single timescale 7. Of course, to make the arrival process Gaussian, the test should
be performed on ‘any’ timescale. Experiments performed in a variety of networking
environments indicate [102, 156, 210, 211] that there is usually Gaussianity on a
substantial range of timescales, but not those below, say, 100 us, nor those above,
say, 1 h. The reason for these limitations is that, as mentioned before, on very short
timescales there is either a transmission of a packet or not, which is clearly not
Gaussian; on longer timescales stationarity does not apply anymore.

On the timescales where Gaussianity applies, it is often insightful to make a so-
called variance-time plot [102]. Figure 3.1(b) plots log v(t) as a function of logt.
The fact that the resulting curve is (approximately) linear, expresses that v(z) is of
the form o 2" for some positive o, H, i.e., is a (scaled) fBm. It can be concluded
that in this case we have that the Hurst parameter H is about 0.82.

The above method to estimate H is all but statistically sound. The estimation
of H is an art on its own. The survey [273] is an excellent source in this respect;
see also [25].

Interestingly, the data in [102] suggests that often logv(#) is not linear, but
piecewise linear (with two pieces). To shorter timescales, another H applies than
to longer timescales: there is a weak dependence on short timescales, whereas a
stronger dependence takes over on longer timescales. This could be modeled by
the variance curve

v(t) = max{o 12", art*}; (3.3)

remark that indeed log v(¢) is piecewise linear. If one assumes, without loss of
generality, that H; < H,, then for small timescales (i.e., those below some crit-
ical timescale o) H, is dominant: v(r) = o;#>'. On the other hand, for long
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timescales H, dominates: v(f) = axt?™. Tt is readily checked that the critical
timescale equals

o 1/(2H,—2H))
fait = | — .
(0%)

Having verified long-range dependence (at least, in an empirical way), the next
question is: what phenomenon causes network traffic to have this extremely bursty
correlation structure? The next section shows that one of the potential causes of Ird
is the aggregation of many users sending heavy-tailed documents over the network.

Bibliographical notes

Key articles on Gaussianity of network traffic are [102, 156, 211]. Interestingly,
Fraleigh, Tobagi, and Diot [102] give an explicit indication of the aggregation level
(viz. 50 Mbps) above which Gaussianity can be safely assumed. Kilpi and Nor-
ros [156] were the first to decouple horizontal and vertical aggregation, and gave
a set of testing procedures. The limitations of Gaussianity were further explored in
Van de Meent, Mandjes, and Pras [211], for an extensive set of traces corresponding
to highly heterogeneous networking environments.

The breakthrough paper on statistical analysis of network traffic was doubtlessly
Leland, Taqqu, Willinger, and Wilson [172], where the selfsimilar nature of Ether-
net LAN traffic was discovered. There are dozens of other relevant traffic modeling
papers; we mention here Juva, Susitaival, Peuhkuri, and Aalto [143], Ben Azzouna,
Clérot, Fricker, and Guillemin [24], and Barakat, Thiran, Iannaccone, Diot, and
Owezarski [21]. Interesting background reading on traffic modeling is Erramilli,
Veitch, Willinger et al. [4, 97, 98].

3.2 Convergence of on-off traffic to a Gaussian
process

Where the previous section presented statistical techniques to validate the Gaussian-
ity assumption as well as (some) empirical evidence in favor of Gaussian source
models, this section focuses on analytical support. The setting considered is the
superposition of a large number of i.i.d. on-off sources (with general on- and off-
times). It is explained that this aggregate converges, after a certain normalization,
to a Gaussian source; this result can be regarded as a central limit theorem on the
process level. In addition, when the on- or off-times are heavy-tailed, we show that
the limiting Gaussian process is fBm, if time is rescaled in an appropriate way.

We consider n i.i.d. fluid sources. The traffic rate of each source alternates
between on and off; during the on-times traffic is generated continuously at a

30



3.2. Convergence of on-off traffic to a Gaussian process

(normalized) peak rate of 1. The activity periods constitute an i.i.d. sequence of
random variables, each of them distributed as a random variable 7,, with values
in R,. The silence periods are also an i.i.d. sequence, distributed as a random
variable Ty with values in R,. In addition, both sequences are mutually inde-
pendent. Let T,, and Tyg have distribution functions Fon(-) and Fog(-), respec-
tively, and complementary distribution functions Fon(-) and Fog(-). Assuming that
Uon = E(Ton) < 00 and pofr := E(Tyi) < 00, we have that the mean input rate
equals nu, with 0 := fon/(on + Mofr). Following [67], we impose the following
regularity properties.

Assumption 3.2.1 F,,(-) and Fo(-) are absolutely continuous with densities fo,(+)
and fo(-), respectively, such that both

lim f,, () < o0 and lim fu(t) < o0.
10+ 110+

Let {§;(¢),t e R}, fori =1, ..., n, denote the i.i.d. sequence of the stationary
traffic rate processes, where &;(tr) = 1 (0) if source i is on (off) at time ¢. This
stationary process has the property that is on at time O with probability w; the time
until it switches to the off-state 7 has density Fon(-)/1on; then an off-time with
density forr(-) follows, and then an on-time with density f,,(-), etc. The situation
that the source is off at time 0 is dealt with similarly. Let R(-) denote the covariance
function of a generic source, i.e., R(s) := Cov(&(s + 1), & (1)).

Now introduce the aggregate traffic rate at time 7's of the n multiplexed sources,
and the traffic generated in the interval [T's, Tt], with s <t¢, 5,t € R:

Zra(s) =Y &(Ts), Arn(s,t):= f Zrn(u) du.
i=1 s

Define {Z(¢), t € R} as a stationary centered Gaussian process having the same
covariance structure as a single on-off source, i.e., Cov(Z(s + 1), Z(t)) = R(s).
We denote by {Z7(s),s € R} a stationary centered Gaussian process such that
{Z7r(s),s € R} =4 {Z(Ts), s € R}. Observe that

Rr(s) :== Cov(Zr(s +1), Z7(t)) = R(Ts).

Furthermore, we write A7 (s, t) 1= ff Zr(u) du.

Exercise 3.2.2 (i) Show that

o(t):=+/Var(A;1(0,1)) = \/Zf /S R(u) duds.
o Jo
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(ii) Verify that A7 (0, t) is a centered Gaussian process with variance function

t Ts
2 / / RW) 4 ds.
o Jo T

Solution. (i) This is shown as follows:

VarAM(O, l) = Var (/ Z]J(Lt)dlt) =/ f (COV(Zlyl(Lt), Zlyl(S))dM ds
0 0 Jo

=2/ /S (COV(ZLl(M),ZLl(S))dudS
0 JO

t s t s
=2/ / R(s—u)duds:Z/ f R(u)du ds;
o Jo o Jo

in the second equality the ‘continuous counterpart’ of

n n

Var (Z x,~> =Y > Cov(X;, X))
i=1

i=1 j=I

is used.
(i) Follows similarly.

We write

lim {Y,(t),t € T} =q {Y(t),t € T}

in order to denote that sequence of stochastic processes {Y,(t),t € T} weakly
converges in C(7) to {Y(t),t € T} as n — oo, see [286] for more background
on weak convergence, and precise definitions. Moreover, by lim, . Y, =4 ¥, we
mean that sequence of random variables Y,, converges in distribution to the random

variable Y as n — oo.

The next proposition follows directly from the results in [67], in particular
Corollary 4.1. It states that what we expected is indeed true: the traffic rate due to
the superposition of a large number of i.i.d. on-off sources converges to a Gaussian

process.

Proposition 3.2.3 If Assumption 3.2.1 is satisfied, then, for any T > 0,

{ Zra(s) — pn
Ji

lim
n—oo

, 8 > 0} =4 {Z7(s),s > 0}

Also,

. { A7,(0,1) — pnt
lim { ————

NG ,120} =4 {A7(0,1),t > 0}.

n—00
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3.2. Convergence of on-off traffic to a Gaussian process

The proofs of weak convergence results on the process level are usually rather
technical. In general, a three-step procedure is followed to show that X, () —
X (-): (i) the convergence of X, (1) to X(¢) for any ¢, (ii) the convergence of the
finite-dimensional distributions, (iii) the convergence X, (-) — X () using a tight-
ness argumentation. For the general theory, we refer to, for instance, [286]; in
[64, 67] it is demonstrated for specific situations how the three-step procedure
works.

Regularly varying on- or off-times. Now that we know that the superposition of n
i.i.d. on-off sources, appropriately scaled, tends to a Gaussian process, the next step
is to consider the special case that the on- and off-times have an extremely heavy
tail. More specifically: we assume that the complementary distribution functions
Fon(-) and Fo(-) have some sort of a polynomial tail, viz. a regularly varying tail.
Here a function ¢ (-) is said to be regularly varying at oo, of index «, if ¢ (x) can
be written as x“L(x), with L(-) slowly varying at oo (i.e., L(tx)/L(x) — 1 for
x — oo, for all r > 0).

It is clear that if a complementary distribution function is regularly varying of
index —c, then the kth moment is finite for all k¥ < «. In the sequel, we assume
that Fo,(-) and F(-) are regularly varying, both of an index that implies that the
variances Var Ty, and Var Ty are infinite. The main goal of the remainder of this
section is to explain that, under a rescaling of time, the limiting process turns out
to be fBm.

In our analysis, we impose the following assumption on the on- and off-times.
For definitions and backgound on slowly and regularly varying functions, see [34].

Assumption 3.2.4 The complementary distribution functions are regularly varying,
and the on- and off-times have infinite variance, cf. [130, 216]:

1. Fon(x) = x % Ly (x), with ooy € (1, 2);
2. zoff (x) = x %" Log (x), with oo € (1,2);
3. Fon(x) = 0(For(x)) as x — 00 or Fog(x) = 0(Fon(x)) as x — 00,

where Loy(+) and Lo (+) are slowly varying at oo.
In the sequel, we use the following identification:

3 — min(on, Uoff)
2

H =

Above we already considered the limit n — oo; now we let, in addition, also T
grow large. Below By (+) is standard fBm, i.e., centered with VarBy (1) = t>//. The
following result applies.

Proposition 3.2.5 If Assumptions 3.2.1 and 3.2.4 hold, then

{ T A7.,(0,1) — unt
o(T) NG

lim lim
T—o00 N—oo

> 0} =4 {Bu(t),t > 0}.
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This is essentially [274, Theorem 1], but see [286, Theorem 7.2.5] for the tight-
ness arguments to prove weak convergence. It would be beyond the scope of this
book to give the proof of Proposition 3.2.5. Instead, we give a more intuitive
explanation.

From Proposition 3.2.3 it is already clear that the limiting process is Gaussian.
We now give a heuristic argumentation why this Gaussian process is fBm. This is
done by showing that

T
Var <0‘(T7)\/71ATJ1(0’ t)) (34)

indeed converges (after taking the appropriate limits) to 2.

e First observe that

VarA7,(0,1) =V (Tu)d
arAr.,(0, 1) ar(f();g(u) u)

t tT
= nVar <f & (Tu) du) = iVar (/ &) dv) .
0 T2 0

It immediately follows that

lim lim Var

( T
T — 00 n—>00 g(T)ﬁ

72 VarA, (0, Tt
— Jim Tim (—— ) VarAs, (0, 1) = lim ~2ALIOTD
T—oon—o00 \ 02(T)n T—oo VarA; (0, T)

AT,n (07 t))
3.5)

e Now consider the kth moment of A, ;(0, T) for large 7. Take for the moment
(without loss of generality) oo, < oofr; the opposite case can be dealt with
similarly. Because the on-times are heavy-tailed, there is a substantial proba-
bility that the source was on at time 0, and has remained on during the entire
interval [0, T']. Notice that the tail of the distribution of a residual on-time,
denoted by T, is one degree heavier than that of a normal on-time; use
Karamata’s theorem, see [34, Proposition 1.5.11(i)]. In other words, where
Ton was regularly varying of degree —o,,, we have that T, is regularly
varying of degree —oon + 1.

We thus find, modulo the slowly varying function,

1

Mon @on — 1

—ton+1

P(T,, >x)= X

In fact, one can show that, for 7 large, the contribution of this event will
dominate all other contributions, in a way that is made precise in [188].
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3.2. Convergence of on-off traffic to a Gaussian process

e Recalling that u € (0, 1) is the probability that the source is on at an arbitrary
time instant, this entails for the kth moment that
EAY 0, T) ~ T" - - P(T, > x)
1 1

Mon ®on — 1

~ Tk . I’L T_aon"’l

_H
Mon @on — 1

It follows that, for 7 large, up to a slowly varying function, VarA; ;(0, T')
looks like EA%) 10, T), or, more precisely, VarA; (0, T) is regularly varying
of degree —a,, + 3. Substituting T~ t3 for VarA; 1(0, T) in the right-hand
side of Equation (3.5), we find 1 =%n*+3 = ¢2H | a5 desired.

Proposition 3.2.5 provides an appealing possible explanation for the appearance
of fBm in communication networks. Measurements have indicated that document
sizes, e.g., those transmitted over the Internet, have a heavy-tailed distribution.
Approximating a user’s traffic stream by an on-off process (a user is alternat-
ing between transmitting at a constant rate while retrieving documents, and being
silent), and superimposing the streams generated by the individual users, we are in
the setting of Proposition 3.2.5.

The limit result of Proposition 3.2.5 should be treated with care, and a caveat
is in place. In this respect we mention that when taking the limits 7 — oo and
n — oo in reverse order, the limiting process is not fBm, but rather «-stable Lévy
motion, which is an infinite variance process whose increments are stationary and
independent.

Bibliographical notes

There are several papers on the convergence of on-off sources to their Gaussian
counterpart. The convergence result we quote above, Proposition 3.2.3, is due to
[67]; its proof heavily relies on Szczotka [271]. A similar result for the M/G/oco
input model is described in [103]. For an overview of this type of results, we refer
to Chapter 7 of Whitt [286] and references therein; [286] and [139] are standard
references on stochastic-process limits.

Crovella and Bestavros [58] were among the first researchers to systematically
study the distribution of Web document sizes. It was concluded that these were
indeed heavy-tailed. The fact that a small part of the web documents is extremely
large while the vast majority consists of just a few packets is often referred to as
the mice-elephants effect, a term coined by Guo and Matta [125].

Taqqu, Willinger, and Sherman [274] is generally considered as the seminal
paper on the convergence of on-off sources with heavy-tailed on- and off-times
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to fBm. Also the convergence to «-stable Lévy motion, with the limits taken in
reverse order, is established in that paper; see also [288]. A recent article by
Mikosch, Resnick, Rootzén, and Stegeman [216] explores how these two limits
relate; in fact it is proven that under slow growth (connection rates are modest
relative to the connection length distribution tails) the limit is an «-stable Lévy
motion, whereas under fast growth (the opposite situation) there is an fBm limit.
In this respect, also the recent work (on the so-called ‘telecom process’) by Kaj
and Taqqu [144] should be mentioned.
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Chapter 4

Large deviations for Gaussian
processes

Large deviations is a theory that is concerned with rare event probabilities. It
considers a sequence of probabilities p, that decay to O when the scaling parameter
n goes to oo. Then, conditions are stated under which these p, decay exponentially,
and the corresponding decay rate, say y, is identified:

1
y = — lim —log p,.

n—oo n

For obvious reasons, this theory has appeared to be extremely useful in situations
in which the perceived performance is strongly affected by outliers and extreme
values.

This chapter describes large deviations results for Gaussian processes. As Gaus-
sian processes are infinitely dimensional objects and therefore relatively hard to
handle, we start with a number of more concrete results relating to the finite-
dimensional setting. Section 4.1 reviews the main large deviations results for uni-
variate and multivariate random variables. Particular attention is paid to the large
deviations for sample means: we present the classical results by Cramér, Chernoff,
and Bahadur-Rao.

Large deviations for Gaussian processes are dealt with in Section 4.2. The main
theorem is (the generalized version of) Schilder’s theorem. This powerful result is
stated, and illustrated by means of a number of examples.

4.1 Cramér’s theorem

Consider a sequence Xi,..., X, of ii.d. random variables, distributed like a
generic random variable X that has mean p := EX < oo. Laws of large numbers

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Large deviations for Gaussian processes

state that, under appropriate conditions, the sample mean n=' Y"'_| X; converges
to n almost surely as n — oco. The next question is, what is the probability that,
despite the fact that n — oo, there is still a serious deviation from the mean? In
other words: we are looking for ways to characterize

fn) :=IP’<%ZX,- > a>, 4.1
i=1

for a > p (of course, we could equivalently consider the probability of the sample
mean being below a for a < w). Perhaps the most well-known result in this respect
is Cramér’s theorem. However, to get some intuition, we first derive a strong but
elementary bound: the Chernoff bound.

Chernoff bound. Recall that for any nonnegative random variable X we have
that P(X > a) is bounded from above by EX/a:

[o¢] o0 oo
IEX:/ xd]P’(Xfx)zf deP’(Xfx)z/ adP(X <x) =aP(X > a);
0 a a

this is the Markov inequality. Define the moment generating function (mgf) by
M (0) := Eexp(0X); assume that this mgf is finite in a neighborhood of 0 (which
implies that all moments of X are finite!). Now apply the Markov inequality to the
random variable exp(9 >_;_, X;): for any nonnegative 6,

fn) = P(% in > a) =P <exp <GZX;> > e”9“>
i=l1 i=1
< e "R (exp (9 > X,»)) = e (M(0))".

i=1

But, because this holds for any 6 > 0, we may as well take the tightest among
these upper bounds:

fn) < ojnge_"‘)“(M(Q))” =exp (—n sup(fa — log M(@))) .
> 6>0

We thus have found, through an elementary argument, an explicit upper bound on
the probability of the sample mean attaining a large deviation. Evidently, the larger
the number of random variables, the smaller f(n) becomes (as we know f(n) — 0
as n grows large), but the above result also shows that the corresponding decay is
of an exponential nature, and that the decay rate is

I(a) := sup(fa — log M (0)).
0>0

38



4.1. Cramér’s theorem

The function (a) is usually referred to as the Fenchel—Legendre transform or
convex conjugate. It has a number of nice properties. The following exercise shows
that 7 (a) essentially measures some sort of ‘distance’ to the mean pu.

Exercise 4.1.1 (i) Show that 7(a) > 0 for a > . (ii) Show that I () = 0. (iii)
Prove that I(-) is convex.

Solution. (i) It can be proven that log M (6) is convex by applying Holder’s inequal-
ity. Clearly log M (0) goes through the origin, where it has slope . As a conse-
quence, a > u implies that for small positive 6 we have that 6a — log M (9) is
positive, yielding 7 (a) > 0.

(i) Now the convexity of log M (6) entails that log M (6) > 6 for all 6 > 0.
As both log M (0) and 6 go through the origin, it follows that 7 (x) = 0.

(iii) /(-) is the maximum of the straight lines (as a function of a!) fa —
log M(0), and is consequently convex. <&

For later reference we state the Chernoff bound as a proposition. We also add
the ‘classical’ version, that relates to individual random variables rather than sample
means, and which can be proven analogously [48].

Proposition 4.1.2 Chernoff bound. Let X € R be a random variable with mean
w and mgf M(6) := Ee®X finite in a neighborhood of 0. Then, for a > [,

P(X >a)<e @,

Let X; € R be i.i.d. random variables, distributed as a random variable X with
mean p and mgf M(0) = Ee’X finite in a neighborhood of 0. Then, for a > u,

1 n
P(=>" X <e M@,
(n >a> <e

i=1

The following exercise shows that, under the (demanding) criterion of a finite
mgf around 0, the weak and strong law of large numbers can be proven in an
elementary way.

Exercise 4.1.3 Let X; € R be i.i.d. random variables, distributed as a random vari-
able X with mean p and mgf M(6) := Ee’* which is finite in a neighborhood
of 0. (i) Prove that n~! > '_; X; = p in probability as n — oo. (ii) Prove that
n=' 3" | X; — p almost surely as n — 0.

Solution. (i) follows directly from the Chernoff bound, whereas (ii) is implied by
the Chernoff bound in conjunction with the Borel—Cantelli lemma. <&

Cramér’s theorem and Bahadur-Rao asymptotics. One of the interesting features
of the Chernoff bound is that this bound is, on a logarithmic scale, tight. This is
expressed by the Cramér’s theorem [57], but before stating this, we first need the
following definition, cf. [91, 72, 109].
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Large deviations for Gaussian processes

Definition 4.1.4 Large-deviations principle. A sequence Y, Y,, ... obeys the
large-deviations principle (Idp) with rate function J(-) if

(a) For any closed set F,

. 1 I o .
— — . < .
hmsupn logP<n E Y, e F) < 316111;.](61),

n—00 ;
i=1

(b) For any open set G,

o 1 ¢ .
liminf — logP (; ZYi € G) > —(}Ielg J(a).

n—oo n
i=1

Theorem 4.1.5 Cramér. Let X; € R be i.i.d. random variables, distributed as a
random variable X with mean w and mgf M(0) = Ee* that is finite in a neigh-
borhood of 0. Then X, X», ... obeys the ldp with rate function I (-).

Now specialize to our probabilities f(n), as introduced in Equation (4.1), of the
sample mean exceeding some a > . It is readily checked that Cramér’s theorem
(in conjunction with the convexity derived in Exercise 4.1.1) says that

ll)rglo % log f(n) = —1(a). 4.2)

Compared to the Chernoff bound this statement is perhaps somewhat imprecise, as
it gives information on the logarithm of the probability of our interest, rather than
the probability itself. It would be tempting to conclude from Equation (4.2) that for
large n it is accurate to approximate f(n) &~ ¢~(@ but this is not necessarily true.
Instead, from Equation (4.2) we can, in fact, only conclude that f(n) = ¢ (n)e™"!@
for some ‘subexponential’ function ¢ (-); here ¢ (-) is called subexponential (at co)
if log ¢ (n) = o(n), or, equivalently, n='logp(n) — 0 as n — oo.

In other words, if ¢ () is subexponential, it still can have a broad variety of
shapes. It can be a slowly varying function, such as logn, and then the error made
by approximating f(n) ~ ¢~"/@ is relatively small. On the other hand, ¢ (-) can
be any polynomial function n* (where o can be both positive and negative), or
even functions of the type exp(n'~¢), with € a small positive number. We conclude
that the approximation ¢ ~"/® may be very inaccurate.

Asymptotics of the type Equation (4.2) are often referred to as logarithmic
asymptotics. As they suffer from the ‘impreciseness problems’ described above,
one could also consider a more accurate type of asymptotics, namely the so-called
exact asymptotics. In the latter type of asymptotics, the goal is to find an explicit
function g(-) such that lim, ., f(n)/g(n) = 1.
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4.1. Cramér’s theorem

Exact asymptotics for f(n) were found by Bahadur and Rao [18]. Their result
shows that f(n) decays, in fact, faster than exponential: the Chernoff bound is off
by a factor proportional to n~!/2,

Proposition 4.1.6 Bahadur-Rao. Define 0* =0*(a) = argsup,.,(0a — log M(9)),
and

2

d
Y= —log M@ .
n 702 08 ( )9=9*

Then lim,_,~ f(n)/gn) =1, where

1 e—nl(u)

0* /2w nn*

Exercise 4.1.7 Consider the special case in which X1, X, ... are i.i.d. N (u, o)
random variables. Show that the Bahadur-Rao asymptotics follow directly from the
standard inequality for y > 0

gn) =

1
y+y!

2 o0 2 1 2

e V% < / e P Ar < —eV 2, (4.3)
y y

Solution. Let, as before, M (9) := Ee?*. First notice that M (8) = e’*N (6¢), where

N(-) is the mgf of a A'(0, 1) random variable. Furthermore

N@©) = eV dy = N / YL eoinge o “.4)

—00 2

/00 Ox 1

A
—00 A/ 27
so that M(8) = exp(Ou + 026%/2). With h(a) = (a — p)/o, it is readily verified
that I(a) = (h(a))?/2. Now, with a > L,

f(n) —/oo L rng
h(@)n V27 '

It can be checked that the inequalities in Equation (4.3) imply that f(n)/g(n) — 1
as n — 00, with

1 1 1
g(n) = — ex (——n(h(a))z).
NI R
It is then a matter of straightforward calculus to show that this agrees with the
Bahadur-Rao asymptotics, as 6* = h(a)/o, and n* = o> <&

Multivariate Cramér. There exists also a multivariate (i.e., d-dimensional, with
d € N) version of Cramér’s theorem. It deals with the probability that the sample
mean of d-dimensional vectors X1, X5, ... attains a remote value. Let (a, b) denote
the usual (d-dimensional) inner product Z?:l ajb;.
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Large deviations for Gaussian processes

Theorem 4.1.8 Multivariate Cramér. Let X; € R? be i.i.d. d-dimensional ran-
dom vectors, distributed as a random vector X with moment-generating function
M(#) := Ee'%% that is finite in a neighborhood of 0. Then X1, X, ... obeys the
ldp with rate function 1;(-), defined through

1y(a) := sup ((0,a) —log M (9)) . 4.5)
R4

In the context of this book, the special case that X has a multivariate normal
distribution is of particular importance; see the definition in Section 2.2. Suppose
X has mean vector ; and (d x d) nonsingular covariance matrix X. Analogously
to Equation (4.4), it can be shown that log M (8) = log[Ee®X) = (8, 1) + %GTEG.
Then it is not hard to derive that, with (¢ — )" = (a1 — w1, ..., ag — (a),

* _ y—1 _ _1 _ Ty -1 _
0" =%""(a—p) and Id(a)—z(a W) X" (a — ),

where 6* optimizes Equation (4.5); as in dimension 1, it can be proven that 1;(-)
is convex.

The result proved in the following exercise will be used several times later on.

Exercise 4.1.9 Consider a sequence of i.i.d. bivariate random variables (X, Y1),

(X,, Y»), ..., with mean vector (ix, ity)T, and two-dimensional covariance matrix
s _ oy oX.,Y)
o(X,Y) oy '

Fix a > ny and b > py. Determine

1 1 ¢ 1 ¢
lim —1 - i >a, — ;> .
ngl@.lon 0gIP’<nZX, _a,nZY, >b
i=1 i=1
Solution. Due to ‘multivariate Cramér’, we have to minimize the ‘quadratic form’

1 1 x—pux >
Lx,y)==(x— Ly — Tyt
2(x, y) 2( Wx,y — iy) ( V= iy
over all x > a and y > b. Three cases may occur.

e In the first place, it could be that the contour that touches the line x = a has
a y-value, say y*, larger than b; see the left graph in Figure 4.1. Then the
optimum is clearly attained in (a, y*). It is not hard to prove that

o(X,Y)
2

Ox

yi=puy + (a — pux);

42



4.2. Schilder’s theorem

9%

Figure 4.1: Contour lines of the (two-dimensional) rate function; the objective func-
tion is to be minimized over the shaded region.

this expression for y* has the appealing interpretation E(Y | X = a); see the
explicit formula (2.1) for conditional expectations. The resulting value for
the decay rate is

1(a—px)’

2

PR (4.6)

notice that in this expression neither the characteristics of the Y; nor b plays
a role. In fact, given that ) " | X; > na, then also ) _"_, ¥; > nb with over-
whelming probability, making the latter requirement redundant.

e Similarly, if x* := E(X | Y = b) > a, then the optimum is attained in (x*, b),
see the right graph in Figure 4.1. The decay rate is analogous to Equation
(4.6); replace a by b, and (uy, 0)2() by (uy, 63).

e If both x* < a and y* < b, then the optimum of I,(-) is attained at (a, b),
leading to the decay rate

1 _ a— Ux
_ _ ,b— T 1 :
2(51 Mx puy) X (b Y)

intuitively, one could say that in this case both constraints are tight. <&

4.2 Schilder’s theorem

This section describes the extension of Cramér’s theorem to an infinitely dimen-
sional framework. The key result in this context is Schilder’s theorem, or, to be
more precise, the generalized version of Schilder’s theorem (as formally ‘Schilder’
focuses only on the special case of Brownian motion, rather than general Gaussian
processes). Whereas ‘Cramér’ can be used to describe the likelihood of a sample
mean of normal random variables (or random vectors) attaining an uncommon
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Large deviations for Gaussian processes

value, ‘Schilder’ considers the large deviations of the sample mean of Gaussian
processes (i.e., infinitely dimensional objects).

More precisely, the setting is as follows. Let A;(-), A>(-), ... be a sequence of
i.i.d. Gaussian processes. Then consider the ‘sample mean path’ n~! Yo A,
For n large, it is clear that n! Z;’zl A;(t) — ut, if u is the mean rate of the
Gaussian processes. ‘Schilder’ describes the probability of deviations from this
‘mean path’: it characterizes the exponential decay rate of the sample mean path
n~13"_ | A;() being in a remote set.

Schilder’s theorem is a rather abstract result, and we therefore start this section
by giving a heuristic description. Then, as an example, we address the special case
of Brownian motion, in which the resulting expressions are relatively transparent.
After this, we are ready to provide the formal setup, and to state the result. We
conclude this section with a couple of examples, and a computation that shows
that ‘multivariate Cramér’ is nothing else than a special (finite-dimensional) case
of ‘Schilder’.

Heuristics — most likely path. Informally, one could rewrite ‘Cramér’ as

1

i=1

as we saw in the previous section. In words: the probability of the sample mean of
n i.i.d. random variables being approximately equal to a decays (roughly) exponen-
tially in n, and the corresponding decay rate is I (a). One may wonder whether we
could do something similar for the sample mean of Gaussian processes. It would
read

P (% EAi(t) ~ f(t), t € R) ~ e "D, 4.7

Here f : R — R is a given function (or ‘path’; it is a function of time); we are
wondering what the probability is of n=' " | A;(-) remaining ‘close to’ f(-). The
decay rate is I(f), where I(-) is a functional that assigns a nonnegative value to
any path. This I(-) should be such that I(f,) =0, where f,(t) = ut. Schilder’s
theorem says that, in a logarithmic sense, Equation (4.7) is indeed true.

Now return to the setting of ‘Cramér’. Considering the probability that the
sample mean of n i.i.d. random variable is in a set A (rather than close to some
specific value a), it yields the approximation

1 n
P (; ZI:X,- € A) A exp (—nig£l(a)) ;
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4.2. Schilder’s theorem

in words, the decay rate is dominated by the ‘most likely point in A’, i.e., the point
a* := arginf,c4 I (a). Evidently, if u :=EX € A, then inf,c4 I (a) = 0.

Likewise, ‘Schilder’ gives an expression for the probability of the sample mean
of n i.i.d. Gaussian processes (recall that this sample mean is now a path) being
in some set S:

1 o .
pulS] =P <; ;Ai(-) € S) A exp <—n }I;EH(f)) )

Here, the set S represents a collection of paths; later in this section, we give a
number of examples of such sets. Informally, Schilder’s theorem says that p,[S]
decays exponentially in 7, and the corresponding exponential decay rate of p,[S]
equals the minimum of I(f) over all f € S.

An intrinsic difficulty of ‘Schilder’ is that the functional I(-) cannot be given
explicitly. As we will see, only if f corresponds to a linear combination of covari-
ance functions, then a closed-form expression for I(f) can be given. We remark
that the case of Brownian arrival processes is an exception; in this case, due to
the independence of the increments, we are able to give for this special case an
explicit formula for I( f), which is done below.

From the above it is concluded that, in general, finding the minimum of I(f)
over all f € § is a hard variational problem: the optimization should be done over
all paths in S (which are infinitely dimensional objects), and the objective function
I(f) is only explicitly given if f is a mixture of covariance functions. However,
if we succeed in finding such a minimizing f*(-) in S, then this path has an
appealing interpretation. Conditional on the sample-mean path being in the set S,
with overwhelming probability this happens via a path that is ‘close to’ f*(-). We
call f* the most likely path in the set S. Stated differently, the decay rate of p,[S]
is fully dominated by the likelihood of the most likely element in S: as n — oo,
we have that n~'log p,[S] — —I(f*). Knowledge of the most likely path often
gives insight into the dynamics of the problem; several insightful examples are
given in Section 6.1.

Brownian motion. As argued above, one of the main problems with ‘Schilder’
is the implicitness of the rate function. In general, as seen above, only for paths
that are linear combinations of covariance functions, the ‘rate functional’ I(-) can
be evaluated explicitly. In the Brownian case, however, the fact that increments
are independent allows an explicit calculation of the rate function. We give here an
intuitive derivation of the rate function; for more details and a rigorous treatment,
see [72, Theorem 5.2.3].

Consider the superposition of n i.i.d. standard Brownian motions; each individ-
ual Brownian motion A (-), ..., A,(-) is a centered Gaussian process with variance
function v(#) = t. Our goal is to analyze the likelihood of the event that the sample
mean of the processes follows the function f(-) on the interval [0, T], where it is
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assumed that f(-) is differentiable on this interval. Discretizing, we require that
fork=0,...,T/At,

LS akan ~ fkan,
n

i=1
or equivalently, for k = 1, ..., T/At,

l Z?:l A;(kAt) — A; ((k — 1) Ar) N fkAt) — f((k — l)At)_
n At - At ’

notice that, because of the independent increments in Brownian motion, these 7'/ At
events are independent. Now consider the kth of these events. It is readily verified
that the random variable

_ Aj(kAr) — A;((k — 1) Ar)

Y :
At

has a normal distribution with mean 0 and variance Az/(At)> = 1/At. The decay
rate of the sample mean of n i.i.d. replicas of this random variable attaining value
a is, according to ‘Cramér’, equal to

(a —EY)? 1

2
= —a“At.
2VarY Za

Hence, for the decay rate of all the T /At events we get

”ZA:’; (f(kAt) — f(k— 1)At>>2 N
P 2 At

Now let Ar | 0, and use the differentiability of f(-). We thus find the limit
fOT %( f())* dt. Summarizing, for Brownian motions we have an explicit character-
ization for the ‘rate functional’ of a path f(-) (which is required to be continuous):

*1

I(f) = [ (') dr.
—00

Informally, this expression for [I(f) says that, in the Brownian case, the ‘cost’ of a

path f is exclusively determined by the derivative along the path. This is further

illustrated in the following exercise.

Exercise 4.2.1 (i) Consider the path f(-) that is equal to O for t < 0, equal to «t
for t € [0, T], and equal to «T for t > T. What is the ‘Brownian norm’ of this
path?

(i1) Consider the set S defined by, for a > 0 and v > 0,

S ={f:f)y=a+vt}, >0
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4.2. Schilder’s theorem

S:=|J8=1{f:3=0:f@t)>a+vi).

t>0

Assume that S is most likely reached through a straight line from the origin (which
is reasonable, as the increments are independent). Find the most likely path.

Solution. (i) f'(t) = « for ¢t € (0, T) and 0 otherwise. Hence
T 1
I[ = — zdt = - 2T.
f) /0 S« Sk

(i1) A straight line with slope « reaches a + vt after a/(x — v) time (notice
that this requires that « is larger than v). In order to find the most likely slope «
to reach S, we consider the following optimization problem

a

inf —«> .
k>v2 K —V

Notice that this formula nicely shows the trade-off involved. Taking a slope just
larger than v is ‘cheap’ per unit time, but the time it takes to reach a + vt is long;
if one chooses a large slope the ‘cost’ per unit time is large, but the time needed
is short. In fact the variational problem identifies the optimal slope, that turns out
to be k* = 2v. The line a 4 vt is reached after a/v time units. <&

Framework — reproducing kernel Hilbert space. After having described
Schilder’s theorem in a heuristic manner above (including the explicit formulae
for the case of Brownian inputs), we now proceed with a formal treatment of the
result. It requires the introduction of a number of concepts: (i) a path space 2, (ii) a
reproducing kernel Hilbert space R, (iii) an inner product (-, -)g, and (iv) finally a
norm || - ||g. This norm turns out to be intimately related to the ‘rate functional’
I(-). Having defined these notions, we are able to state Schilder’s theorem, which
we do in Theorem 4.2.3.

The framework of Schilder’s theorem is formulated as follows. Consider a
sequence of i.i.d. processes Aj(-), A2(-), ..., distributed as a Gaussian process
with variance function v(-). We assume for the moment that the processes are
centered, but it is clear that the results for centered processes can be translated
immediately into results for noncentered processes; we return to this issue in more
detail in Remark 5.2.1. Recall that, taking without loss of generality ¢ > s,

I'(s,t) := Cov(A(s), A(t)) = %(v(r) +v(s) —v(t —9)).

Define the path space 2 as

13 13
Q:= 1w :R — R, continuous, w(0) =0, lim w(®) = lim w(®) =0y,
t—00 ]—|—|t| t——00 ]—|—|[|
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which is a separable Banach space by imposing the norm

lollg = sup 12
s ST

In [5] it is pointed out that A;(-) can be realized on 2 under the following assump-
tion, which is supposed to be in force throughout the remainder of this monograph.
We already found that v(-) cannot increase faster than quadratically, see Exercise
2.3.2; Assumption 4.2.2 requires that v(-) increases slower than quadratically.

Assumption 4.2.2 There is an « < 2 such that

fim 29 _

t—o0 %

0.

Next we introduce and define the reproducing kernel Hilbert space R C 2 — see
[6] for a more detailed account — with the property that its elements are roughly
as smooth as the covariance function I'(s, -). We start from a ‘smaller’ space R*,
defined by linear combinations of covariance functions:

i=1

R* = {w R—->R, w(-) = Zail"(s,-, ), a;i,si €R,ne N}.

The inner product on this space R* is, for w,, w, € R*, defined as

(@4, 0p) R = <Za,-r(s,-,-),2bjr<s,»,-)> =Y > abT(sis));  (48)
i=1 j=1 R

i=1 j=1

notice that this implies (I'(s, ), ['(+, 1)) g = I'(s, ¢). This inner product has the fol-
lowing useful property, which we refer to as the reproducing kernel property,

o)=Y al (s, 1) = <Zair<si,->,r<t, ~)> = (0(), T(t, )g. 4.9)
R

i=1 i=1

From this we introduce the norm ||w||g := +/{@, w)g. The closure of R* under this
norm is defined as the space R.

Schilder’s ldp. Having introduced the norm || - ||z, we can now define the rate
function that will apply in Schilder’s 1dp:

|a)||%e if w € R;

00 otherwise. (4.10)

3|
(w) := { 2

Remark that for f that can be written as a linear combination of covariance func-
tions (i.e., f € R*), Equations (4.8) and (4.10) yield an explicit expression for
ICH).

Now we have the following ldp.
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4.2. Schilder’s theorem

Theorem 4.2.3 (Generalized) Schilder. Let A;(-) € Q be i.i.d. centered Gaussian
processes, with variance function v(-). Then A(-), A2(-), ... obeys the ldp with rate
function 1(-).

Recall that this theorem, informally, states that

1 n
palS1:=P <; ;Ai(') € S)

n
~ —ninfl = ——inf 2 .
exp( n inf (f)) exp( 2}28||f||1e>

In other words, if we can write the probability of our interest as p,[S] for some set
of paths &, then ‘Schilder’ provides us (at least in principle) with the corresponding
decay rate.

The following exercise can be regarded as an example how Theorem 4.2.3
can be applied. We define a set S, determine infscsI(f), and interpret f* :=

arginfresI(f).

Exercise 4.2.4 Let A;(-) € Q2 be i.i.d. centered Gaussian processes, with variance
function v(-). Define S; and S as in Exercise 4.2.1.
(i) Show that

1 2
lim —log p,[S;] = —y(t), where y(t):= M
n—»oo n 2v(t)

(ii) Determine the most likely path in S;.
(iii) Determine lim,,_, oo 1~ log p,[S]. Assume that v(f) — oo as t — oo.

Solution. (i) Realize that

1 n
pA&]=P<;§:m0)za+w>.

i=1
Then the statement follows directly from applying ‘Cramér’.
(i1) Consider the path f(-) given by
I(r, 1)
v (1)
recall the formula for conditional means Equation (2.1). Then, it follows that this

path is the most likely path in S;, as we indeed have that its rate function has the
value that we found in (i):

f(r) =EAF) | At) = a + vt) = (a + vi);

1 ) (a + vt)? _
EIIfIIR = WF(M) =y ().
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We conclude that the most likely path has the appealing interpretation of a con-
ditional mean: given that n~! Z?:l A;(-) reaches a + vt at time ¢, its most likely
value at time r can be expressed through a conditional mean f(r).

(iii) Using that S = U;>S;, application of ‘Schilder’ yields that

1
lim —1 L [S]= —inf 1 = —inf( inf I .
Jim - log pulS] = — inf I(f) :20(;-2& <f))

We know from (i) that the infimum over S; equals y (f), and hence the decay rate
of p,[S] equals inf,>¢ y (¢).

If v =0, then v(r) — 0o as t — oo implies that y () — 0 as t — o0; hence,
in this case, the decay rate is 0. <&

‘Multivariate Cramér’ as a special case of ‘Schilder’. One of the conceptual
difficulties of working with ‘Schilder’ is its abstractness. To get more insight in what
the theorem does, and to get a feel of what the reproducing kernel property, norm,
etc. mean, we consider the following finite-dimensional setting. The computations
below show that ‘Schilder’ is essentially nothing else than the infinite-dimensional
version of ‘multivariate Cramér’.

More specifically, if the set S is such that it imposes conditions on just a
finite set of time points (rather than a continuum), the decay rate can be found
by applying ‘multivariate Cramér’. Then we ‘guess’ the accompanying path, and
show by using ‘Schilder’ that this path gives the desired decay rate; we conclude
that the path is therefore the most likely path.

Let the event under consideration consist of all realizations of n~! Z:’Zl A (0)
that go through a finite number of points:

S={feQ: fe)~¢i.k=1,...,K}.

for predefined 7y, ...,tx and ¢y, ..., ¢x. Using ‘multivariate Cramér’ it is seen
directly that

1 1
lim — log p,[S] = —=¢ =19,
n n 2

— 00

where ¥ is the (symmetric) K x K-matrix in which the (j, k)th entry is the covari-
ance I'(tj, ), and ¢ = (¢4, ..., ¢K)T.

We can also try to compute this decay rate, but now relying on the sample-
path 1dp of ‘Schilder’. Let us first see whether we can find a linear combination
of covariance functions, say f, such that f(#) = ¢r. We immediately see that, in
general, we need (at least) K of such functions:

K
o)=Y al ().
k=1

As we require that f(#) = ¢, we have that the a; should be chosen such that
a =Y '¢. As this path is a linear combination of covariance functions, we can
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4.2. Schilder’s theorem

compute the corresponding decay rate explicitly. We obtain

1 1 K K
1) = 511f1% = 5 ;;amkrm, 0
—latsa= E(E*@Tmz”m
2 2
_l Ty -1
= 2¢ > e,

We conclude that f(-), as defined above is indeed the most likely path in S, as it
gives the right decay rate.

Interestingly, a nice interpretation can be given for the shape of the paths f(-).
Extending the result on conditional distributions of Section 2.2, i.e., Equation (2.1),
to multiple conditions, it can be verified that

K
ZF(r ) (7)o
1 k=1

EAW) | Aty) = e k=1,...,

M= ||M><

al'(r, t).

=~
Il

1

In other words, we find that f(r) =E(A(F) | A(tx) = ¢, k= 1,..., K). This
could perhaps be expected: one makes sure that the process goes through the points
(t, ¢r) by choosing the coefficients a; appropriately, and on the other points in
time one gives the path its most likely value, namely its (conditional) expectation.

Bibliographical notes

There are dozens of good introductory texts on the fundamentals of large deviations
that address the most prominent results, such as the Chernoff bound and Cramér’s
theorem. For references, see Chapter 1.

The sample-path ldp for Gaussian processes, i.e., (generalized) Schilder’s
theorem, was established in Azencott [16] and Bahadur and Zabell [19], see also
Deuschel and Stroock [75]. In our approach we have adopted the notation and
setup of Addie, Mannersalo and Norros [5, 206].
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Part B: Large deviations
for Gaussian queues

In the second part of this book, large-deviations results (in particular Cramér’s
theorem and Schilder’s theorem) are used to analyze overflow behavior of queues
with Gaussian inputs. To this end we first give, in Chapter 5, a short introduction
on queues fed by arrival processes with stationary increments, and then specialize
to the case of queues with Gaussian input traffic. We present a few key results on
the tail asymptotics under the so-called large-buffer scaling.

Our emphasis in this book is on another asymptotic regime: the many-sources
scaling. Chapter 6 analyzes the single queue under this scaling; special emphasis
is laid on insights into the impact of the correlation structure on the overflow
probability.

The larger part of Part B, however, is devoted to queuing systems that are
intrinsically more complex than the single queue, viz. tandem networks, priority
queues, and queues operating under generalized processor sharing. For these sys-
tems, relying mainly on Schilder’s theorem, we explicitly identify (bounds on)
the many-sources asymptotics. For the special case of Gaussian inputs with a weak
dependence structure (short-range dependent inputs), and Gaussian inputs with even
independent increments (Brownian motion), closed-form expressions are derived.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Chapter 5

Gaussian queues:
an introduction

In part A of this monograph, we have introduced Gaussian sources. In a commu-
nication networking context, these sources typically feed into gueues. Part B is
devoted to the analysis of the Gaussian queues, with emphasis on large deviations
results. This chapter first recalls, in Section 5.1, a number of properties of the basic
single-server queuing model. Then we specialize in Section 5.2 to queues fed by
Gaussian sources. It turns out that just in a few special cases the buffer-content
distribution can be explicitly solved, see Section 5.1. We then sketch in Section 5.4
a framework that facilitates approximations for the overflow probability. Section
5.5 presents several types of asymptotics, which we make precise in the regime of
large buffers in Section 5.6.

5.1 Lindley’s recursion, the steady-state
buffer content

In the previous chapter, we have introduced theorems that describe the likelihood
that the arrival process attains some exceptional value (a ‘large deviation’). One of
the purposes of this book, however, is to analyze the probability that a high value is
attained by the buffer content of the queue the arrival process feeds into. To enable
statements of the latter kind, we clearly need a way to express the steady-state
buffer content (i.e., a random variable) in terms of the arrival process A(-).

The goal of this section is to show that the steady-state buffer content can be
written as some explicit functional of the arrival process A(-). In this section, we

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Gaussian queues: an introduction

only assume that the arrival process has stationary increments; the assumption of
Gaussianity is imposed from Section 5.2 onward.

To make the exposition more transparent, we first focus on the case of slotted
time, i.e., a system in which traffic only enters at integer epochs. Where we wrote
A(0, t) to denote, in continuous time, the amount of traffic offered to the system
in [0, ¢), we now write A{l, n} for the amount of traffic arrived in slots 1 up to
n in our discrete-time setting. Furthermore, A{l,n} = X; 4+ --- + X,,, with X; the
amount of traffic entering the queue in slot i. In the queuing systems of our interest,
there is usually a constant service speed; therefore we suppose that the traffic is
fed into a queue that is served at a deterministic service rate C.

Let w be the arrival rate at the queue. Due to the stationary increments we have
that, if a stationary version of the arrival process is used,

w=EX, = lim 241

n— 00 n
It is intuitively clear that a sufficient condition for stability of the queuing system
is that the mean input rate p is smaller than the service rate: © < C.

Now consider the buffer content of the queue at time 0, say Qp. Assume that
the processes have already been active for a while, so that at time O the queue is in
steady state. It is clear that in this slotted system Q) is closely related to the buffer
content one slot earlier, Q_. In fact, Q¢ equals Q_;, increased by the amount of
traffic arrived, and decreased by the amount that was served. As queues obviously
cannot become negative, this yields

Qo =max{Q 1+ X_; —c¢,0}.

This relation is called Lindley’s recursion; it says that the dynamics of the buffer
content of a queue are essentially described by an additive recursion that is reflected
at 0. Of course we can further iterate; after 2 steps we find

Qo = max{max{Q »+ X >, —c,0}+X_; —c, 0}
=max{Q0_, + A{-2, -1} — 2¢, A{—-1, -1} — ¢, 0},
and after i steps
Qo =max{Q_; + A{—i, -1} —ic, A{—i+1,—-1} — (i — 1)c,
- A{=1, =1} — ¢, 0}

Now notice that if there is an i such that Q_; = 0 (which is true if the queue is sta-
ble, i.e., u < C), then we find that the steady-state buffer content is distributionally
equivalent to the supremum of a ‘free process’ with negative drift:

Qo =4 sup A{—n, —1} —nc.

neNy
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5.1. Lindley’s recursion, the steady-state buffer content

This is in fact quite a remarkable property: apparently, we have that in distribution
there is equality of

1. The steady-state distribution of the queuing process. The queuing process is
a reflected additive recursion (which consequently lives on [0, 00)).

2. The supremum of a free (i.e., nonreflected) process with negative drift. This
free process lives on R; realize though that the supremum is nonnegative.

It turns out that this framework can be directly extended to continuous time.
Then we obtain the following relation between the steady-state queue length Q¢ and
the arrival process A(-), which plays a central role in our book. This fundamental
distributional identity is often attributed to Reich [249].

Theorem 5.1.1 Reich. In a queuing system, fed by an arrival process with station-
ary increments, that is stable, the following distributional identity holds:

Qo=asup A(—1,0) — cr,

>0
where Qy is the steady-state buffer content. If the arrival process is time-reversible,
we have in addition

Qo=qsup A(t) — ct.
120
Our goal was to relate the steady-state buffer content to the arrival process.
Reich’s theorem gives this relation, in that it provides us explicitly with the func-
tional that maps the arrival process A(-) on Qy. Through an exercise, we illustrate
the equivalence of the supremum of the free process with the steady-state buffer
content.

Exercise 5.1.2 Consider the classical random walk Y on Z:
PYiyi=m+1|Yi=m)=1-PYiy1=m—1|Y;, =m)=:p,

m € Z. We also introduce Z, the reflected version of Y, which lives on Nj. It has
the same transition probabilities as Y, except that P(Z;,; =01 Z; =0)=1— p.
Show that in this specific situation Reich’s identity holds, assuming that p < 1/2.

Solution. First realize that the reflected process is a queue in slotted time with
service rate ¢ = 1, and, with X; again the amount of traffic arriving in slot i, the
X; being i.i.d. with value 2 with probability p and value 0 with probability 1 — p.
This queue is stable, as EX; = 2p < 1 = c. In other words, we have to show that

Qo =4 M := sup A{0, n} —n,

nENo

where it is used that the arrival process is time-reversible.
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Gaussian queues: an introduction

First consider the distribution 7w of Qg, being the steady-state distribution of
the queue described above. Basic Markov chain analysis yields that

Ty = pp—1 l{m > 0} + (1 — p)mwyta,

for m € Ny. The solution of these equations is 7w, = k(p/(1 — p))"*, where « is a
normalizing constant. Because the probabilities should add up to 1, we have that

111_2
7, =L P (5.1)
I-p/) 1-p

Now consider the distribution of M. Define g, := P(M > n). It is seen directly
that o, = r", with r := p;. Now r = g; can be computed as follows. Starting in
0, one can reach level 1 in one step, which happens with probability p. On the
other hand, with probability 1 — p, the process moves to —1, and then two steps
upwards are needed. Thus,

r=p+(1—p)r2.

From this equation one can solve r, and it turns out that » = p/(1 — p) (use that
p <1/2andr € (0, 1)). Now using that P(M = n) = 0, — 0,+1, We conclude that
M has distribution (5.1) as well.

In other words, the steady-state distribution of the reflected process coincides
with the distribution of the maximum of the free process. We have thus checked
Reich’s theorem for this model. <

5.2 Gaussian queues
When the process A(-) is a (superposition of) Gaussian source(s), then

Qo :=sup A(—t,0) —ct

>0
is called a Gaussian queue. To ensure stability, the assumption needs to be imposed
that the mean rate of the Gaussian input process, say u, is smaller than the service
rate C. Notice that Gaussian sources are time-reversible by nature, and conse-
quently we may as well replace A(—¢, 0) by A(0, r) = A(t), see Reich’s theorem
(Theorem 5.1.1).

As noticed in Chapter 2, Gaussian sources have the conceptual problem that
the possibility of negative traffic is not ruled out—in contrast with ‘classical’ input
processes. It is clear however, that, irrespective of whether A(-) can correspond to
negative traffic or not, we can still evaluate the functional sup,.,(A(—t, 0) — ct).
Hence, it does make sense to define the steady-state queue length for Gaussian
queues in this way.

Gaussian queues as limit of queues with on-off input. In Section 3.2 we
mentioned that the superposition of on-off sources satisfies a central limit theorem,
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5.2. Gaussian queues

as it converges after some scaling to a Gaussian process. Moreover, it turned out
that in case of heavy-tailed on- or off-times the limiting process is fBm (where, in
addition, a certain time-rescaling is applied). Importantly, these convergence results
carry over to the corresponding queues. This is not a trivial result: it is true that O
is distributed as sup,., A(f) — ct, but the supremum operator is not continuous in
C ([0, 00)). As a result, the continuous mapping theorem cannot be applied. In other
words, although the superposition of on-off sources converges to some Gaussian
process, it is not at all obvious that the queue fed by the on-off sources converges
to the corresponding Gaussian queue; there is really something to prove.

Whereas many papers deal with the convergence of arrival processes to some
limiting process, considerably less attention is paid to the relevant question whether
this convergence carries over to the buffer content distribution. A few important
contributions, however, have been made. In this respect we mention [161]: under
a specific parameterization the queue fed by n exponential on-off sources (the
so-called Anick—Mitra—Sondhi model) converges to a queue with Gaussian input
(with an iOU-type variance structure), as n grows large. This result was generalized
in [67] to general on-off sources. In [64] the case of heavy-tailed on- or off-times
is considered: after the rescaling of time introduced in Section 3.2, it is proven that
in a certain heavy-traffic regime the corresponding queue indeed converges to a
Gaussian queue with fBm input, as could be expected from Proposition 3.2.5.

This type of convergence results for queues provides a further justification
for the use of Gaussian queues, despite the somewhat unsatisfactory feature of
negative traffic.

Remark 5.2.1 Let A(-) be a Gaussian process with mean rate p and variance
function v(-). Consider the ‘centered version” A(-) of A(-), i.e., the Gaussian process
with mean rate 0 and variance function v(-). With the stability u < ¢ in force, it
is trivial that

P <sup A(t) —ct > B> =P (supZ(t) —(c— it > B) .

>0 >0

As a consequence, when we have reduced the service rate ¢ by the mean rate
w of the input process, we can restrict ourselves, without loss of generality, to
considering just the centered sources.

We emphasize that Gaussian queues are notoriously hard to analyze. In fact,
only the cases of the Brownian motion and Brownian bridge have been solved
explicitly, in the sense that a clean expression for the steady-state buffer content
distribution has been given. We describe these results in Section 5.3. For general
variance functions, we have to resort to approximations, asymptotic results, and
simulations.

Fortunately, a powerful, and intuitively well understood, heuristic exists, that is
based on first principles. It turns out that for the special cases of Brownian motion
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Gaussian queues: an introduction

and Brownian bridge the resulting approximation is exact (see Section 5.4). Then
we argue in Section 5.5 that there are several asymptotic regimes that are relevant
in the context of Gaussian queues, most notably the large-buffer asymptotics and
the many-sources asymptotics. Asymptotics of the former kind are further treated
in Section 5.6, whereas those of the second kind are addressed in detail in the
next chapters.

5.3 Special cases: Brownian motion
and Brownian bridge

As mentioned above, for two types of Gaussian queues an explicit solution for the
buffer content distribution has been found: the Brownian motion and the Brownian
Bridge.

Brownian motion. As argued in Section 2.5, (scaled) Brownian motion can be
regarded as the Gaussian counterpart of the Poisson process, and as a result the
queue with Brownian input may serve as an approximation to the M/D/1 queue.

More precisely, consider an arrival process in which at a Poisson rate A unit-sized
jobs are generated. Suppose these feed into a queue that is drained at a constant rate
1 (where A < 1). Then the arrival stream could be approximated by VA B(1) + At,
with B(-) standard Brownian motion. As a consequence, we could use

P <sup VAB(t) — (1 — M)t > B)

t>0

as an approximation for the probability of the steady-state buffer content in the
M/D/1 queue exceeding B.

Let us therefore focus on the distribution of Q = sup,., B(t) — ct. It is not hard
to see that Q has an exponential structure, due to the inc_iependent increments and
continuous paths of Brownian motion: as a consequence, we have that o (B, C) :=
P(Q > B) = exp(—4§B). It remains to determine the positive constant §. To this end,
we first observe that the process exp(2cB(t) — 2¢?t) is a martingale. Introduce the
stopping time

T :=inf{r > 0: B(t) = B + ct}.
Then, by virtue of the optional stopping theorem, we conclude that
1= Eech(T)—2c2T

o(B, C).

As B(T) =B+ cT almost surely, we have found that o (B, c) = exp(—2BC). Put
differently, the steady-state buffer content distribution Q of reflected Brownian
motion has an exponential distribution with mean 1/2c.
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5.3. Special cases: Brownian motion and Brownian bridge

Brownian Bridge. Consider the N-D/D/1 queue (with N i.i.d. periodic input
streams, transmitting a packet every time unit, feeding into a queue that is emptied
at rate Nc, with ¢ > 1). This queuing system received substantial attention in the
context of constant bit rate applications in ATM in the early 1990s [137, 254, 228].
Its exact solution, however, turned out to have been around (in an entirely different
branch of the literature) for several decades [74, 247, 272].

As this exact solution is rather implicit, there has been interest in finding accu-
rate approximations. We have seen in Section 2.5 that a periodic stream has the
same variance function as the Brownian Bridge. This gives rise to the idea of
approximating the N-D/D/1 queue by

iy (supB(t) —c—Dt> 2 B1) = 0) .
>0 N

To compute this probability, it is sufficient to know B (B, c, 0), with

B(B,C,a) =P <sup B(t)—ct >B| B(l) = a> .

>0

We remark that it is straightforward to check (use the formulas for conditional
means and variances of bivariate Normal random variables) that B(B,cC,a) =
B(®B,Cc—a,0).

It holds that B(B, ¢, 0) equals exp(—2B(B + ¢)). We do not give a constructive
derivation of this explicit formula, but rather show that this solution must be right
through an indirect argument; we choose to follow this approach, as a similar
construction will be used again in Chapter 12.

We have derived for reflected Brownian motion that «(B, ) = exp(—2BC). Sup-
pose that we want to verify this formula for a(B, c) by using that (B, c, 0) =
exp(—2B(B + C)), or, equivalently, that B(B, C, a) = exp(—2B(B+ Cc — a)). This
can be done in the following manner. It is clear that

1 —a@B,c) =PVt >0:B(t) <B+cCt).

Now let us try to find an alternative expression for the right-hand side of the previ-
ous display by conditioning on the value of B(1). B(1) has a A/(0, 1) distribution,
and to make sure that B(t) < B+ ct for all + > 0, we should have that B(1) lies
somewhere in the range (—oo, B + C). This leads to the following identity:

B+C
—00 kY 2

where (i) the term 1 — B (B, C, a) accounts for the requirement that B(f) < B 4 ct
for all # € (0, 1), conditional on B(1) = a, and (ii) the term 1 — @(B + c — a, C) for

1 —a(B,C) = e 2(1 — BB, c,a)(] —a(B+C—a,c)da,
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the requirement that B(¢) < B 4 ct for all ¢+ > 1, conditional on B(1) = a (which
is equivalent to requiring that B(f) < B+ C —a + ct for all r > 0).

The integral of the previous display can be expanded into four terms, and
we can insert o (B, ¢) = exp(—2BcC) and B(B, C, a) = exp(—2B(B + C — a)). After
tedious calculations, the four terms reduce to

OB+C)— D(—B+C)e 2 — dB—C)e 2+ &(—B — 0),

with ®(-), as before, the standard normal distribution function. Using that ® (x) +
®(—x) = 1, we indeed find, adding the terms up, 1 — exp(—2BC), as desired. We
conclude that apparently the formula we used for B(B, C, a) was correct, in that it
is consistent with the result for reflected Brownian motion derived earlier.

5.4 A powerful approximation

Unfortunately, the only queues that allow an explicit solution are those studied in
the previous section, i.e., those associated with Brownian motion and Brownian
Bridge. This has led researchers to try to find approximations for the situation of
a general correlation structure. In this section, we present an elegant and powerful
approximation, that turns out to be exact for Brownian motion and Brownian bridge;
the next sections show that the approximation appears to work well in various
asymptotic regimes. For ease, we assume that the Gaussian source is centered (see
Remark 5.2.1).

The approximation approach is based on two principles: (1) the principle of
the largest term, and (2) the Chernoff bound. Let us first rewrite our overflow
probability as

P(Q > B) :P(supA(t)—Ct zB> =P@Etr>0:A()>B+cCr)

t>0

=P <U{A(r) > B+ Ct}) .

t>0

In other words, the probability of our interest is the probability of a union of events
(where it is noted that the number of events is uncountably infinite). Clearly, the
probability of a union of events is larger than the probability of each individual
event, and hence also larger than the largest of these. This reasoning yields the
lower bound

P (U{A(r) >B+ Ct}) > supP (A(r) > B+ cCt). (5.2)
=0 120
The next question is, of course, how big a gap there is between the probability

of our interest and the lower bound in Equation (5.2). To this end, recall that in
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Chapter 4 we have seen that the probability of a rare event is usually strongly
dominated by the likelihood of the most probable realization. This explains why it
can be expected that the lower bound in Equation (5.2) is reasonably tight, so that
we may write

P (U{A(r) >B+ Ct}) ~supP(A(t) >B+ct) =P (A(t*) > B+ ct*) , (5.3)

>0 120
where ¢* is the maximizer in the right-hand side of Equation (5.2). This procedure
is usually referred to as the principle of the largest term.

To further evaluate Equation (5.3), we now focus, for fixed ¢, on the probability
P(A(t) > B 4 ct). We can use the Chernoff bound, i.e., Proposition 4.1.2, to bound
this probability from above:

P(A(1) = B+ct) <exp (— sup (6/(B + cf) — log Ee"A(’))>
0>0

_ _(B+Ct)2
_eXp< 20(1) )

Again this is just a bound (but now an upper bound, rather than a lower bound. . .).
However, also in this case it can be argued that one could expect it to be rather
tight; in the context of sample means of i.i.d. random variables, for instance, the
Bahadur-Rao estimate indicates that the Chernoff bound is reasonably accurate, in
the sense that the exponent that appeared in the bound was ‘correct’.

The resulting approximation is the following:

Approximation 5.4.1 For a centered Gaussian source with variance function v(-),

~ (B+c)*\ . _(B+cr)?
P(Q > B) & S[IZIB)CXP (_T(t)) = exp (— }IZIST(I)) . 5.4)

In line with the interpretation of f* := arginf;csI(f) as the most likely path
in set S, we can regard the optimizing ¢ in Equation (5.4) as the most likely epoch
for A(z) to exceed B + ct. Conditional on A(¢) being larger than B + ¢t for some
t, this most likely happens at r = t*. In queuing language, given that we see the
buffer content exceeding level B at time O, then the busy period preceding this
exceedance started at time —t*. We return to this most likely timescale of overflow
several times later in this book.

Interestingly, for the cases that could be analyzed explicitly (see Section 5.1)
Approximation 5.4.1 turns out to be exact.

Exercise 5.4.2 Show that Approximation 5.4.1 is exact for the Brownian motion
and the Brownian bridge.
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Solution. For Brownian motion we have to choose v(t) = ¢. It turns out that t* =
B/C, and the approximation yields exp(—2Bc), as desired.
For Brownian bridge we insert u = 0 and v(¢) = (1 — t). Now

= b
T c+28
which yields the approximation exp(—2B(B + C)), as desired. <&

Exercise 5.4.3 Determine Approximation 5.4.1 for fBm.

Solution. Take v(7) = >, with H € (0, 1). Direct calculations show that

., B H

T cl—-H

It yields the approximation

1 B 2—-2H C\2H
rammsn( 420 )

Interestingly, as a function of B, P(Q > B) decays in a ‘Weibullian’ way, i.e.,
roughly as exp(—B>~2). If H > 1/2 this is slower than exponential (which could
be expected on the basis of the long-range dependence behavior of the input pro-
cess); for H < 1/2 the decay is faster than exponential (the negative correlations
help to prevent long queues). <

Exercise 5.4.4 Determine Approximation 5.4.1 for iOU, and B large.

Solution. We sketch a derivation; we come back to this later, in Sections 6.1 and
6.2. Large values of B correspond to large value of the optimizing 7. In that region,
v(t) ~t — 1. So we have to find

. (B4cr)?

inf ———.

=0 t—1

It turns out that t* = B/c 4+ 2. This leads to P(Q > B) =~ exp(—2c(B + C)). In
other words, this probability decays (roughly) exponentially in B, approximately

as exp(—2BC). We observe that this resembles the approximation for the case of
Brownian input. This is in line with the srd nature of iOU. <&

5.5 Asymptotics

As said above, only in a few special cases, the distribution of sup,., A(¢) — ¢t can
be analyzed explicitly. We proposed an approximation, which was exact for those
special cases, but its accuracy remained unclear in general. One way to assess the
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performance of the approximation could be to study asymptotic regimes in which
it is, according to some metric, exact.

In queuing literature, many asymptotic scalings are used. In the context of this
book, two regimes are of particular interest, viz. the large-buffer regime and the
many-sources regime.

e In the large-buffer regime, the objective is to find asymptotic expansions of
the probability P(Q > B) for B — oo. Then again there are two types of
results. In the first place there are what could be called ‘logarithmic asymp-
totics’: find an explicit function f(-) such that

logIP(Q > B)
f(®)

Secondly there are ‘exact asymptotics’: find an explicit function g(-) such
that

P(Q = B)

_—_—
g(B)

It is clear that exact asymptotics are ‘stronger’, in that the exact asymptotics

immediately yield the logarithmic asymptotics (but not vice versa). Exact
asymptotics are often considerably harder to prove, though.

— 1, as B — oo.

1, asB— oo.

In formulae, logarithmic asymptotics provide us with an explicit function
f () such that P(Q > B) = ¢(B) exp(f(B)), for an (unknown) function ¢ (-)
such that

log ¢ (B)
f(®)

as B — 00; exact asymptotics on the contrary characterize this ¢ (B) for B
large.

-0

(Notice that we have seen the distinction between logarithmic and exact
asymptotics earlier in this monograph: ‘Cramér’ provides the logarithmic
asymptotics of the large deviations of the sample mean, whereas ‘Bahadur-
Rao’ gives the corresponding exact asymptotics.)

Section 5.6 reviews the most important large-buffer results.

e The focus in this book, however, is on the many-sources setting. In the many-
sources setting it is, not surprisingly, assumed that the number of sources n
grows large. At the same time, however, the other resources are scaled:
the buffer threshold B is replaced by nb, whereas the service capacity C is
replaced by nc. Despite the fact that the load imposed on the system remains
constant, it is clear that the probability of exceeding nb decays to 0.

More concretely, our goal is to analyze buffer content under the many-sources
scaling, defined as Q,, exceeds nb; we have added the subscript n here, as
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Gaussian queues: an introduction

the buffer content is obviously a function of n (there are n i.i.d. sources
feeding into a buffer emptied at rate nc). Then we focus on the analysis of

pu(b,¢) :=P(Q, > nb) =P <supZA,-(—t, 0) — nct > nb) )

120

Again, the results can be divided into logarithmic asymptotics and exact
asymptotics.

5.6 Large-buffer asymptotics

In this section, we comment on the accuracy of Approximation 5.4.1 in the regime
of large buffers.

Logarithmic asymptotics. In [60] the following result was proven. It shows that
Approximation 5.4.1 is what could be called ‘logarithmically correct’.

Proposition 5.6.1 For any c > 0,

. (B
Jim togr@ 2w / (g “TE ) =1

The upper bound of the proof in [60] heavily relies on one of the cornerstones
in the analysis of extreme values of Gaussian processes: Borell’s inequality; we
will use this strong result later, in Section 7.4. The lower bound is essentially the
‘principle of the largest term’, as explained in Section 5.4.

In the special case of fBm input, we obtain

’ 1 B 22H L op
Ban;olongw/ (a(l_H) () )=—1- 63

Exact asymptotics. It turned out that exact asymptotics were substantially
harder to obtain than logarithmic asymptotics. By the end of the 1990s, the exact
asymptotics corresponding to the case of fBm input were found. In the resulting
asymptotic expansions, a somewhat mysterious constant played a crucial role: the
so-called Pickands constant. It is defined through the following limit:

.1 «
Hy = lim T -Eexp( sup (ﬁBaﬂ(t) —! )) ’

T—o0 te[0,T]

66



5.6. Large-buffer asymptotics

where o € (0, 2], and By is fBm with Hurst parameter H. Only for special values
of « this expression can be explicitly evaluated (viz. H; = 1 and H, = 1//7).
It remained long unclear whether this function was continuous or not. Recently
this continuity was established by [61]. Remarkably enough, it has turned out to
be extremely hard, if not unfeasible, to obtain numerical values for H, through
simulation.

The exact asymptotics were found in [138], but see also [220]. They indicate
that the proposed approximation is, up to a hyperbolic ‘prefunction’, asymptotically
exact. In [68, Theorem 4.3] the result is stated as follows. Define:

H—1 (2—H)/H
o= i () ()
20-m20 [i \c(1 — H) 1-H
0 (c(l —H))H 1
B(H) = I —a

Then, it turns out that the asymptotics of P(Q > B) factorize into a Weibullian
term (which was dominant in the logarithmic asymptotics, see Proposition 5.6.1)
and a polynomial term.

Proposition 5.6.2 For the queue with fBm input, ¢ > 0,

2—2H
e =D /BzH_3+1/H o <_% <1 BH> <%)2H> - vf(,?()m '
B— 00 _ =

Interestingly,

1 -2H

2H—3+%=(1—H)'< )<OiffH>1/2.
In other words, the hyperbolic prefunction is increasing for H > 1/2, and decreas-
ing for H < 1/2.

After the establishment of Proposition 5.6.2, several extensions followed. Short-
range dependent processes were studied in [61]; this was done by considering
so-called Gaussian integrated processes. The most complete framework was how-
ever presented in a recent contribution [78], where the case of regularly varying
(at 0o) variance function is studied in detail. These studied rely on a substan-
tial amount of rather technical machinery. Most notably, the so-called double sum
method was intensively applied. The results enabled the derivation of interesting
reduced-load relations [79], cf. also [300]; ‘reduced-load equivalence’ means that
in the queuing asymptotics (some of) the light-tailed sources can be replaced by
their mean [7].
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Gaussian queues: an introduction

The following exercise shows an interesting connection between large-buffer
asymptotics and many-sources asymptotics, for the case of fBm input.

Exercise 5.6.3 Let O := sup,.( A(#) — ¢t and

Q, :=sup Z A;(t) — nct,

t>0

where A(-) and the A; () are centered fBm s with variance function /. Prove that

. 1 1
Blirglo o loglP(Q > B) = 11m log]P’(Q,, > n).

(Notice that we know the right-hand side from Equation (5.5). In other words, this
knowledge of the logarithmic large-buffer asymptotics also immediately yields the
logarithmic many-sources asymptotics.)

Solution. This is done as follows. We first replace B>~2 by n, and then rescale

time by a factor n!/?=2H);

1
Blim pomeTy logP (3t >0: A(t) —ct = B)

= lim — logIP’(EIt >0:A(t) —ct > n'/@72D)

n—oo n

= lim llog]P> (Elt >0: A(tnl/a’ZH)) —ctn'/@21) > nlm*m)).

n—>oo 1

Now use the selfsimilarity of fBm: A(at) is distributed as af’ A(t). Hence the
previous display can be rewritten as:

lim llog]P> (Elt > 0:nf/C20 A1) — ctn'/ 20 > nl/(z_zm) .

n—oo n

By multiplying both sides of the inequality by n~!/?=2#) we obtain
1

lim —logP (3t > 0: n#=V/C2HA@) —ct > 1).

n—oo n

As nH=D/C=21) — 1/ /n, we arrive at

1
lim —logP (3¢ > 0: /nA(t) — nct > n).

n—>o0o 1
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5.6. Large-buffer asymptotics

Now recall /nA(z) is distributed as Y ;_, A;(¢) (it is easily verified that both are
normally distributed, with variance nt>#"), so that we obtain

n—oo n

1 n
lim — log P (31‘ >0: ) A1) —nct > n) ,

i=1

as desired. <>
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of [51] is that, under a set of mild conditions imposed on the variance function
v(+) (which allow the input to be Ird),

_.(B+cr)?
log P(Q > B) + (}‘;STm

) € O(logB),

as B — oo. Notice that this type of asymptotics are stronger than those of Propo-
sition 5.6.1, but weaker than the exact asymptotics. For instance for the case of
fBm, the result reads

1 2-2H 2H
logP(Q 2 B) + 5 <1 _BH> (%) € O(logB),

while from Proposition (5.6.2) we know that this O (logB) term roughly behaves

as (2H — 3 + 1/H)logB (and in fact the exact asymptotics even give, besides this
hyperbolic term, the multiplicative constant o(H)/~/2m B(H)).
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Chapter 6

Logarithmic many-sources
asymptotics

In the previous chapter, we presented the fundamental approximation for the buffer-
content distribution

2
P(Q > B) ~ exp (— inf M) 6.1)

=0 2uv(t)

(Approximation 5.4.1) as well as a number of results on large-buffer asymptotics.
The main conclusion was that the Approximation (6.1) was backed up by the large-
buffer asymptotics. In this chapter (and the next chapter), we study the powerful
many-sources regime, and we will see that even in this regime important additional
support for Approximation (6.1) can be found.

This chapter is structured as follows. In Section 6.1 we first use Schilder’s
theorem to find the logarithmic asymptotics. These give clean, explicit formulas that
provide much additional insight into the loss statistics. In the first place, knowledge
of the logarithmic asymptotics yields an interesting duality relation between the
decay rate (as a function of the buffer level b), and the variance function (on the
most likely timescale of exceeding b); this duality is explored in Section 6.2. In
the second place, we show in Section 6.3 that, for a fixed decay rate §, the buffer
size b and link capacity c trade off in a convex manner.

6.1 Many-sources asymptotics: the loss curve

The goal of this chapter is to analyze the logarithmic asymptotics of the probability
that the buffer content under the many-sources scaling, defined as Q,,, exceeds nb:

Pu(b, ) :=P(Q, = nb)

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Logarithmic many-sources asymptotics

—IP’(supZA( t,0) —nct >nb)

t>0

_IP’<supIZA( tO)—ct>b>

=0 N

To use ‘Schilder’, we have to define a set of ‘overflow paths’:
SO :={feQ:3t>0:—f(—t)>b+ct).

Here we use the superscript (f) as a mnemonic for FIFO, since we consider single
work-conserving queues here, of which the FIFO queue is the most prominent
example; we turn to larger networks and other scheduling disciplines in later
chapters.

Clearly, the observation that A(—¢, 0) = —A(—t) shows that indeed p, (b, ¢) =
pn[ST]. This entails that we can apply Schilder’s theorem to obtain

1
lim — log pn(b,c) = — inf I(f).
n—00 feshH
The logarithmic asymptotics of p,(b, c) now immediately follow from Exercise
4.2.4. We obtain the following result. With Remark 5.2.1 in mind, we restrict
ourselves without loss of generality to centered sources.

Theorem 6.1.1 Logarithmic asymptotics. For any b, c > 0,

1 b+ ct)?
I9(b) = — lim ~log pa(b, &) = inf L (6.2)
n—oo n =0 2v(t)

We call the decay rate [ C(f) (b), seen as a function of the buffer size b, and with
¢ held fixed, the loss curve. In this chapter, the impact of b on the optimizing ¢
in Equation (6.2) plays a crucial role; we therefore use the notation #(b). The path
f* e SM that optimizes I(f) is (see again Exercise 4.2.4)

7o) :==EAr) | A(=1(b),0) = b+ ct(b))

T, () .
= SR b+ ) 6.3)

we call this the most likely path to overflow. Here —t(b) can be interpreted as the
most likely time at which the buffer starts to build up in order to exceed level nb
at time 0; we therefore call ¢ (b) the most likely timescale of overflow.
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6.1. Many-sources asymptotics: the loss curve

The following exercises investigate the shape of the loss curve, and interpret
the shapes of the most likely path (6.3). As Gaussian processes are reversible in
time, it is equivalent to optimize over

SV:={feQ:3r>0: f(t)>b+ct}.

As it is conceptually and notationally easier to look forward in time, the rest of
this section focuses on the most likely path in S (f), i.e.,

F*(r) = E(A(r) | A, £(b)) = b + ct (b)) = M(k + ¢t (b))
v(t(b))

that reaches level b 4 ct (b) at time ¢ (b), starting empty at time 0.

Exercise 6.1.2 (i) Determine the most likely path to overflow for the case of
Brownian motion input. (ii) Determine the most likely path to overflow for the
(periodically repeated) Brownian bridge; i.e., the variance curve should be taken
v(t) =t,(1 —t,), where t,, ;= mod 1.

Solution. (i) Take v(¢) =¢. Then 7(b) = b/c. In the interval (0, z(b)) traffic is
generated at rate (b + ct(b))/t(b) = 2c, so that the queue fills at rate c. After 7(b)
the queue drains at rate —c, such the queue is empty again at time 2b/c. It follows
directly from Equation (6.2) that the loss curve is linear: IV (b) = 2bc.

(i1) In this case #(b) = b/(c + 2b) (which is smaller than 1/2). In the interval
(0, t (b)) traffic is generated at rate 2(b + c), so that the queue fills at rate 2b + c.
After 1(b) the queue drains at rate —2b, such that the queue is empty again at
time 2¢(b) (which is smaller than 1). Then the queue starts to build up again at
time 1, etc. The loss curve can be computed easily, and turns out to be convex:
1D (b) =2b(b + ¢).

For a graphical illustration of both (i) and (ii), see Figure 6.1. <&

In the case of fBm input, the shape of the most likely path and the loss curve
critically depend on the value of H.

Exercise 6.1.3 Consider a Gaussian queue with fBm input. Show that the loss
curve is concave for H > %, and convex for H < %

Solution. Take v(t) = t*#, for some H € (0, 1). If we perform the optimization in
the right-hand side of Equation (6.2), we obtain, for b > 0,

b_b H I(f)b_l b N\, c\eH 64
t()_z—l—H’ c()_§<—1_H> <E> . (6.4)

We see that the loss curve Ic(f)(~) is convex (concave) when the Hurst parameter is
smaller (larger) than %
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o, o)
b
2c
blc , blc 2blc r
(F*Y () o)
2b +¢) b
Ir
b , /,

t(lb) 2t(‘b) '1 r

Figure 6.1: Exercise 6.1.2; the left (right) panel displays the input rate (buffer
content, respectively) of the most likely path to overflow, as a function of time.
The upper graphs correspond to Brownian motion, the lower graphs to Brownian
Bridge.

Now we consider the properties of the most likely path, see the graphs in
Figure 6.2. A direct calculation yields that, for r € [0, #(D)],

. b+ ct(b)

2H 2H _N2H
(@ 47— ) =) o

frr) =

| =

The case H = % was already dealt with in Exercise 6.1.2.

e Now consider the case with positive correlation, i.e., H € (%, 1). It is readily
verified that (f*)'(0) = (f*)'(¢(b)) = ¢, whereas

(f*)/ (%) =C_2272H > c.

e In case H € (0, %), interestingly, (f*)'(0+) = (f*)'(t(b)—) = oo, whereas,
due to the negative correlations, (f*)'(0—) = (f*)'(t(b)+) = —oc. Hence,
the most likely path of the input rate is discontinuous. Again we have that
the input rate in the middle of the interval [0, 7 (b)] is ¢ - 2272 o ¢, <&
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6.1. Many-sources asymptotics: the loss curve

() 0(r)
b
C
) , t(b) r
() 0(r)
b
o

) , (b r

(f*'r) o(r)

) , t(b) r

Figure 6.2: Exercises 6.1.3 and 6.1.5; the left (right) panel displays the input rate
(buffer content, respectively) of the most likely path to overflow, as a function of
time. The upper graphs correspond to fBm with H > 1/2, the middle graphs to
fBm with H < 1/2, lower graphs to iOU.

Behavior of loss curve in 0. In the above examples, we found that the loss curve

starts in O, i.e., IL@ (0) = 0. This is not true in general. To study this issue, consider
variance curves of the type

v(t) = pt* — qt> + O(¢*), fort | 0. (6.5)
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It is clear that p > 0 (as variances are nonnegative). Also, because Cauchy-
Schwartz implies that v(2¢) < 4v(z) (see Exercise 2.3.2), we find that ¢ > 0. By
parameterizing t = a~/b, we obtain

b+ ct)?
19(b) = inf b+ ct)
120 2pt? — 2g13 + O (%)
(\/E—l—ca)z

= inf
@20 2pa? — 2ga3/b + O(b)

2 2
=C_+inf<i+cq“)~/l3+0(b).
P

The latter infimum is attained by « = +/2p/cq, so that t (b) = /2p/q - ~/b/c. This
yields, for b | 0,

) 32
106 = £+ (;) b+ 0b). (6.6)

Hence, in particular, Lfﬂ (0) = ¢%/2p. We can therefore approximate the probability
of a nonempty buffer by

2
P(Q, > 0) = exp (—n . —) .
2p

Notice that a Gaussian process A(-) with a variance function that satisfies Equation
(6.5) is smooth in the sense of Definition 2.4.4:

C(t,¢) Coetv@) v
im = lim = —=
€lo v(e) €l0 2u(e) p

> 0.

Generally speaking, for smooth processes there is a notion of traffic rate, in the
sense that P(Q, > 0) can be interpreted as the probability that the aggregate input
rate of the n sources exceeds nc at an arbitrary point in time. For nonsmooth
processes (such as fBm) this probability has decay rate 0, but for smooth processes
there is a strictly positive decay rate ¢?/2p.

This result can be related to Corollary 4 in [5]. There a Gaussian process
A(t) = fot Z(s) ds is considered, with Z(-) a stationary Gaussian process; R(t) :=
E(Z(0)Z(1)). It can be checked that p = R(0); here it is used that v”(z) = 2R(¢),
due to

v(t):2f [sR(u)duds,
0o Jo

cf. Exercise 3.2.2. We conclude that for this class of integrated Gaussian processes,
we have that 10(0) = ¢/2p > 0, with p = R(0).
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Exercise 6.1.4 (i) Consider the Gaussian counterpart of the M/G/oco input model,
as in Exercise 2.5.2. Prove that the variance function is of the form (6.5).

(i) Consider an on-off source, with on-times having mean u,, and off-times
having mean .. Prove that the variance function is of the form (6.5).

Solution. (i) From Exercise 2.5.2 we know that
o0
V(1) = 2A/ (1 = Fp(s))ds.
t

This yields immediately that p = %U”(O) =X and g = —%v”’(O) = —%)L.
(i) Denote the distribution of the on-times (off-times) by Fon(-) (Fost(+), respec-
tively). Furthermore,

MW= [hon + Moff;  Pon := Mon/M;  Poff := 1 — Pon.

The probability that an arbitrary source is on at time O is denoted by py; it is
standard that the residual on-time has density (1 — Fy,(+))/ton- Now focus on the
kth moment of A(), for r small. Up to terms of order t*+2_in self-evident notation,

-
/Lon

Eon(Am)":f A= Fonl) gy 4 tk.<1_
0 Hon

. tk+1 1 tk—H . k tk+1
Mon k+1 ton k+1  fton
Similarly,
1 l‘k+1
Eo(A()f = —— - ,
oft(A(2)) K1 fen
leading to
1 k-1
E(A()* = pon - t5F — — - —— - 5+,
(A("))" = Pon P

Now a direct calculation yields that, for ¢} 0, VarA(t) = pon(1 — pon)t> —
Buw)~'3 4+ 0(t*). Hence p := pon(l — pon) and g = 1/(311). We observe that,
for ¢ small, VarA(¢) depends on the distribution of the on-times and off-times only
through po, and u, or, equivalently, only through (o, and weg. As a consequence,
Equation (6.6) entails that, for small b, the loss curve IL@ (b) depends on the on-
times and off-times only through po, and pog. This insensitivity result is in line
with the findings of [190]. <&

Exercise 6.1.5 Show that, in case of iOU, I'P(b) is (i) proportional to a square
root for b | 0 (and hence highly concave), and (ii) linear for b — oo.
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Solution. First a few general remarks. The most likely timescale of overflow ¢ ()
solves

2t —1+e )y =bB+c)(1—e™"); (6.7)

this equation cannot be solved explicitly. It follows that

~ 1 b+ ct(b)
e (1 —t))2 _ - .
(fw) = (1 e cosh <r 2t(b))) [b) — 1+ exp(—1(b)
1 2¢
— _ ,t)/2 I -
= (1 e cosh (r 2t(b)>> T exp(—1 ()’ (6.8)

where the last equation is due to Equation (6.7). As a consequence, (f*)'(0) =
(f)'(t (b)) = ¢, whereas

L, (1) 1 —et®/2
v (T) = e

(where it is readily verified that the latter expression is larger than c¢). As observed in
[5]1, the hyperbolic cosine was also obtained in [283] for the (non-Gaussian) model
with exponential on-off sources; this could be expected, as iOU is the Gaussian
counterpart of this model.

(i) First we concentrate on small b. Parameterize t = a+/b. It is a matter of
applying Equation (6.6), with p = % and g = %, to obtain that the infimum over o
is attained at </6/c, yielding 1 (b) ~ /6b/c. So the loss curve is highly concave in
b (it behaves as the square root ¢ + %«/@ + O (b)).

Notice that the same ‘square-root behavior’ is found for exponential on-off
sources, and also for the (non-Gaussian) M/G/oco model with exponential jobs, see
[202, 283]. Again this makes sense, as iOU is the Gaussian counterpart of both
models.

(i1) For large b, the optimum over ¢ in Equation (6.2) is attained for large f,
such that v(¢) is approximated by # — 1. Doing the calculations, we obtain

Ic(ﬁ(b) —2cb+c¢)—0 asb— o0,

with 7(b) ~ b/c +2; cf. also Equation (6.7). Apparently, for large b, Ic(f) (b)
becomes nearly linear. This is perhaps also what could be expected: for large
t, v(t) &t — 1, which resembles the variance function of Brownian motion; the
shape of the loss curve of iOU for large b indicates that even the exponential decay
(as a function of the buffer size) is inherited from the Brownian motion case.

For b large, it can be checked that traffic is generated roughly at a constant
rate 2c, see Equation (6.8). In other words, during the path to overflow, the input
rate goes from c to 2¢ quickly, stays there for a long while, and moves back to ¢
immediately before #(b). This is a crucial difference with the case of fBm input:
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for fBm it holds that for any « € (0, 1) the ratio between (f*)'(«t (b)) and c is
constant in b.

Shape of the loss curve; correlation structure. Exercises 6.1.2, 6.1.3, and 6.1.5
show an interesting phenomenon. They indicate that a convex (concave) variance
curve yields a concave (convex) loss curve. This can be explained as follows. In
Chapter 2, we defined

C(t,¢€) :=Cov(A(0,¢€), A(t,t +¢€)) = %(v(t +¢€)—2v(t) +v(t —¢€)),

and saw that, for € | 0, this looks like €%v”(¢) /2. In other words, convexity (con-
cavity) of v(-) expresses positive (negative) correlation.

If there is no correlation in the traffic (Brownian motion), we saw that / C(f) (b)
is linear in b (and the overflow probability is purely exponential in b). Positive
correlations (corresponding to a convex variance function) seem to make Ic(f) (b)
concave, and hence the overflow probability decays subexponentially in b. This
could of course be expected: the positive correlations make it harder for the queue to
cope with the arrival process, so there should be slower decay than under Brownian
motion. It is also clear that in the opposite case (negative correlations, expressed
by a concave variance function) the correlation structure is in some sense ‘benign’,
so it is not surprising that then I (b) is convex, and as a result the overflow
probability decays superexponentially.

This type of duality between the variance function v(-) and the loss curve / C(f)(-)
can be made precise. This is the subject of the next section.

6.2 Duality between loss curve and variance
function

The goal of this section is to study the relationship between the correlation structure
of the sources and the shape of the curve Ic(f)(-). Based on the observations from
the previous section, we expect that there is some connection between positive
(negative) correlations and concavity (convexity) of the loss curve. This connection
is explored in detail in this section.

First we describe, on an intuitive level, what convexity and concavity of the loss
curve mean. Evidently, (7 (-) is increasing. It is important to notice that, clearly,
the steeper 1 (-) at some buffer size b, the higher the marginal benefits of an
additional unit of buffering (where ‘benefits’ are in terms of reducing the overflow
probability). If 1D (-) is convex, then adding buffering capacity is getting more and
more beneficial; if / C(f)(-) is concave, then the benefit of buffering becomes smaller
and smaller. This motivates the examination of the characteristics of the shape of
the loss curve 10(.).
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A key notion in our analysis is the most likely timescale of overflow (b), i.e.,
the most likely duration of a busy period preceding overflow over buffer level nb,
as introduced in the previous section. The main contribution of this section is that
we show that the curve C(f)(~) is convex (concave) in b, if and only if the Gaussian
input exhibits negative (positive) correlations on the timescale # (). All proofs are
elementary, and add insight into the marginal benefits of buffering, i.e., the nature
of IC@ (-) (in terms of its derivative and second derivative with respect to the buffer
size b).

As we are dealing with convexity and concavity of v(-), we have to assume
that this is formally justified. We also impose a (mild) technical assumption on v(-)
that guarantees uniqueness of t*(b) for all b. Define the standard deviation function

by (1) := Vv(1).

Assumption 6.2.1 The following two assumptions are imposed on the variance
function: (1) v(-) € C,([0, 00)), (ii) c(-) is strictly increasing and strictly concave.

Later in this section, we illustrate our results by means of four analytic examples
and two numerical examples. The traffic models of the two numerical examples
do not obey (some of) the requirements included in Assumption 6.2.1; the corre-
sponding numerical results show the impact of this.

Lemma 6.2.2 Assumption 6.2.1 entails that, for any b, minimization Equation (6.2)
has a unique minimizer t(b). In fact, t (D) is the unique solution to

F(b.t) = 2cv(t) — (b+ct'(t) =0, or b=c (2 :((tt)) _ t) . (6.9)

Proof. First rewrite the minimization Equation (6.2) as

2(t b+ ct
infm (), with m(t) := te .
>0 2 s(t)

Define ¢ (t) := ¢(t)/¢'(t) — t. Since

cs(t) — (b+ct)g' (1)
c2(1)

and because of element (ii) of Assumption 6.2.1, it suffices to prove that (i) for
eachb >0and c >0

b
@) =~ (6.10)

c

m'(t) =

has a root 7(b), and (ii) ¢(-) is strictly increasing.
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6.2. Duality between loss curve and variance function

Due to v(7)/t* — 0 for some « < 2, it follows that lim,_, ., m(t) = oo for
each b, ¢ > 0. Moreover, since ¢(0) = 0, it follows that lim,_,o m(t) = oo for each
b, c > 0. As a consequence, Equation (6.10) has at least one solution. Moreover

_ @ -cwe"® 0@

¢'(1) =———7 >0,

(¢'(1))? (¢'(1))?
since ¢”(t) < 0 due to the strict concavity of ¢(-), cf. element (ii) of Assump-
tion 6.2.1. Thus ¢(-) is strictly increasing. This completes the proof. O

Our main result on the relation between the shape of the decay rate function
1 C(D(-), and the correlation structure of the Gaussian sources, is stated in Theorem
6.2.5. We first prove two lemmas.

The first lemma says that the most likely epoch of overflow 7 (b) is an increasing
function of the buffer size b.

Lemma 6.2.3 1(-) € C ([0, 00)), and is strictly increasing.

Proof. Recall the fact that 7(b) is the unique solution to Equation (6.9). In con-
junction with v(-) € C,([0, 00)) and v'(-) > 0 (Assumption 6.2.1), we conclude
that 7(-) is continuous. From Equation (6.9), we see that

B dF/ob v'(t(b))
AF /3t cv'(t(b)) — (b + ct(b)v"(t (b))
1 < v(r(b))v"(r(b)))“
=—|1-2— = ,
c v/ (1 (b))?
such that the continuity of #(-), together with v(-) € C,([0, 00)), implies that #'(-)

is continuous, too.
Assumption 6.2.1 states that, for all + > 0,

t'(b) = 6.11)

d? V()" (1)
@\/U(l‘)<0 — Zw<l,

thus proving the lemma. |

As we have seen in Chapters 4 and 5, / C(f) (b) can be written as the variational
problem

1) = inf sup (0(b + ct) — log Ee™") . (6.12)

The optimizing 6 reads

b+ ct

0,(b) := o

(6.13)
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The second lemma states a relation between the derivative of the loss curve and
the tilting parameter of the Fenchel-Legendre transform in Equation (6.12). Here
we use the shorthand notation 0(b) = 6, (D).

Lemma 6.2.4 For all b > 0, it holds that (1) (b) = 0(b).

Proof. Recalling that #(b) is the optimizing ¢, differentiating Equation (6.2) with
respect to b yields

b+ct(b) b+ct(b)

0y (=Y Trer\y ’ .

(1.7)(b) _( 2 D) ) t (b)<2v2(t(b)) )((b + ct (b))v'(t (b)) — 2c¢ v(l(b))) .
Now note that this equals 6(b), due to Equations (6.9) and (6.13). O

The main result of this section can be proven now. It describes the duality
relation between the shape of 1 Lfﬂ(~) and the correlation structure (which is uniquely
determined by v(-)). More specifically, it is shown that the curve [ C(f)(-) is convex
at some buffer size b if and only if there are negative correlations on the timescale
t(b) on which the overflow most likely takes place.

Theorem 6.2.5 Forall b > 0,
IDY'(b) =0 < v"(t(b)) <0.
Proof. Due to Lemma 6.2.4, (Igﬂ)” (b) = 0’ (b). Trivial calculus yields

v(t(b))(1 +ct'(b)) —2ct'(D)v(t(b)) 1 —ct'(b)

v2(1 (b)) v(t(b))
where the last equality is due to Equation (6.9). As v(¢) is nonnegative for any
t > 0, conclude that (19)”(b) > 0 is equivalent to c#'(b) < 1. So we are left to

prove that ct'(b) < 1 is equivalent to v”(¢(b)) < 0.
To show this equivalence, note that relation Equation (6.11) yields

) 1 b\ v (t(b)\ "
t)y=—-{1—-\(t)+ - .
@ c( ((”c) U/(,(b)))
Now recall that (b) > 0, t'(b) > 0 (due to Lemma 6.2.3) and v'(¢(b)) > 0. Con-
clude that c#'(b) < 1 is equivalent to v”(¢(b)) < 0. O

0'(b) =

Obviously, for all b and ¢, it holds that IC(D (b) < (b + ct)*/(2u(t)). Noticing
that both v(-) and I§0(~) are nonnegative, this results in the following interesting
corollary.

Corollary 6.2.6 For all t > 0, it holds that

o (b+en)?
o) < inf ﬁ (6.14)
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6.2. Duality between loss curve and variance function

In Chapter 15, we show that in many situations Equation (6.14) is actually an
equality, thus constituting a duality result between I(@(~) and v(-).

Analytic examples. We now present several different Gaussian input models
that illustrate Theorem 6.2.5. The first highlights a model in which the type of
correlation is determined by the choice of a model parameter. Example 2 relates to
negatively correlated input traffic, whereas Examples 3 and 4 focus on positively
correlated traffic. All examples add some specific extra insights.

1. iOU. First verify that v(t) =t — 1 4 e~ satisfies Assumption 6.2.1. It is easy
to see that v(-) is convex, so we will have ‘decreasing marginal buffering
benefits’, i.e., Ic(f) (+) is concave due to Theorem 6.2.5. This example shows
the relation between the ‘level of positive correlation’ and the shape of 79 (-).
The strong convexity for small ¢ indicates strong positive correlation on short
timescale, whereas this positive correlation becomes weaker and weaker as
the timescale increases (reflected by the asymptotically linear shape of v(:)
for ¢ large).

First we concentrate on small . We have seen in Exercise 6.1.5 that / C(f) (b) =
¢® + 2/6bc? + O(b), where 1 (b) ~ /6b/c. So 1{(-) is highly concave for
b small (i.e., behaving as a square root), expressing the strong positive cor-
relations on a short timescale.

For large b, we found that 1 (b) — 2¢(b + ¢) — 0, with t(b) ~ b/c + 2.
Apparently, for large b, I§D(~) becomes nearly linear, as expected by the
weak correlation on long timescales.

2. fBm. For H < % this function is (uniformly) concave, indicating negative
correlations, whereas H > % entails that v(-) is convex corresponding to
positive correlations — for H = %, the increments are independent. Assump-
tion 6.2.1 is fulfilled; notice that /v(r) = ¢, which is concave. The results
of Exercise 6.1.3 show that If)(~) is indeed convex (concave) when the
Hurst parameter is smaller (larger) than % as expected on the basis of

Theorem 6.2.5.

3. Brownian bridge. With v(¢) = t(1 —t), Assumption 6.2.1 is not satisfied,
but it is not hard to verify that we can restrict ourselves to ¢ € [0, %), rather
than t > 0, on which ¢(-) = 4/v(") is concave. Direct arguments show that
Theorem 6.2.5 applies.

As we have derived in Exercise 6.1.2, t(b) = b(c — 1 + 2b)~!, resulting in
the loss curve Lfﬂ (b) =2b(b + ¢). As expected from Theorem 6.2.5, the con-
cavity of v(-) indeed translates into [ C(D(~) being convex. In other words, due
to the negative correlations, the marginal benefits of buffering are relatively
high.

4. M/G/cc input model with Pareto jobs. Consider the Gaussian source model
in which the variance function is given by Equation (2.5), which obeys the
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Logarithmic many-sources asymptotics

requirements stated in Assumption 6.2.1. As in the case of iOU, we obtain
a highly concave shape at b |, O:

o —

100 = Tl(c -+ %\/613(0: —D3c—w?i+0W0).

The interesting part, however, is b — oo. If & > 2, then v(¢) is essentially
linear in ¢ (as in the iOU example above), yielding

b 2
t(h)y x —— —

. and
c—pn 33—«

19(b) — 2 — (e — 2)(c — ) (b - g_ “) -0

-«
If ¢ € (1, 2), then v(¢) is roughly of the order 3% It can be verified easily
that #(b) looks like PED(c — p)~!, implying that I9(b) = O(b*~'). We
conclude that for these «, the curve remains highly concave, also for large b.

Numerical examples. We now present two numerical examples that show inter-
esting nontrivial behavior. The former focuses on sources with positive correlations
on a short timescale, and negative correlations on a longer timescale, whereas the
latter model displays the opposite behavior. In both examples, Assumption 6.2.1 is
only ‘partly met’ — the impact of this is reflected by the numerical results.

— Deterministic on-off sources. Consider a source that alternates between being
silent and transmitting (at a constant rate of, say, 1). Let the on- and off-
periods be deterministic, with lengths o and 7, respectively. Hence the source
is purely periodic, with periods of length o 4 7; the position of the start of the
transmission phase, within the period of the source, has a uniform distribution
on [0, 0 + t]. We assume that o < 7; a similar reasoning applies to the case
T<o.

This type of sources has been used to describe the ‘worst-case traffic’ [95,
163, 168, 178] that can go through a traffic policer (or access regulator); the
traffic contract parameters (usually the so-called sustainable traffic rate, the
peak traffic rate, and the maximum burst size) can be mapped on the source’s
on-time o, off-time 7, and peak rate (which is, in the setting of the present
example, normalized to 1).

The variance v(¢) of such a source is given by

3 ot? ot?
— + — fort € [0,0);
3oc+1) o+t (0+4+71)
o3 ot ot?
for t € [0, T);

_3(a+t)+o+r_(0+r)2
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6.2. Duality between loss curve and variance function

o3 n ot n t—1)3 o%t?
3c+1) o+t 3(0+71) (0+71)

fort € [t,0 4+ 1).

We now focus on the Gaussian counterpart of such a source, i.e., A(?)
has a normal distribution with mean o (o + 7)~! and variance v(¢). Notice
that the source exhibits positive correlations on a timescale below o (as
expressed by v”(¢) > 0 for ¢ € [0, 0)), whereas on a longer timescale traf-
fic is negatively correlated (as v”(zr) < 0 for t € [0, 7)). Similarly to the
case of periodic arrivals, when evaluating the right-hand side of Equation
(6.2) we can restrict ourselves to ¢ € [0, (o + 7)/2). Notice, however, that
v(+) € C(([0, 0c0)) rather than C,([0, 00)); hence Assumption 6.2.1 is not
met.

In the example, we let n of these on-off sources feed into a buffered resource.
We use the parameters o = 1 and v = 2, and hence the average traffic rate
generated by a single source is % We choose the normalized link rate %
To transform the process into a queue fed by centered sources, we therefore

1 _1_1
takec_2 3= %

The function v(-) shifts from convexity to concavity at t = 1. We see in
Figure 6.3 that / C(f)(~) is indeed concave as long as ¢ (b) is below 1, whereas
it become convex if 7(b) exceeds 1, as implied by Theorem 6.2.5; the tran-
sition takes place at b = 0.168. The fact that v(-) € C;([0, c0)) — instead of
C1([0, 00)) — is reflected by the fact that #(-) is continuous, but not differen-
tiable.

— A combined packet/burst level model. In this example, we consider an on-off

source with an explicitly modeled packet and burst level, as was introduced in
Section 2.5. In the on-times packets (of fixed size, say 1) are sent periodically.
We normalize time such that the corresponding packet interarrival time is 1.

Both the on- and off-times are distributed geometrically, with means p~' and
()
V() 1(b) 1c7(b)

10

0.15 Lg
1 4
0.10] 6
F4
0.5 =
0.05 B -,
1 2 3 02 04 06 08 b

Figure 6.3: Deterministic on-off sources. The left panel displays the variance v(-) as
a function of 7. The right panel depicts the decay rate IL@ (-) — the dotted line — and
the time to overflow 7(-) — the solid line — both as functions of the buffer size b.
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g~ ", respectively. The mgf Eexp(6 A(t)) was given explicitly in Section 2.5,
from which the moments of A(#) can be derived through differentiation. This
enables the computation of v(#). As before, consider the Gaussian counterpart
of such a source.

In the example, we choose p = 0.01 and ¢ = 0.02. This gives u = % Let
the normalized link speed be %, such that we have to use ¢ = % The vari-
ance function shows the negative (positive) correlations on a short (longer)
timescale. Notice that Assumption 6.2.1 is not met, see the left panel of
Figure 6.4 — in the right panel we see how this affects the relation between
v(-) and ID(-).

Figure 6.4 shows an interesting phenomenon. For small buffers, overflow is
mainly caused by ‘colliding packets’: overflow happens within the packet
interarrival time (i.e., 1). For larger buffers, it becomes more likely that the
number of sources that is in the on-time is higher than on average — then
the time to overflow is a multiple of packet interarrival times. A more
detailed description of these packet and burst effects is given in [189], cf.
also Example 6 in [206].

The curve [ L@(~) is convex for small b, due to the negative correlations on
a short timescale, and has some ‘angle’ (in the example at a critical buffer
level of b = 0.130) as soon as the positive correlations kick in. The fact that
v(-) € Co([0, 00)) — instead of C»([0, 00)) — is reflected by the fact that #(-)
is discontinuous.

The following exercise is inspired by Example 3.1 in [109]. Although it relates
to slotted time rather than continuous time, it gives a result that has an interesting
interpretation in the light of Theorem 6.2.5.

v(t)

1(b) 1P )
107
8 -
F0.30
6
47 L0.15
2
1 2 3 4 5 01 02 03 04 b

Figure 6.4: Combined packet/burst level model. The left panel displays the variance
v(-) as a function of ¢. The right panel depicts the decay rate I Lfﬂ(~) — the dotted
line — and the time to overflow 7 (-) — the solid line — both as functions of the buffer
size b.
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6.2. Duality between loss curve and variance function

Exercise 6.2.7 Consider the following process in slotted time: with n € N,

X, =a -X,_1+vV1—ad?¢,,

where a € (—1,1) and €1, e, ... i.i.d. N(0, 1) random variables. Let A{l,n} :=
Z?:l Xi.

(i) Show that A{l, n} =4 N(0, v(n)), with

) = 1+a 1—a"
v(n) :=n T2 a(l—a)z'

(ii) Show that there are finite «, 8, such that
1D(b) —ab — B, as b — oo.
(iii) Interpret the sign of B.

Solution. First observe that Cov(Xy, X,,) = Cov(Xy, a"Xy) =a". If a € (0, 1),
then the correlations are positive; if a € (—1,0), then the correlations between
consecutive increments are negative. Hence,

n n i—1
U(”) = Var (Z XL) =n +ZZZCOV(X,', Xj)
i=1 i=2 j=I1
n i—1
s 14+a 1—-a"
—n+2 ii=n. —2 .
EONWEEE =

(i1) This is a consequence of [40, Theorem 3] (but it can be proven directly as
well), which states the following. Let 6* denote the unique positive solution to

lim llogIEexp(é?A{l, n}) = ch.
n—oo n
Furthermore, suppose that —lim,_ ., logEEexp(6*A{l,n} —6*cn) =: v exists.
Then it holds that the loss curve is asymptotically linear: 19 (b) — 6*b — v, for
b — oo.

In our setting, it turns out that

2a

1—a 2
—_— cC—.
(1 +a)?

= =60":=2
o =ala) c<1+a

); B=pB@=v:=—4
As could be expected, the slope of 10 (b) is relatively large in case of negative
correlations (i.e., a € (—1, 0)), and relatively small in case of positive correlations
(i.e., a € (0, 1)).
(iii) We see that 8 > 0 iff a < 0. This is in line with the concave (convex)
shape of [ C(f) (b) in case of positive (negative) correlations. &>
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6.3 The buffer-bandwidth curve is convex

A network provider has essentially two types of resources that he can deploy
to meet the customers’ performance requirements. When he chooses to increase
the amount of buffer available in the network element, this clearly has a positive
impact on the loss probability (albeit at the expense of incurring additional delay);
the alternative is to increase the queue’s service capacity (which reduces both the
loss probability and the delay).

In other words: to achieve a certain predefined loss probability, say €, the
provider has to choose with which buffer size and link capacity this target is
achieved. It is clear that the two types of resources trade off, and the goal of this
section is to further analyze this. Once we have an explicit characterization of the
trade-off between buffer and capacity for a given loss probability €, and knowing
the prices of both resources, the ‘optimal’ (i.e., most cost-effective) values can be
selected.

In this section, we rely on the many-sources framework introduced earlier in
this chapter: we have n sources sharing a network element with service rate nc
and buffer threshold nb, with the performance objective p, (b, ¢) < €. Relying on
the (very crude) approximation p, (b, c) & exp(—n IL(.f) (b)), our objective becomes
1D (b) > 8, where the identification e~ = ¢ is used (such that § > 0). In other
words, all values b, ¢ such that

. (b+ct)?
inf ——— >
>0  2v(t)
satisfy the performance requirement.
Interestingly, the many-sources framework allows us to find the minimally

required link capacity ¢ for a given buffer b and loss constraint §, as follows. By
definition,

b+ ct)?
cr(8) = c¢p ::inf{c|}§g% 25}_

It is clear, however, that if the infimum of a function f(¢) over ¢ is larger than (or
equal to) 8, then for all t it should hold that f(z) > §. In other words:

(b +cr)? >8}.

¢, =infi{c |Vt >0: —— >
2v(t)

Isolating the c, this further reduces to

- J28v(t) — b}
- t

¢, =infic |Vt >0:c

./281}? — b} — sup (6.15)

t>0

. J28v(t) — b
=inf{c|c > sup —
>0
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6.3. The buffer-bandwidth curve is convex

Similarly, the minimally required b (for given c, §) can be computed:

be = sup (,/251;(:) - ct) .

>0
Exercise 6.3.1 Compute ¢, and b, for fBm.

Solution. Applying the results above, we have that ¢, = inf,~ f(¢), with

f(0) =281 —

~ | S

It is clear that f(t) - —oo ast | 0; also f(t) — 0 as t — co. At the same time
it can be verified that f’(-) has one zero, and f”(-) changes sign just once. In other
words: we find the unique maximum by solving f'(¢) = 0. This yields

b 1/H
= («/%(1 - H)) ‘

Inserting this in the objective function yields

b 1-1/H
=HQ28)'* [ —— :
Ch (26) —
We see that ¢ and b trade off ‘hyperbolically’. Similarly,

be = (1 — H)(28)"/@H-D (%)H/(H—U |

The above calculations reveal that, along the trade-off curve, b'=HcH remains
constant (where this constant depends on H and §). Economists would say that
buffer and bandwidth are substitute commodities that trade off according to a so-
called Cobb—Douglas curve; background on Cobb—Douglas production functions

can be found in nearly any economics textbook, see for instance [203, p. 73]. <

In the previous exercise we saw that the resources traded off in a convex way,
in the sense that, for given &, ¢, is a convex function of b. In fact, this holds in
general, as can be proven surprisingly directly.

Proposition 6.3.2 The required link capacity c,(8) = ¢, for given buffer b and
decay rate §, as given by Equation (6.15), is a convex function.

Proof. Evidently, the objective function in Equation (6.15), i.e., /26v(t)/t — b/1t,
is linear in b. The maximum of linear functions is convex. O
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Exercise 6.3.3 (i) Consider fBm traffic, and require that the decay rate of the loss
probability is at least 6. Impose the following cost structure: the cost per unit buffer
is kp, and the cost per unit capacity is k.. Determine the optimal buffer size b* and
capacity c*.

(ii) Characterize the solution for a general function ¢, (8).

Solution. (i) We saw that, to obtain a decay rate &, the resources b and ¢ are such
that b'~H ¢ is constant; this constant, say ¢, depends on H and §. Consequently,
the problem we have to solve is:

bl*H CH —

min «pb 4 k.c subject to
b>0,c>0

Q.

Due to the convex form of the constraint, this can be solved immediately through
Lagrangian optimization. It is easily verified that, taking for ease ¢ = 1,

. (ke HN\"" (k. 1—H\"
cF=\—— , br=—— .
k. 1—H Kp H
(i1) Elementary convex analysis yields that we have to find the b for which the
derivative of ¢, (8) is «, /K., 1.€., b* is solved from

Kp - i .
P <8bcb(5)> ;

c* then equals ¢ (). <&
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Chapter 7

Exact many-sources
asymptotics

In the previous chapter, we addressed the logarithmic asymptotics (in the many-
sources scaling) of p, (b, ¢) := P(Q,, > nb) and a number of interesting ramifica-
tions. The main result that we found there was Theorem 6.1.1, which we could
prove as a direct application of Schilder’s theorem. Theorem 6.1.1 characterizes
the exponential decay rate (in n) of p, (b, ¢), and can alternatively be written as

pu(b, c) = p(n)exp (—nIP (D)) (7.1)
We found that the exponential decay rate / C(f) (b) equals % inf,~o(m ()2, with

b+ ct
m =y

(7.2)
where, as before, ¢(¢) := +/v(¢). Apart from the exponential part, Representa-
tion (7.1) also involves a ‘subexponential’ part, i.e., a function ¢(-) that satis-
fies log ¢ (n) = o(n). As explained earlier, this hardly specifies ¢ (-): for instance,
¢ (n) = n® and even ¢ (n) = exp (n' ) (for some small, positive €) are still pos-
sible. Hence, logarithmic asymptotics are useful to get first insights, but it would
be desirable to know the exact asymptotics as well.

Therefore, the goal of this chapter is to find the exact asymptotics of p, (b, c). It
turns out that it is relatively straightforward to characterize these exact asymptotics
in the case of slotted time. The result is stated in Section 7.1, and proved in Section
7.2 by elementary arguments. The case of continuous time requires considerably
heavier machinery. Again we first state, in Section 7.3, the result, and then provide
the proofs, in Section 7.4.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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7.1 Slotted time: results

So far, the focus of this book has been on Gaussian sources and Gaussian queues

in continuous time. In some cases, however, working in slotted (i.e., discrete) time

offers attractive advantages. When considering exact asymptotics in the many-

sources regime, for instance, the proofs turn out to be rather elementary and need

no heavy machinery. The most advanced tool needed is the Bahadur-Rao result

(Proposition 4.1.6 and Exercise 4.1.7) for normally distributed random variables.
In slotted time, the probability of our interest reads

i=1

pu(b,c) =P (3: eN: Y Af—t,—1} = nb —|—nct> ,

where we recall that A;{s, 7} is defined as the amount of traffic generated by the ith
source in slots s up to ¢, with s < ¢. Evidently, using time-reversibility arguments,
we can replace A;{—¢, —1} in the previous display by A;{1, ¢}.

As in continuous time, a crucial role is played by the function m(-) defined in
Equation (7.2); recall that %(m(t))2 can be interpreted as the exponent in the normal
density (with mean 0 and variance v(¢)) evaluated in b + ct. We assume that m(-)
has a unique minimizer in N; notice that this does not follow from Assumption
6.2.1 anymore. We therefore impose the uniqueness explicitly.

Assumption 7.1.1 Assume that
t* ;= argminm(t)

teN
is unique.

In our analysis, it turns out that the contribution of the ‘most likely timescale’
t* is dominant. In other words, the probability of our interest is asymptotically (i.e.,
for large values of n) equal to

pui(b,c) =P (Z Al 1) > nb—l—nct), (7.3)

i=1

for t = t*. To simplify notation, we also introduce

(1 1 2
0= o )

Theorem 7.1.2 Exact asymptotics, slotted time. If Assumption 7.1.1 holds, then,
for any b, ¢ > 0,

lim p,(b,c) / f,(t*) = 1.
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The above theorem says that, in slotted time, the structure of ‘Bahadur-Rao’
carries over to queues: for positive numbers y, §, we have that the overflow prob-
ability p, (b, c) behaves asymptotically as yn~'/2¢7"%. In the second part of the
chapter, which is devoted to the corresponding continuous-time queue, we find
that this structure changes: then we still find an exponential term (as follows
from Theorem 6.1.1), but the polynomial function is not necessarily of the form
n~!2 anymore.

7.2 Slotted time: proofs

The proof of Theorem 7.1.2 consists of an easy lower bound, and a somewhat more
involved upper bound.

Lower bound. As mentioned, the proof of the lower bound of Theorem 7.1.2
is relatively straightforward; it heavily relies on the ‘principle of the largest term’.
The validity of the first part of the following lemma follows immediately from
Exercise 4.1.7 (i.e., Bahadur-Rao asymptotics for normal random variables). The
second part follows from the uniqueness of #*.

Lemma 7.2.1 (i) Forany t € N,

pn,t(b»c)
m ——-=1
n—oo  fu(t)

(ii) Moreover, for t # t*, we have that under Assumption 7.1.1, f,(t)/f,(t*) — 0
asn — oo.

The proof of the lower bound follows from Lemma 7.2.1, as follows.

Proof of lower bound. For all + € N, we have that p,(b, c) > p, (b, c). Choose
t = t*, and use part (i) of Lemma 7.2.1. O

Upper bound. The upper bound is more involved, as we have to find a way to
bound the probability of an infinite union of events. The advantage of slotted time
is that this concerns a countable union (rather than an uncountable union, as would
have been the case in continuous time), and countable unions can be bounded from
above by sums. The idea is then to split this sum into two parts: one that contains
t*, and the ‘tail’. The contribution of the tail-terms is then controlled by applying
Lemmas 7.2.2 and 7.2.3.

Lemma 7.2.2 There exists € > 0 such that, for all t > T (where T > t*), it holds
that §(m(1))* > 1.

Proof. This is an immediate consequence of Assumption 4.2.2, as this entails
that there is a 7 and an o < 2 such that for all + > T it holds that v(z) < t“.
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Now use the trivial lower bound (b + ct)?> > ¢*t%, and we find that the statement
holds. =

As a consequence of Lemma 7.2.2, we have that the Chernoff bound (i.e.,
Proposition 4.1.2) implies that, for t > T,

Pui(b,c) =P (Z A{l,t} > nb+ nct) < exp <—%n(m(t))2> < P (7.4)

i=1

Now that we can bound, for ¢ > T, each of the probabilities p, (b, c), our next
goal is to find an upper bound to the sum of these probabilities. This is done in
Lemma 7.2.3. Define g := 1/(2¢). Let k be the largest natural number such that
q — 1 —k € (0, 1]. Moreover, we introduce two notions that play an important role
in the lemma:

(q—l)-~-(q—k).

Vg i=q—1—k, and B, := quel’tz

(7.5)

By definition y, € (0, 1] and B, > 0.

Lemma 7.2.3 Ife € [1/2, 00), then

(o]

2 2
2 : e—nt€ < ze—nT‘.
n

1=T+1
If e € (0,1/2), then

oo

Z e—ntz€ f( qqu )e—(n—}’q)TZ‘.

n—
t=T+1 Yq

Proof. First consider the case € > 1/2. Since ¢ < 1 and T € N, we can bound the
sum as follows:

[e.¢]

o0
/ exp (—nt'/?) dr =Q/ exp (—ny)y?~" dy
T

T4

<ot [

T

oo

exp (—ny) dy

_1 (T9)" exp (—nT %) < 4 gonr,

n n

here, the fact that it is used (in the first inequality) that y9~! is decreasing in y,
and (in the second inequality) that, for any 7 € N, it holds that T'~/4 < 1.

For the case € € (0, 1/2) considerably more work needs to be done, but the
arguments are elementary. First note that ¢ > 1, which is crucial throughout the
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7.2. Slotted time: proofs

proof. Recall that k£ > 0 denotes the largest integer such that ¢ — 1 — k € (0, 1].
As before, we have by a simple substitution,

/ exp (—nt'/?) dt=Q/ exp (—ny)y?~" dy. (1.6)
T

T4

The idea is to select S, y € (0, co) such that
yq—l S ﬁeyy (77)

for all y € R;. We now discuss how these parameters can be chosen.
If g €(1,2], then p, : y > y9~! is concave. Since pq is differentiable at 1
with derivative ¢ — 1, by [255, Theorem 25.1] we have for all y € R,

Y <14@-Dy-D. (7.8)

Similarly, since y > Be?” is convex and differentiable at 1 with derivative Sye’,
we have for all y e R,

pet = Be” + Bye’(y —1). (7.9)

By comparing Equation (7.8) with Equation (7.9), we see that y?~! < Be”¥ upon
choosing y =g — 1l and g =e77.

To find B, y such that Equation (7.7) holds for ¢ € (k + 1, k + 2] where k > 0,
the key observation is that this inequality is always satisfied for y = 0. Therefore,
it suffices to choose S, y such that the derivative of the left-hand side of Equation
(7.7) does not exceed the right-hand side. By applying this idea k times, one readily
observes that it suffices to require that 8, y satisfy the inequality

Brte” = (g —1)--- (g — by ™. (7.10)

Note that the right-hand side of Equation (7.10) is concave as a function of y
since ¢ —k — 1 € (0, 1], and that the left-hand side is convex as a function of y.
Therefore, we are in a similar situation as we were for k = 0. In this case, we
choose B and y such that

Brrer =(@—1)---(q—k)
By e =@ —1)---(g—k)g—k—1).

Note that 8 and y as defined in Equation (7.5) solve this system of equations
uniquely. As before, [255, Theorem 25.1] is applied twice to see that, for y € R,

(@—1)-(qg—kyi™*"
<@-1D-(qg=+@-1-(g—kg—k—1(y—1
= Brre’ + By Tle’ (y — 1) < Byre”.
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Now that we have found simple bounds on yq_l, the assertion in the lemma follows
upon combining these bounds with Equation (7.6):

e}

foo exp (—nt'/7) dr < gB exp (—(n —y)y)dy
T

T4
= <ﬂ> exp (—(n _ )/)Tl/q) ,
n—y

as desired. O

Proof of upper bound. Clearly, it holds that

00 T oo
Pa(b,€) <D puib.e) =Y puib,)+ Y paib, o),
=1

t=1 t=T+1

due to the union bound.

Consider the first sum. Because of Lemma 7.2.1, we see immediately that
ZrT:I Pni(b, o)/ fu(t*) — 1 as n — oo, for any finite 7 > t*, as long as Assump-
tion 7.1.1 is fulfilled.

Now consider the second sum. Choose 7T so large that for all + > T it holds
that 1(m(1))* > 1 (which is possible due to Lemma 7.2.2) and also that 7% >
%(m(z‘*))2 + 8, for some § > 0. Inequality (7.4) and Lemma 7.2.3 entail that there
is a positive constant k such that

[o.¢] oo
3 puiboys Y e

(=T+1 1=T+1
: 1
< ke’ <exp (—En(m(t*))2 — n8> .

Now divide by f,(t*), and let n — oo, to obtain 0. This completes the proof of
the upper bound. O

7.3 Continuous time: results

After having established the exact asymptotics for the single queue in slotted time,
we now turn to continuous time. Unfortunately, the techniques required are not that
elementary anymore, and more sophisticated machinery is required. Interestingly,
we observe that the asymptotics are not necessarily of the form yn~'/2¢="% (which
was the case in slotted time), but rather of the form y'n=%e™?, for a ¢ that could
differ from 1/2. We have to impose an additional assumption.
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Assumption 7.3.1 The variance function v(-) behaves as a polynomial for small t:
for some constant Ag > 0 and y > 0,

t
im 22 _ 4,
10ty

In the following result, which is the main theorem of this section, we impose,
besides the Assumptions 6.2.1 and 7.3.1, also Assumption 4.2.2 (which we had
supposed to be valid throughout the book). Recall that Assumption 6.2.1 implies
that, due to Lemma 6.2.2 there is a unique ¢ that minimizes m(¢); define the unique
minimizer again by

t* ;= argminm(t).
1>0

It is immediately clear that * solves
cg(t) = (b +ct")s' (1), (7.11)

which is equivalent to Equation (6.9).
Let W(-) be defined as the complementary distribution function of a standard
normal random variable:

W) i=1-dx) = eV dy.

|
/x N2
From Exercise 4.1.7 we know that

lim W(x) - (x@exz/z) =1. (7.12)

The following result describes the exact asymptotics in continuous time. The
result involves the Pickands constant as defined in Section 5.6.

Theorem 7.3.2 Exact asymptotics, continuous time. Assume that Assumptions
4.2.2,6.2.1, and 7.3.1 are satisfied.

(i) If 0 <y < 2, then, for n — oo and any b, ¢ > 0,

* 1/2 1/y
palb. ) 2“”) ( Ao )
J— s (1) 262(1*)

()T T () - 1

(ii) If y = 2, then, for n — oo and any b, ¢ > 0,

Pa(b, ) /\/1 L GO GO, (m(r)v/n) > 1.

c(t*)g"(1*)
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Exact many-sources asymptotics

Due to Equation (7.12), the above results imply that, p, (b, c¢) is asymptotically
proportional to

n'"Vexp (—nm?(1*)/2)

(as a function of n). We emphasize that this is essentially different from the discrete-
time asymptotics (where the polynomial part is n~'/? rather than n'/¥~!). Recalling
that y € (0, 2], we have that n!/7~! is larger than n~'/2; this qualitative argument
confirms the evident property that the overflow probabilities in continuous-time are
larger than in discrete time. In fact, our continuous-time result gives insight into
the probability of excursions between the grid points exceeding nb.

The following exercise specializes Theorem 7.3.2 to the important special case
of fBm.

Exercise 7.3.3 Determine the asymptotics of p, (b, c¢) in the case of fBm input.

Solution. It is easily seen that Assumptions 4.2.2, 6.2.1, and 7.3.1 are met, with
y =2H and Ay = 1. As we found before,

H b

:1—H ¢’

m=mor=(25) ()"

It is now a matter of inserting these expressions in the formulas of Theorem 7.3.2.
This leads to

HzH 1 ( m

51
X N L 1/2H—1/2
i (J) e .

*

Pa(b, ©)

as n — OQ.

Interestingly, the polynomial function n'/?#~1/2 decays more slowly than 1/./n,
which makes sense, as the probability of exceeding nb is larger in continuous time
than in slotted time. <

7.4 Continuous time: proofs

In this section, we present the proof of Theorem 7.3.2. We first introduce some
general notation.

e In the sequel we denote the variance function and the standard deviation func-
tion of a Gaussian process X (-) by vx(-) and ¢x(-), respectively; evidently
va() = () and ca() = ¢ ().
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e We also introduce the so-called ‘standardized process’ by adding a bar:
X (1) = X(t)/sx (1) for some Gaussian process X (-). The standardized pro-
cess has the feature that VarX (r) = 1 for all 7.

Moreover, for a given R > 0 and o € (0, 2], let

Half = lim Eexp| sup (Ba/z(t) —(1+ R)|t|"‘) ;
§—o00 1€[~S,S]

FEX = lim Eexp | sup (Byp(t) — (14 R)%) |,
S—o00 1€[0,S]

cf. the definition of the Pickands constant in Section 5.6.

The idea of the proof of Theorems 7.3.2 is based on an appropriate use of
Theorem 1 in [245]. Since this result plays the crucial role in the following analysis,
we present it in the form that is suitable for us; see also Theorem 2.2 in [158].

To make the notation somewhat more concise, we write f(n) ~ g(n) to denote
‘asymptotic equivalence’, i.e., f(n)/g(n) — 1 as n — oo.

Theorem 7.4.1 Let (§(t))ici0.7) be a centered Gaussian process with continuous
sample paths a.s. and variance function ve(-) such that the maximum of ¢¢(-) on
[0, T'] is attained at a unique point t* with ¢¢(t*) = 1. Make the following assump-
tions:

(a) g:(-) is polynomial in a neighborhood of t*: there exist «, B > O such that
1—o:(t+1*) =«|t/P(1+0(1) as t — 0;

(b) Local stationarity: there exist D, o« > O such that
1 — Cov (§(:),§(s)) =D|t—s|"+o(t —s|*) as s,t—

(c) Regularity: there exist C, oy > 0 such that, for s, t € [0, T],
E(§(1) = &) < Clr — 5|

Then the following statements hold.
(i) If B > o, with Gy p := Ho ' (1/B)DY*B~TATVE as u — o0,

L R P e

te[0,T]

(ii) If B =«, with R := A/D, as u — oo,

HE ift* € (0, T);
P (tes[gg]f(t) > u) W(u) - { FX e —0err=T.
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Exact many-sources asymptotics

(iii) If B < &, as u — oo,

IP’( sup &(t) > u) ~ WU(u).

te[0,T]

Before presenting the proof of Theorem 7.3.2 we first give some technical
lemmas.

Lemma 7.4.2 Let A(-) satisfy Assumption 6.2.1. Then, for each T € [0, t*),

m(t*) s"(t*)

- o o |
@ mt+17)  2c(r*) 17-(1+0(1)) ast — 0;

m(T) _m’(T)

@) 1- m(T—1t)  m(T)

-t-(140()) ast — 0.

Proof. First we prove (i). Because of Assumption 6.2.1, we can represent ¢(-)
around #* by a second-order Taylor expansion:

m@*) )b+t +1") =gt +1)(b+cth)
m(t 4+ 1) c() (b +c(t + 1))
)b+ et +17) = () + /(D + (1 +0(0)5 ) b+ er”)
B )b+t + 1)

" t* 9 b *
__ g0 bt o (7.13)
2¢(1*) b+c(t+1%)

where 6(¢) € [0, ¢], and Equation (7.13) is due to Equation (7.11). Hence, taking
t — 0, we have completed the proof of (i).
Similarly, to prove (ii) notice that

mT) (T -b+c(T—1)—c(T—1)-(b+cT)
Cm(T—1) c(T)(b+c(T —1))
(M) - b+c(T—1) = (s(T) =" (T+0@)t) - (b+cT)
B s(T)YD+ (T —1))
_ _s(Me—(b+cT)-g'(T+0() o
()b +c(T —1))

where 6(t) € [0, r]. Now notice that

s(Me—b+cl) - (T) _ m(T)
s(T)(b+cT) m(T)

and m'(T) < 0 for T < t* (apply Lemma 6.2.2). This completes the proof. O
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Lemma 7.4.3 Let A(-) satisfy Assumptions 6.2.1 and 7.3.1. Then the following
statements hold.

(i) If y < 2, then, for each T > 0,

Ao
26%(T)

1 — Cov (A(s), A(r)) = lt —s|” +o(t —s|") ass, t — T;

(ii) if y =2, then, for each T > 0,

/ 2 _ 4 2
1 — Cov (A(s), A(r)) = ( (0))2§2(;§) () It — s> +o(jt —sI?)

as s, t > T.

Proof. Case (i) is due to Lemma 3.2 in [69]. It follows directly from Assumption
7.3.1 and

1 — Cov (A(s), A(1)) . (52(; —s5)  (c@)— S‘(S))z) B
s,t—T

lim —
26(s)g (1) 26(t)s(s)

s, 0—T [t —s|¥

. St —) - Ao
=lim ( ——— |l =s|"" = 55~
st—>T \ 2¢(8)c (1) 2¢%(T)
assuming, without loss of generality, ¢ > s.
Notice that this reasoning does not go through for y = 2, as in that case

(c(1) — c(s))? L (())?
im =227 =
si=T  26(1)6(s) 26%(T)

In order to prove the case (ii), note that

1 —=Cov (A(s), A®)) 1 (=) = (s() = 5(5))?
lim = lim
s, t—T |t — S|2 2§2(T) s, t—>T |t — S|2
_ (0)* = (' (1)?
B 2621
This completes the proof. O

Lemma 7.4.4 Let A(-) satisfy Assumption 7.3.1. Then for each T > 0 there exist
constants Gr > 0 and a; > 0 such that

m(t*) _AGs) m(t*)
m(t) m(s)

2
E (Z(r) ) <Gr-l|t —s|™ (7.14)
forall s,t €10, T].
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Proof. Let T > 0 be given. It is straightforward to show that the left-hand side
of Equation (7.14) equals

2
mz(mE< A AG) )
b+ct b+ecs
_ o mAaY i
S Bt art ey (CTOANBEDAC)

This expression is majorized as follows:

2 (4%
= mbgt )E ((A(1) — A(s))(b + ¢s) — A(s)(ct — ¢5))?
2 (4%
<= b(f L QB (A1) = A6 b+ c9))? +2E (AG) et — e5))?) (7.15)
2 (4%
= %4” (2v(|t = s]) - (b + cs)* 4+ 2v(s) - |t — 517,

where Equation (7.15) follows from the fact that (x — y)? < 2x? + 2y? for all x, y.
Now application of Assumption 7.3.1 yields that there exists a constant Gy > 0
such that the above is not larger than Gy - |t — s|¥ for all s, ¢ € [0, T]. O

We are now in a position to present the basic idea behind our proof. By a number
of simple Transformations, we first rewrite the probabilities p,(b, c) in terms of
the framework of Theorem 7.4.1. For the moment, we focus on the ‘transient’
probabilities

plb,c):=P (Ht €[0.T]: > Ai(t) = nb+ nct) ,

i=1

with T > t*; later we also take into account the contribution of r > T (that is, we
show that this contribution is negligible).
Observe that

T
p,(b,c) =P\ sup A;(t) —nct | > nb
1€[0,T] ; l

N A;(t 1
P| sup Lizt Ai(®) . > J/n
t€[0,T] ﬁ b+ ct

= IP’( sup A(r) - % > ﬁ) (7.16)

1€[0,T] b
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B A m@)
- <,§£,pn o mw ™M )ﬁ) ’

where Equation (7.16) follows from the fact that A;(-) are Gaussian i.i.d. copies
of A(-). Let

_ A0 m)
w = Mo

Notice that we are in the framework of Theorem 7.4.1: the process w(-) has
standard deviation function ¢, (-) with ¢,(t) = m(t*)/m(t); evidently, g/f(~) has
t* as unique maximizer (see Lemma 6.2.2) and max;¢jo, 77 . (f) = 1. So, to prove
Theorem 7.3.2 (for p! (b, c) rather than p, (b, c)), we have to check if Assumptions
(a), (b), and (c) of Theorem 7.4.1 apply.

Lemma 7.4.5 With p,(b,c) replaced by pl(b,c), and T > t*, Theorem 7.3.2
holds.

Proof. Noting that
Cov(7(s), (1)) = Cov(A(s), A(1)),

and following Lemmas 6.2.2, 7.4.2, and 7.4.3, we infer that Assumptions (a) and
(b) of Theorem 7.4.1 are satisfied with « =y, B =2, and k = —¢"(t*)/2¢(t*).
Moreover, from Lemma 7.4.4 it follows that Assumption (c) is satisfied.

e If 0 <y <2, then Lemma 7.4.3 states that D = A0/2g2(t*). Since T > t*,
Theorem 7.4.1 gives the result immediately, using that I'(1/2) = /7.

e If y =2, then from Lemma 7.4.3
(5'(0))* = (5't"))?
26%(1*) '

Thus, using an argumentation similar to the case 0 < y < 2, we obtain

D=

te[0,T]

]P’( sup fu(t) > m(t*)ﬁ> ~ W (m(t)/n) - HE,

where

P (g”(r*)) . ((;/(0»2 - (;/(r*»z)‘ _ st
— 2 262(1%) (' ()? = (')
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Now notice that H}If = +/1 + R~1, according to [158]. This concludes our
proof. O

To prove Theorem 7.3.2, we need the following standard inequality.

Theorem 7.4.6 Borell’s inequality. Let A(-) be a centered Gaussian process, and
let ||Al| := sup,cp A(t) and ||v|| := sup,.y v(t). Then,

M2
IP’(IIlz‘\II—EIIAII|>M)§2¢Xp<— )
2|l

Proof of Theorem 7.3.2. Since foreach T > 0, n > 0 we have p,{ (b, c) < pu(b, ),
it is enough to show that

n bﬂ
lim sup y <
n—oo Pp (b» c)

for T > t*.
Note that, using the same argumentation as in the proof of Lemma 7.4.5,

A() m@*)
(b, c) =P —
P (;53‘;) s m@)

> m(t*)ﬁ) .

Using the union bound, we have

T & . m(t*)
pn(b;c) < p, (b,c) +P (tE?ITlEO) sty m(r)

> m(t*)ﬁ) .

Due to Lemma 6.2.2 there exists a T > t* such that m(t) > 2m(t*) for t > T,
yielding

IP’( sup nw m) > m(t*)ﬁ) < ]P’( sup # > 2m(t*)ﬁ>

te[T,00) S()  m(t) te[T,00) S (1)

<2V (2m(t*)v/n — K) (7.17)
=o(pl(b.0))

as n — oo, where Equation (7.17) follows from Borell’s inequality, and K is a
constant. Hence, the contribution of # > T can be neglected. This completes the
proof. O

Bibliographical notes

The analysis of the slotted-time case was inspired by the work by Likhanov and
Mazumdar [177]. This reference also concentrates on exact asymptotics under
the many-sources scaling, but allows considerably more general sources. Because
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we restrict ourselves to Gaussian sources, it turns out that the proofs simplify
substantially.

The continuous-time case was analyzed in detail by Debicki and Mandjes [63].
It is noted that that latter paper also found the exact asymptotics of the transient
overflow probability p! (b, c) (rather than just the steady-state probability p, (b, ¢));
also attention is paid to the special case of integrated Gaussian sources.
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Chapter 8

Simulation

In many situations, one is interested in a probability that cannot be explicitly
calculated. The previous chapters presented asymptotics that can be used as approx-
imations if the scaling parameter involved (buffer B, or number of sources n) grows
large. A disadvantage of using these asymptotics is, however, that it is usually not
clear up front whether a certain asymptotic regime has already kicked in.

In these situations, one could resort to estimating the probabilities of interest
‘empirically’, i.e., through simulation. An inherent problem of estimating tail prob-
abilities is that the corresponding event is rare, and therefore it takes long to obtain
a sufficient number of useful observations; in general, one could say that the num-
ber of runs needed to obtain an estimate with predefined accuracy and confidence
is inversely proportional to the probability to be estimated.

A technique devised to circumvent this problem is called importance sampling:
draw the samples under a distribution that is different from the actual one, and
then weigh the simulation output by the so-called likelihood ratios to recover unbi-
asedness. This chapter discusses importance sampling techniques for estimating

Pu(b, ©).

A prerequisite for using importance sampling techniques, however, is that one
should be able to simulate Gaussian queues. So far, there are hardly any satisfactory
approaches for simulation of continuous-time Gaussian queues. In fact, from a
conceptual point of view, there are two serious problems.

e In the first place, it is not known how continuous-time processes that are
so highly irregular may be stimulated. Of course, one solution to this is to
just consider the value of the process on a discrete grid, say €N; one would
hope that when € is small enough, the discrepancy with the probability of our
interest becomes small. Comparing the asymptotics in slotted time (which are
always of the form yn~!/2¢="%) with those for continuous time (which are of

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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the form y'n=%e™", for a ¢ not necessarily equal to 1/2), however, already
indicates that this reasoning is dangerous. In fact, this argument shows that
the limits of n and € do not commute. When the events involved are not
extremely rare, approximation of a continuous-time Gaussian queue by its
slotted counterpart seems reasonable, though.

e However, when we accept that the continuous time parameter can be replaced
by a discrete time parameter, a second problem still needs to be solved. To
determine whether

1 n
sup — A{l,t} —ct>b
teNn;

the process has to be simulated over an infinite time horizon; as in Section
7.1 we use the notation A{l, t} to denote the arrivals in {1, ..., t}. Accept-
ing a minor bias, however, this horizon can be truncated. Interestingly, the
truncation horizon can be computed relying on Lemma 7.2.3.

This chapter is organized as follows. First we determine, in Section 8.1, the
simulation horizon for a given maximum bias. Then Section 8.2 describes in detail
how importance sampling works. A method to quantify the effectiveness of impor-
tance sampling estimator is based on the so-called ‘asymptotic efficiency’; this
concept is introduced in Section 8.3. Finally, Section 8.4 presents a number of
asymptotically efficient importance sampling algorithms for estimating p,, (b.c).

8.1 Determining the simulation horizon

Suppose that we truncate the infinite simulation horizon to some finite 7. Then we
approximate p, (b, c¢) by

plb,c)=P (Elt e{l.....T}: Y AL} = nb+nct> . (8.1)

i=1

In the previous chapter, we have already seen that, for n large, most of the prob-
ability mass is centered around t* = argminm(z), with m(-) defined by Equation
(7.2). This means that, when choosing T sufficiently large (i.e., well above t*), we
can make sure that the approximation error is small. To investigate this error, let

T, = inf{t eN: Y Af{l.1) = nb—i—ncl}
i=1

denote the epoch of the first buffer overflow, so that p, (b, ¢) = P(t, < 00). When

approximating p, (b, c) by P(r, < T), the contribution of P(T < 1, < 00) is dis-

carded. Consequently, the resulting estimator is biased: it has a mean that is smaller
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8.1. Determining the simulation horizon

than p, (b, c). To control the error made, we can choose T sufficiently large,
such that

P(T < 1, < o)
pu(b, )

for some predefined § > 0. When 6 is chosen small, the truncation is clearly of
minor impact. The question left is, how can we find 7" such that Equation (8.2)
holds, for given b and c, bias § and Gaussian sources (characterized through their
variance function v(-))?

Unfortunately, the requirement in Equation (8.2) does not directly translate
into an explicit expression for the simulation horizon 7. We tackle this problem
below by establishing tractable bounds on the probabilities P(T < 1, < o0) and
Pn(b, ¢) (more precisely: an upper bound on P(T < 1, < 00) and a lower bound
on p, (b, c)). These bounds then eventually give an explicit expression for 7.

<4, (8.2)

— The lower bound on p, (b, ¢) is as follows. Define

-1
| [nm®)? \/n(m(r))z
gn(t) = (\/ ) + ) —‘1-2)

For any ¢ € N, recalling the definition of p, (b, ¢) from Equation (7.3),

© 1 2
(D, > pn.(b, = ——e12q
Pn(b,c) = pp (b, c) /m(tw T t
n(m(t))>
\/_gn (1) ex (—72 ) , (8.3)

where the last inequality is a standard bound for the standard normal cumu-
lative density function (see [218] for related inequalities and references). In
order to find a sharp lower bound, we insert the ¢ that maximizes the expo-
nential part, which is the ¢ that minimizes the exponent. In other words, we
choose t = t*, i.e., the minimizer of m(r).

— Analogously to the upper bound used to derive the exact asymptotics, we
have (apply the Chernoff bound)

]P)(T <Tp < OO) = Z P(Tn = t) =< Z pn,t(bv C)

=T+1 1=T+1
2
< Z < ”(’"(t))> (8.4)
t=T+1

In the present generality, it is difficult to bound this quantity further. We
could proceed by focusing on a specific correlation structure, for instance,
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fBm with v(t) = ¥, for H € (0, 1). Instead, we focus on the somewhat
more general situation that the variance function can be bounded (from
above) by a polynomial: v(¢) < Ct*", for some H € (0, 1) and C € (0, 00);
cf. Assumption 4.2.2.

For instance, if v(-) is regularly varying [34] with index «, then v(¢) can be
bounded from above (for ¢ sufficiently large) by Potter’s bound Ct**¢, for
any C > 1 and ¢ > 0; see [34, Theorem 1.5.6]. Obviously, it is desirable to
choose the horizon as small as possible under the restriction that Equation
(8.2) holds; for this, C and H should be chosen as small as possible.

Under v(t) < Ct*!, we can bound Equation (8.4) as follows:

00 00

n(m(t))z c? 2 0H
E exp(—T < E exp —n%t
t=T+1 t=T+1

00 2
¢ 3
< —n—-t dr, 8.5
_/T eXp( "2c ) ®>

It appears that the natural way of finding an upper bound to Equation (8.5)
depends critically on the value of €. Consequently, the cases € > 1/2 and € €
(0, 1/2) should be considered separately. Set Cy := c?/(2C) and g := 1/(2¢) for
notational convenience; recall the definitions of y, and B, from Section 7.2. The
upper bound is now a direct consequence of Lemma 7.2.3.

Now using Inequality (8.3) to bound p, (b, ¢) from below (choose ¢ = t*), and
Lemma 7.2.3 to bound P(z, > T) from above, we obtain the following result.

with € :=1— H.

Proposition 8.1.1 Suppose that v(t) < Ct*", for some H € (0, 1) and C € (0, c0).
For e € [1/2,00), let T (n) be the largest integer smaller than

L Lo nm@)*\\\’
<_E Og<ﬁ-n 08 - gl )CXP<—f))) ;

and for € € (0, 1/2), let T (n) be the largest integer smaller than

<—L1 (—1 (1= 1)C18 - gn(t) ( 7"(m(t*))2>>>q
nCy o8 Qﬂqﬁ. BEECAUME Lt 2 '

Then, with T chosen as T (n), the error as defined in Equation (8.2) does not
exceed §.

Moreover,
q

7= lim 1) = (g,

We recall that * could be interpreted as the most likely epoch of overflow.
Given that overflow occurs, most of the probability mass will be around #*. Hence,
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it is not surprising that 7 > ¢*:

1 iz bt | w2 )
Z_C()(m(t)) _W/%>(t) = ("),

8.2 Importance sampling algorithms

Now that we have found a procedure to find the simulation horizon T for a given &,
the next question is how the resulting probability P(z, < T') should be estimated.
We have already argued that P(t, < T) is a rare-event probability, and consequently
it is time consuming to estimate it in a direct way. One of the remedies is called
importance sampling.

The idea behind importance sampling can be described as follows. For ease,
we first focus on estimating the event that p, := ]P’(Zf:1 X > na) with the X;
i.i.d. standard normal random variables, and a > 0. This is of course a somewhat
artificial example, as we already know that p, = 1 — ®(a+/n), but it is particularly
suitable to illustrate the difference between importance sampling and the direct
method.

— Direct simulation. Perform N i.i.d. experiments; if in the jth experiment
indeed )" | X; > na, then put 1Y := 1, and otherwise put the value as 0.
The direct method estimates p, by the sample mean Z;V:l 1 /N.

The next question is, how big should N be to make sure that the estimate’s
accuracy (defined as the width of the confidence interval, divided by the
estimate) is below some predefined fraction (for instance 10%)? Because the
width of the confidence interval is proportional to the standard deviation of
the estimator, i.e.,

1< 1 TS
Var (L5219 = [ Lvarr, = [0 p) [P
N & N N N

it immediately follows that the number of experiments needed is inversely
proportional to p,. But 1/p, is growing very rapidly in n: according to
‘Bahadur-Rao’, it behaves as

N, ~a~2mn /2,
— Importance sampling. An alternative would be to use importance sampling:

sample the X; from the A (a, 1) distribution (to which we associate the
measure Q), rather than the N (0, 1) distribution (to which we associate PP).
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Then the event of interest is clearly not rare anymore: a substantial fraction
of the experiments will be such that I,E’ ) — 1. From the identity

dp
]P’(E):/l{E}d]P’:/l{E} (@> dQ,

with 1{E} the indicator function of an event E, we see that if we do so, we
have to weigh the I with a likelihood ratio (cf. Radon—Nikodym deriva-
tive) L,(lj )= dP/dQ, which measures, in the jth experiment, the relative
likelihood of the realization under measure P to what it is under Q. As
a consequence, with L,(f ) being the likelihood ratio in experiment j, the
estimator

| X
3 10
< Z Lnj)léj)
j=1
is unbiased (i.e., its mean is p,).

It is not hard to verify that for a single experiment based on Xy, ..., X}, this
likelihood ratio equals

L =< ! e—(ny>2/<2n>> / ( ! e—(ny—na>2/<2n>> _ -matna/2
2mn 2mn

when Y| X; = ny. As before, the number of runs needed to guarantee some
predefined accuracy will be roughly proportional to the ratio of the standard
deviation of a single experiment, i.e., the square root of (in self-evident
notation)

Varg(L,1,) = EQ(LiIn) - (EQ(L,,],,))Z, with [, :=1 {sz = na} >

i=1

and the probability p,. We now determine the asymptotic behavior of Varg
(Ln1I,) (as n grows large). From this we can quantify the gain (in terms of
the number of runs needed), compared to direct simulation.

Exercise 8.2.1 Show that, with Z distributed N (na, n), and § > 0,

n—00

lim E (I{Z > na}e“sz) . («/27m 86”“5> =1.

Solution. It is easy, though tedious, to verify that

E (I{Z > na}e—(SZ) _ e—n05+n52/2\y(ﬁ5),
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where W (-) is the complementary distribution function of a standard normal random
variable, which satisfies

lim lI/(x)x«/27're"2/2 =1;
X—> 00

use the inequalities in Equation (4.3). This substantiates the claim. <&

Notice that under Q we have that Y, X; is distributed N (na, n). Therefore,
we find by applying Exercise 8.2.1 that both Eq(L21,) and (Eq(L,I,))* decay
roughly as exp(—na?), but the former decreases slightly slower than the latter:

Eo(L21,) - V27nQa)e" — 1; (Eg(L,1,)* - Qrn)a® e — 1

(the latter statement was in fact already clear: realize that Eq(L,1,) = p, and apply
‘Bahadur-Rao’). As a consequence, for n large, Varg(L,I,) behaves as EQ(LﬁI,l).
Consequently, the ratio of the square root of Varg(L/) and p, is roughly of the
form

\/2«7 2rn.

In other words, the number of runs needed to achieve a predefined accuracy grows
extremely slowly in n, viz. as /n:

1
N, ~ Eav 2.

This growth rate is substantially slower than that corresponding to direct simulation,
where the number of runs is essentially exponential in n. We see that importance
sampling is preferred over direct simulation.

The above illustrates how importance sampling works, and that a substantial
speed-up can be achieved. The example focused on the probability P(N(0, n) > na)
of a sample mean of i.i.d. normal random variables attaining some extreme value.
Moreover, as we have seen in Section 7.1 that p, (b, ¢) behaves more or less as

PN(0, nv(t*)) > nb + nct*),

we may wonder whether this method also works to estimate p, (b, c). We discuss
this in Section 8.4. We first introduce in Section 8.3 a useful criterion that measures
the efficiency of importance sampling procedures.

8.3 Asymptotic efficiency

A careful inspection of the analysis of the example of Section 8.2 indicates that
importance sampling worked so well because the square root of Var(L,I,) was
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more or less of the same order as p, (namely exp(—na®/2), up to some poly-
nomial functions). Stated differently, Eq(L21,) is of about the same order as
(Eq(L,1,))* = p? (namely exp(—na?)). Noticing that Eq(L21,) > (Eq(L,1,))?
= p2, a criterion for optimality could be the following.

Definition 8.3.1 Asymptotic efficiency. A measure Q is asymptotically efficient if

1 1
lim —logEqg(L.1,) = lim —log(Eq(L,1,))* (8.6)
n n—oo n

(Where the right-hand side is, by definition, equal to 2 - lim,_,.o n™" log p,).

It is obvious that the left-hand side of Equation (8.6) is always larger than,
or equal to, the right-hand side. Hence, if there is equality, then we have found
a measure Q that is in some sense optimal. (Notice that this implies that, in fact,
it only needs to be shown that the left-hand side is not larger than the right-hand
side, to conclude asymptotic efficiency). We remark that in the literature there are
various other optimality criteria.

Clearly, the importance sampling procedure that we proposed for the example
in Section 8.2, based on the new measure Q, satisfies the asymptotic efficiency
criterion: both sides of Equation (8.6) equal —a®. A quick way to prove asymp-
totic efficiency for this example is as follows. The fact that the right-hand side in
Equation (8.6) equals —a? follows directly from ‘Cramér’. Now concentrate on the
left-hand side:

1
lim — log Eq(L21,)
n

n—oo

1 n n
= lim —logE -2 X; +na* |1 X; >
sy oo L]

1
< lim —log (exp(—Zna2 + naz)) = —a2,
n—oo n
as desired. We say that the new measure is of exponentially bounded likelihood
ratio: with respect to the event of interest, it holds that L, < e for some § > 0
(or, equivalently, L, 1, < e,

8.4 Efficient estimation of the overflow probability

In the previous sections we explained how to truncate the time range N to
{1, ..., T}; we introduced the concept of importance sampling (with, as an example,
the estimation of the rare-event probability P(N(0, n) > na)) and gave a criterion
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to assess the quality of a new measure QQ. Bearing in mind the finding of Section 7.1
that p! (b, c) is asymptotically equal to (for n large)

fu@*) = PN(0, nv(t*)) > nb + nct*),

we now attempt to devise an asymptotically efficient algorithm to estimate p! (b, c).
Recall also that

1 1
lim —log p!'(b, ¢) = —= (m(t*))*. (8.7)
n—-oo n 2

Direct simulation. The first problem is that it is not clear up front how to sim-
ulate Gaussian processes. Notice however that Gaussian processes in slotted time,
on a finite time horizon {1, ..., T}, correspond in fact to a multivariate normal
distribution (of dimension 7'), and how to sample from such a distribution is, in
principle, known. As we assume Gaussian processes with stationary increments,
this multivariate normal distribution has a special form (the correlation between two
slots only depends on the distance between these two slots, rather than their posi-
tions). Due to this property, traces of fixed length, say, T can be sampled relatively
fast [59]; in the special case of fBm, the effort required to sample a trace of length
T is roughly proportional to 7 log T. For more reflections on these methods, see
also [81]. Interesting (and fast, but not exact) algorithms are given in [227, 238].

When being able to sample the Gaussian process, a direct method would be to
simulate ZLI Ai{l,t} for t =1,..., T several times, count the number of runs
in which that process exceeds the straight line nb + nct, and divide this by the
number of runs. We recall that, as argued in Section 8.2, this method will be slow,
because the event under consideration is rare.

A first proposal. As suggested by the example in Section 8.2, we have to change
the distribution of Z?zl A;{1,t*}. Under PP this distribution was A/ (0, nv(¢*)), and
the example indicates that under Q it should become N (nb + nct*, nv(t*)). This
tells us how to change the measure of > ;_, A;{1, #*}, but it remains unclear what,
under this new measure, the distribution of Z?:l A;{1, t} should be for all other
tef{l,..., T}

A reasonable choice seems to be to associate Q with a Gaussian process G, (-)
of which the value at time s has distribution N (nu(s), nv(s)), where w(-) is
defined by

. (s, t*) .
w(s) =EA{l, s} | A{l,t*} =b+ct") = W(b + ct™);
here it recalled that I'(s, 1) = Cov(A{l, s}, A{1, t}) (verify that G, (-) does not have
stationary increments!). In other words, we have that the vector

(Zn:Ai{l, 1},...,i:A,~{1, T})
i=1 i=1
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is distributed T -variate normal, with mean vector (u(1), ..., w(7T)) and covariance
matrix ¥ := (I'(s,1)!,_,.

This choice is motivated by the fact that, under this specific choice of w(s),
the mean of the process n~' G, (-) coincides with the most likely path to overflow;
notice that u(r*) = b + ct*, as expected. The variance function is left unchanged,
in line with the findings of Section 8.2 (hence for fBm again an algorithm of
complexity 7 log T can be used).

Each run simulates the Gaussian process that was associated with Q until either
(1) G,(s) exceeds nb + ncs for some s € {0, ..., T} (and then we put [, := 1), or
(ii) time T + 1 is reached (and then we put [, := 0). In case (i) the likelihood at
the stopping epoch s is

2
wu(s) n (1 (s)) )

L= exp <_”y ves) " 20

when ny = Y Ai{l, s}
Suppose first that G, (s) exceeds nb + ncs for the first time at time t*. Then we
indeed have that

* * 2
S B

in conjunction with Equation (8.7), this would give asymptotic efficiency. There
is, however, also the possibility of G, (s) exceeding nb + ncs (for the first time)
at an s # t*. It turns out that then L,[, cannot be bounded so nicely. In fact,
as a result of this effect, the procedure proposed above is not asymptotically
efficient.

A more refined method. Introduce the following probabilities:

P (b, €)

::P({ZA,-{LI} znb—i—ncl} ﬂ{ sup ZA,-{l,s} < nb+ncl}>;
sefl

= ) et =1
hence, p, ,(b, c) is interpreted as the probability of exceeding nb at time ¢ for the

first time. As these events are disjoint, we have

T
pr(b.c) =) D, (b,c).
t=1

The idea of the refined method is to simulate ‘timeslot-by-timeslot’, i.e., esti-
mate each of these T events separately by performing 7 ‘subexperiments’. This
procedure was proposed in [37].
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In subexperiment 7, a Gaussian process G, () of which the value at time s
has distribution NV (nu,(s), nv(s)), where u,(-) is defined by
[(s, 1)
v(t)

call the associated measure Q,. We put /,, := 1 if G, ,(s) exceeds nb + ncs for
the first time at time s = ¢. If [,,, = 1, then

e (1) (/Lt(t))z)
+n
v(t) 2u(t)

when ny = Z:‘l:l A;{1, t}; note that u,(t) = b + ct. In this way we have enforced
that

mi(s) ==EA{L, s} [ A{l, 1} =b+ct) =

(b+ct);

L,; =exp (—ny

Loidns <exp <—%(m(t))2) .

Perform this experiment (that consists of 7 subexperiments) N times, and use the
estimator

LN
X (Dwr).
j=1 \r=1

The second moment of the contribution of a single experiment (i.e., T subexperi-
ments) reads

T t—1

T
> B (L2, 1n) +2) > Eg (Luils) B, (Luss)

t=1 t=1 s=I

< T?exp (—n(m(t*))’) ,

as desired (use that * minimizes m(-), and that t* < T'). We conclude that this
‘partitioning approach’ yields an asymptotically efficient estimator.

Other approaches. Another way to better control the likelihood ratio is to sim-
ulate ‘source-by-source’ (rather than ‘timeslot-by-timeslot’). The idea is that the
optimal change of measure that is applied to source i (for i = 1,...,n) should
depend on the paths of the sources that were already simulated (i.e., A;{1, ¢} for
j=1,...,i—1and r=1,...,T). It can be shown that this procedure is also
asymptotically efficient [81, 89]; see also [90].

A second alternative is presented in [260]: in the language of this section, it
is proposed that a random ¢ € {1, ..., T} be picked up per experiment and sim-
ulation under @, be performed. Also this approach is asymptotically efficient. It
depends critically on the specific model parameters, which of three asymptotically
efficient approaches performs best (in terms of required simulation time to achieve
a predefined accuracy).
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Bibliographical notes

A standard introductory textbook on simulation is Law and Kelton [170], and an
early article on importance sampling is by Hammersley and Handscomb [126]; see
also Hopmans and Kleijnen [133] and Bratley, Fox, and Schrage [41]. The idea of
applying a large deviations motivated change of measure is due to Siegmund [268].
Cottrell, Fort, and Malgouyres [54] is a pioneering study that uses large-deviations
for importance sampling purpose. See also Bucklew [43] for a recent textbook on
rare-event simulation.

Consequently, estimators based on large deviation results are natural candidates
for efficient simulation. In fact, they are asymptotically efficient in many settings;
see Asmussen and Rubinstein [14] and Heidelberger [131] and references therein.
However, Glasserman and Wang [117] give examples showing that this need not
always be the case; more specifically: if the likelihood ratio cannot be bounded on
the event of interest, there is a substantial risk of the large-deviations based change
of measure being not asymptotically efficient, cf. our first proposal in Section 8.4.

Dieker [77] gives a nice overview on methods to generate Gaussian traces
(and in particular fBm); see also [80, 227]. The asymptotically efficient method
described in Section 8.4 is due to Dieker and Mandjes [81]. Some related results on
fast simulation of queues with Gaussian input have been reported by Michna [215]
and by Huang, Devetsikiotis, Lambadaris, and Kaye [134]. Michna focuses on fBm
input under the large-buffer scaling, but does not consider asymptotic efficiency
of his simulation scheme (in fact, one may check that his estimator is asymptot-
ically inefficient). Huang et al. also work in the large-buffer asymptotic regime,
and present a constant-mean change of measure; this consequently does not corre-
spond to the (curved) most likely path, and is therefore asymptotically inefficient
in the many-sources regime. We also mention the interesting work by Baldi and
Pacchiarotti [20], who use recent insights into certain Gaussian martingales, and a
novel ‘bridge’-approach [115].

We conclude by remarking that other efficient rare-event simulation techniques
have been proposed; see the surveys [118, 171]; an interesting alternative is the
so-called splitting method or RESTART [116, 280]. We also mention the powerful,
recently proposed cross-entropy method, in which the optimal change of measure
is found during the simulation [35, 258, 259].
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Chapter 9

Tandem and priority queues

So far, we have analyzed the single queue operating under the first-come-first-
serve discipline. This has provided useful insights, but the model is evidently an
oversimplification of reality. We mention two serious limitations.

First, in real networking environments traffic streams usually traverse concate-
nations of hops (rather than just a single node). Secondly, it is envisaged that the
service at these hops distinguishes between several traffic classes (by using prior-
ity mechanisms, or the more advanced generalized processor sharing discipline),
cf. the Differentiated Services (DiffServ) approach proposed by the Internet Engi-
neering Task Force [31, 155, 284]. This motivates the recent interest in performance
evaluation for these more complex queuing models.

This chapter concentrates on the evaluation of tail asymptotics in queuing
systems that are more advanced than a single FIFO node. More specifically, we
examine in detail tandem queues (particularly the second queue) and priority
queues (particularly the low-priority queue)—it turns out that the analysis of the
tandem queue essentially carries over to the priority system. The results are meant
as a first step toward the analysis of networks with general topology, with nodes
operating under advanced scheduling disciplines such as GPS; It is the subject of
the next chapter.

As in the previous chapters, the focus will be on logarithmic many-sources
asymptotics. In the tandem model we assume that n i.i.d. Gaussian sources feed
into a first queue, and the output of the first queue serves as input to a second
queue. Then the (deterministic) service rates of both queues, as well as the buffer
thresholds, are scaled by n, too, and we let n go to infinity. The first queue can
be analyzed by using the techniques discussed in the previous chapters. The decay
rate of the buffer content of the second queue, however, is considerably harder to
analyze. Therefore, the primary goal of this chapter is to find the counterpart of
Theorem 6.1.1 for the second queue in a tandem network.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Similarly, one could consider a (strict) priority system in which n sources of
type ‘h’ feed traffic into a high-priority (hp) queue, and n sources of type ¢’ into
a low-priority (Ip) queue. (The assumption of an equal number of hp sources and
Ip sources is purely a technicality; the above setting, in fact, also covers the case
of unequal numbers of hp sources and Ip sources, as we will argue later.) There is
nc service capacity available. As long as the hp queue is nonempty, it is assigned
all capacity; if the hp queue is empty, then the Ip queue is allocated the unused
service capacity. The hp traffic does not ‘see’ the lp traffic, and hence the hp
queue is essentially just a single queue, that can be analyzed as described in the
previous chapters. The Ip queue, however, is more complicated, as it is served with
a time-varying capacity. For priority systems, we aim at finding the counterpart of
Theorem 6.1.1, but now for the lIp queue of the priority system.

The material presented in this chapter fits in the framework of a series of
articles [5, 204, 205, 206]. These papers examine queues with Gaussian sources,
such as the single-node FIFO queue, but also priority queues and queues operating
under GPS scheduling. For the latter types of queues, they derive heuristics for the
decay rate of the overflow probabilities.

The analysis of the present chapter shows that, for priority queues, the heuris-
tics of [5, 204, 205, 206] are typically close, but that there is a gap with the
exact outcome. We derive for both the tandem and priority queue a lower bound
on the decay rate of the overflow probability (that is, for tandems the overflow
probability of the second queue, and for priority systems the overflow probabil-
ity of the lp queue). In addition, we present an explicit condition under which
this lower bound actually matches the exact value of the decay rate (we say: the
lower bound is fight). In a number of important cases, our results indicate that the
lower bound is actually tight. Notice that lower bounds on the decay rate (which
correspond to upper bounds on the probability) are usually of practical interest,
as typically the network has to be designed such that overflow is sufficiently
rare. The analysis presented in this chapter also further motivates the heuristics
of [5, 204, 205, 206].

A few words on the approach. First consider the tandem queue. As said above,
the decay rate of the buffer content of the first queue follows from the previous
chapter. Interestingly, however, the decay rate of the fotal amount of traffic in the
system (i.e., the sum of the buffer contents of both queues) follows in a similar
fashion. The fact that we know how to analyze both the first queue and the total
queue is the key in our analysis of the second queue.

In the priority system a similar reasoning applies: there we know how to char-
acterize the decay rate of the hp queue and the total queue, which enables the
analysis of the Ip queue. In this sense, our analysis exploits the above-mentioned
similarity between priority and tandem queues. We mention that for priority sys-
tems in discrete time, different bounds were found by Wischik [292]; we comment
on the relation with our results later.
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9.1. Tandem: model and preliminaries

The chapter is organized as follows. Section 9.1 introduces the tandem model.
Section 9.2 analyzes the decay rate of the overflow probability of the second queue
in a tandem system, and finds a lower bound. In Section 9.3 we present a condition
under which the lower bound equals the decay rate, i.e., under which there is
‘tightness’. Some reflections on the most likely path are given in Section 9.4. The
results are illustrated in Section 9.5 by a number of (analytical and numerical)
examples. Section 9.6 studies the priority system, addressing the decay rate of the
overflow probability in the Ip queue.

9.1 Tandem: model and preliminaries

Tandem model. Consider a two-queue tandem model, with (deterministic) service
rate nc; for the first queue and nc; for the second queue. We assume that ¢; > ¢,
in order to exclude the trivial case where the buffer of the second queue cannot
build up.

We consider n i.i.d. Gaussian sources that feed into the first queue. Traffic of
these sources that has been served at the first queue immediately flows into the
second queue — we assume no additional sources to feed the second queue. We are
interested in the steady-state probability of the buffer content of the second queue
0, exceeding a certain threshold nb, b > 0, when the number of sources gets
large, or, more specifically, its logarithmic asymptotics:

1
19(b) := — lim —1logP(Q,, > nb), ©.1)
n—oon

where ¢ denotes the vector (cj, ¢2)T. Note that we assume the buffer sizes of both
queues to be infinite. We remark that it is not a priori clear that the limit in
Equation (9.1) exists; its existence is, in fact, one of the results reported in this
chapter (Theorem 9.2.1).

Many-sources scaling. In this section, we show that the probability of our
interest can be written in terms of the ‘empirical mean process” n=' Y ", A;(").
The following lemma exploits the fact that we know both a representation of the
first queue Q, , (in steady-state) and a representation of the rotal queue Q;, + Oz,
(in steady-state). Let 10 := b/(c; — ¢2).

Lemma 9.1.1 P(Q,, > nb) equals
1 n

P (Elt >t :Vs e (0,1): —ZA,-(—I, —s8) > b+ ot — cls) .
no

Proof. Notice that a ‘reduction principle’ applies: the total queue length is unchang-
ed when the tandem network is replaced by its slowest queue, see e.g., [15, 104];
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cf. [282]. More formally, Q1, + Q2, = sup,.,(> i, Ai(—t,0) — ncyt). Conse-
quently, we can rewrite the buffer content of the downstream queue as

Q2,n - (Ql,n + Q2,n) - Ql,n

= sup (Z Ai(—1,0) — nczt> — sup <Z Ai(—s,0) — ncls) 9.2)

t>0 i=1 5>0 i=1

It was shown, see [249, Lemma 5.1], that the negative of the optimizing ¢ in
Equation (9.2) corresponds to the start of the last busy period of the total queue
in which time O is contained; similarly, the optimizing s is the start of the last
busy period of the first queue in which time 0 is contained. Notice that a positive
first queue induces a positive total queue, which immediately implies that we can
restrict ourselves to s € (0, t). Hence P(Q,, > nb) equals

1 n
IP’(EII>O:VSE(0,I):—ZA,-(—t,—s)>b+czl—cls).
n

i=1
Because for s 1 ¢ the requirement
1 n
— Z A;j(—t,—s) > b+ cot — 18
n
i=1

reads 0 > b + (¢, — ¢1)t, we can restrict ourselves to ¢ > 1°. We can iterpret 10
as the minimum time it takes to cause overflow in the second queue (notice
that the maximum net input rate of the second queue in a tandem system is
Cc1 — 6‘2). O

The crucial implication of the above lemma is that for analyzing P(Q, , > nb),
we only have to focus on the behavior of the empirical mean process. More con-
cretely,

P(Qa > nb) = p,lSV] = ( ZA () e S<‘>> 9.3)

where the set of ‘overflow paths’ S is given by
SV :={feQ:3r>1"Vse(0,1): f(—s)— f(—t) > b+cat —ci5);

recall the definition of 2 from Section 4.2.

Remark 9.1.2 A straightforward time-shift shows that the probability that the
empirical mean process is in S© coincides with the probability that it is in 7,
with

={feQ:I>1"Vse(,1): f(s)>b+crt —ci(t —s)). 9.4)
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b+
b+cormy

b+czt0

0 =
bty —cpry |7 -
b+ (cp =y "

Figure 9.1: Graphical representation of the overflow set. For different values of 7,
the curve b + ¢t — ¢1(t — s) has been drawn. Overflow occurs if there is a ¢ > ¢°
such that the empirical mean process lies, for s € (0, ), above the corresponding
curve.

However, the set 7 is somewhat easier to interpret, see Figure 9.1. For different
values of ¢ (i.e., T» > 11 > t° = b/(c; — ¢2)), the line b + ¢t — ¢1(t — s) has been
drawn. The empirical mean process n=' Y /_, A;(-) is in 7 if there is a ¢ > 1°
such that for all s € (0, t) it stays above the line b + ¢t — ¢1(t — s). Notice that 7
resembles the set corresponding to the probability of long busy periods in a single
queue, as studied in [223]. &

Remark 9.1.3 As indicated above, our results are for centered sources, but, as
before, they can be translated easily into results for noncentered sources, cf. Re-
mark 5.2.1. Then the traffic generated by Gaussian source i in the interval [s, ¢) is
A(s, t) + n(t —s), where A(s, t) corresponds to a centered source; here 0 < u <
min{cy, c;} and s < t. Let g(u, ¢y, c2) be the probability that the second queue
exceeds nb, given that input rate u and service rates c¢; and ¢, are in force. From
Equation (9.2), it follows immediately that

q(u, cr,c2) =q0, ¢ — p, ¢ — ),

and hence we can restrict ourselves to centered sources. <&

9.2 Tandem: lower bound on the decay rate

In this section, we start analyzing the logarithmic asymptotics of P(Q,, > nb).
More specifically, we use ‘Schilder’ (Theorem 4.2.3) to formulate the decay rate
as a variational problem, and then we find a lower bound on this decay rate.

Decay rate as a variational problem. We now consider the decay rate as in
Equation (9.1) of P(Q», > nb). From Equation (9.3) we know that P(Q,, > nb)
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can be rewritten as the probability that the empirical mean process is in S® (which
is an open subset of €2). The existence of the decay rate is now a consequence of
Schilder’s theorem, by showing (the plausible fact) that S® is an I-continuity set,
i.e., that the infima of I(-) over S® and its closure, say E, match. This proof of
S® being an I-continuity set is beyond the scope of this book, and can be found
in Appendix A of [201].

Theorem 9.2.1

190) = inf 1) = inf 1f).
fesO feSO

Lower bound on the decay rate. Our next goal is to derive a tractable lower
bound on / C“) (b). This is presented in Theorem 9.2.2.
Observe that

SU=J Sy with 88 :={f eQ: f(=s) = f(—1) > b+t — 15}

t>195€(0,1)

Hence we are interested in the decay rate of the union of intersections. The decay
rate of a union of events is simply the minimum of the decay rates of the individual
events, as we have seen several times earlier. The decay rate of an intersection,
however, is not standard. In the next theorem, we find a straightforward lower
bound on this decay rate. Define

Ui ={f €Q:—=f(=1) =b+cat; f(=s) — f(=1) = b+ caft —cis}
Theorem 9.2.2 The following lower bound applies:

I1(b) > inf sup inf I(f). 9.5)

1>19 5e(0,1) S EUs.s

Proof. Clearly,

I19() = inf inf 1(f).
>t fe N SY
s€(0,1)

Now fix ¢ and consider the inner infimum. If f(—s) — f(—t) > b+ cot — cys for
all s € (0, 1), even then (f is continuous) f(—s) — f(—t) > b+ ct — cys for all
s € [0, t]. Hence,

N S8 () Ui Sl

s€(0,1) s€[0,7]
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9.2. Tandem: lower bound on the decay rate

for all » € (0, t), and consequently

inf I > inf I(f).
re o = AL

s€(0,1)

Now take the supremum over r in the right-hand side. O

Theorem 9.2.2 contains an infimum over f € U ;. In the next lemma, we show
how this infimum can be computed.

Before stating this lemma, we first introduce some additional notations. Recall-
ing Theorem 4.1.8, the bivariate large-deviations rate function of

"L A=1,0) {n Ai(—t,—5)
(e ne)

i=1 i=1

is, for y,ze R andt > 0, s € (0,1), given by A(y,z) := % (y,2) 2(t — s, 17!
(y, 2)T, with

. v(t) I'(s,t)
E(S”)'_<r(s,t) v(s) )

We also define the following quantity, which plays a key role in our analysis:

k(s,t) :=E(A(-s,0) | A(—t,0) = b+ c»t)
(s, 1)
v(t)

—E(AGs) | A(t) = b+ cat) = (b + cat). (9.6)

Recall Assumption 6.2.1: the standard deviation function was supposed to be
C%([0, 00)) and strictly increasing and strictly concave.

Lemma 9.2.3 Under Assumption 6.2.1, for t > % and s € (0, 1),

A+ crt, b+ crt —cy5), if k(s,t) > c1s;

A N =T60:= { (b + cat)2)20(1), if k(s,1) < c15.

Proof. Observe that

P <Z Ajf') e u)

i=1

Pn [ux,t]

n Ai-—t,O n Ai-—f,—
P(E (7)Zb+C2t;§ lewrcﬂ—m). 9.7
n

; n ;
i=1 i=1

125



Tandem and priority queues

We conclude that we can use Theorem 4.1.8 (‘bivariate Cramér’) to find the decay
rate of p,[U; ,]. We obtain

inf I(f) = inf A
/it (f) =inf A(y, 2),

where the last infimum is over y > b + ¢t and z > b + ¢t — ¢;s. Using that A (-, -)
is convex, this problem can be solved in the standard manner, as in Exercise 4.1.9.
It is easily verified that the contour of A that touches the line y = b + ¢, does so
at z-value

't —s,t)

5= —— (b + b))
o0 ( 21)
also, the contour that touches z = b 4 ¢t — c¢1s does so at y-value
L —s,t)

* = b t —cys).

yP— (b + ot —c19)
We first show that it cannot be that y* > b + c»¢, as follows. If y* > b+ c»t,
then the optimum would be attained at (y*, b + ¢t — ¢;s). Straightforward com-

putations, however, show that y* > b + ¢, would imply that (use I'(r,1 —s) <

Juv(t —s))
(w/v(t) — o — s)) (b + crt) > Vo) cys. (9.8)

This inequality is not fulfilled for s =0 (0 # 0) nor for s =t (b + cat # c;t for
t > 1y). As the left-hand side of Equation (9.8) is convex (in s) due to Assump-
tion 6.2.1, whereas the right-hand side is linear (in s), there is no s € (0, ¢) for
which the inequality holds. Conclude that y* > b + c,t can be ruled out.

Two cases are left:

(A) Suppose z* > b + ¢t — s, or, equivalently, k(s, ) < c;s. Then the opti-
mum is attained in (b + cat, %), with rate function (b + c,7)? /2v(t), inde-
pendent of s.

(B) In the remaining case (where y* < b + ¢t and z* < b + ¢t — c1s) the opti-
mum is attained at the (b + c»t, b + ¢t — ¢15), i.e., the ‘corner point’. This
happens if k(s, t) > c;s, and gives the desired decay rate.

This proves the statement. As an aside we mention that if k(s, f) = c¢;s, then both
regimes coincide: A(b + cat, b+ et — c15) = (b + c2t)?/20(2). O

Exercise 9.2.4 Prove that, under Assumption 6.2.1, the following lower bound
applies:
19(b) > inf sup Y(s,1).

1>1% 5¢(0,1)

Solution. Straightforward. &>
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9.2. Tandem: lower bound on the decay rate

Interpretation of the lower bound. The above results have a helpful interpreta-
tion, leading to two regimes for values of ¢;. For ¢; smaller than some critical link
rate ¢}, we show in Corollary 9.2.6 that the lower bound of Exercise 9.2.4 can be
simplified considerably.

We start by drawing a parallel with the single-node result. There, ¢ has to be
found such that

b+ ct —EA®1))?

)

is minimized. Let 7. denote an optimizing argument ¢. L.(¢) can be interpreted as
the cost of generating b + ct in an interval of length 7, and 7, as the time duration
yielding the ‘lowest cost’.

Now we turn to our tandem setting, and in particular to the result of
Lemma 9.2.3. Computing the minimum of A(y, z) over its admissible region, we
saw that, under Assumption 6.2.1, in both cases the optimizing y was equal to
y = b + cyt. On the contrary, for the optimizing z there were two possible regimes.

Now recall the Representation (9.6) of k(s,f) as a conditional mean, and
Equation (9.7). The result in Lemma 9.2.3 essentially states that in the regime
k(s,t) < cis the most likely realization of Zf’zl Ai(—t,0) > nb + ncyt yields
Yo' Ai(—t, —s) = nb + ncyt — neys (with high probability, n large). In the other
regime, k(s,t) > cis, the most likely realization of Y ;_; A;(—t,0) > nb + ncat
does not automatically yield >/, A(—t, —s) > nb + ncat — ncys (with high prob-
ability, n large); in this case, fulfilling the second constraint in Equation (9.7)
requires additional ‘cost’.

The next decomposition result follows immediately from Lemma 9.2.3 and the
above.

Corollary 9.2.5 Fors € (0,t), we have Y (s,t) = L,(t) + L(s | t), with
Lis | 1) max*{E(A(s) | A(t) = b + cat) — ¢y, 0}
s =

2Var(A(s) | A(t) = b + cyt)

B maxz{k(s, t) —cys, 0}
"~ 2Var(A(s) | A(t) = b+ cat)

9.9)

Similar to the interpretation of the single-node result, we can interpret Y (s, t)
as the cost of generating the required amount of traffic. Denoting by s* and *
optimizing arguments in Exercise 9.2.4, the intuition is as follows:

e ‘Cost component’ L,(¢) is needed to generate b 4 ¢t in the interval (—t, 0].
By taking the infimum over t (to get t*) we find the most likely epoch to
meet the constraint.

e ‘Cost component’ L(s | ¢) is required to make sure that no more than c;s
is generated in the interval (—s, 0], conditional on the event A(—t,0) =
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b + c>t. We can interpret s* as the epoch at which most effort has to be done
to fulfill this requirement. This is, of course, reflected by the fact that in
Equation 9.2.4 we have to take the supremum over all s in (0, #). Evidently,
if k(s,t) < cys for all s € (0, ¢), this cost component is 0.

For large values of cj, k(s, t) will be smaller than c;s for all s € (0, ) (note
that k(s, #) does not depend on c¢;). As argued above, in this case, the second term
in Corollary 9.2.5 vanishes. If this holds for the ¢ that minimizes the first term, i.e.,
tc,, then

inf sup Y(s,t) = L, (t,). (9.10)

1>19 5e(0,1)
This clearly holds for all ¢; larger than

¢y :==inf{c; | Vs € (0, ¢.,) : k(s,1,,) < c15}

k(s, t,
=inf{c1 Vs € (0,1,) ¢ > M}
S

k(s, 1)
= sup ———.
5€(0,1c,) s

Corollary 9.2.6 For all c| > c}, Equation (9.10) applies.

Based on the above arguments, we conclude the following:

o Itimplies that, for ¢ larger than the critical link speed ¢}, the lower bound on
19 (b) of Exercise 9.2.4 coincides with the result of a single-node queue with
service rate c;. The intuition behind this is that, essentially, in this regime
all traffic entering the first queue is served immediately, and goes directly
into the second queue; traffic is not ‘reshaped’ by the first queue.

e On the contrary, however, if ¢; < ¢} then the first queue does play a role in
delaying and reshaping the traffic before entering the second queue.

This dichotomy will be further explored in the next section.

9.3 Tandem: tightness of the decay rate

The result of Exercise 9.2.4 yields a lower bound on the decay rate I{V(b). Of
course, such a bound is only useful if it is relatively close to the actual decay rate, or,
even better, coincides with it. In the latter case, we say that the lower bound is tight.

In Section 9.2, we have derived a lower bound on IV (b) by replacing the decay
rate of an intersection of events by the decay rate of the least likely of these. It is
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9.3. Tandem: tightness of the decay rate

important to observe that if the optimum path in this least likely set happens to be
in all the sets of the intersection, then the lower bound is tight.

More specifically, let s* and ¢* be optimizers in the lower bound of Corol-
lary 9.2.4. Clearly, we can prove tightness of the lower bound by showing that the
most probable path in U- ;- is in SO (or SO, use Theorem 9.2.1). In our analysis,
we distinguish between the two cases (or regimes) (A) ¢y > ¢}, and (B) ¢; < ¢7.

Regime (A): ¢y larger than the critical service rate. In this situation, we know
from Exercise 9.2.6 that the lower bound in Corollary 9.2.4 reduces to the decay
rate in a single queue. The following result follows easily.

Theorem 9.3.1 Under Assumption 6.2.1, if ¢; > c7, then

I19(b) = inf sup Y(s,1) = L, (1),

1>10 s€(0,1)
and a most probable path in S© is
[ (r)y=—-E(A(r,0) | A(—t.,,0) = b+ cat). 9.11)

Proof. As shown in Section 9.2, in this regime t* = #.,, whereas the choice of
s* is irrelevant (as ¢; > ¢} implies L(s | t*) =0 for all s € (0, ¢*)). Notice that
it is now sufficient to show that f* € SV, or f* € SO (use Theorem 9.2.1). We
claim that f*(-) € SO, or more precisely, that there exists ¢ > t° such that for all
s € (0, 1) it holds that f*(—s) — f*(—t) > b + cat — c;s. This follows because, by
definition of ¢7, for all s € (0, ),

[r(=s) = f1(=1") = E(A(=1", =s) | A(=1",0) = b + cat”)

=b+ct* —k(s,t*) > b+ ot —cys.

This completes the proof. O

We want to stress that the above theorem holds for all Gaussian processes,
regardless of the specific shape of the variance function. Consequently, the result
is also valid for Ird processes, such as fBm (with H > %).

Regime (B): ¢y smaller than the critical service rate. We follow the same
approach as in Regime (A): first we derive (in Lemma 9.3.3) a most probable
path in U;- -, and then we verify (in Theorem 9.3.4) whether this path is in S©. It
turns out that we have to impose certain additional conditions to make the lower
bound of Corollary 9.2.4 tight. We proceed by two technical lemmas; the proof of
Lemma 9.3.2 is given in Appendix B of [201].

Lemma 9.3.2 Under Assumption 6.2.1, if ¢; < cJ, then k(s*,t*) > c;s™.
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Lemma 9.3.3 If k(s, t) > c\s, then a most probable path in U, is
S(r)=—=E(A(r,0) | A(=1,0) = b + cat, A(—s,0) = c15), 9.12)
with the corresponding decay rate I (b) = A(b + cat, b + cat — c15).

Proof. Using standard properties of conditional multivariate normal random vari-
ables, we see that f(r) equals

=07 (s, ) (—r, 1) — 03 (s, )T (—r, ),

with
9*(‘5" t) . -1 b+ Ccot
( 9;*(”) ) = 2(s,1) ( s ) (9.13)

We finish the proof by applying Lemma 9.2.3, and observing that
1
SR =T 0= A0+t b+eor—cs),

which is a matter of straightforward calculus. O

Before presenting our tightness result for the case ¢; < ¢}, we first introduce
some new notations.

e For ri,r, <0,
EA(r1, r2) == E(A(r1, r2) | A(=1*,0) = b + cat*),

v_vith Var(-) and Cov(:, -) defined similarly. Also, v(r;) := VarA(ry, 0) and
['(ry, r2) := Cov(A(ry, 0), A(r2, 0)).

e For r € (—t*, 0) we define the functions

) EA(r, 0) + c¢ir i) i m(r) ) = T(r, —s*)
NGO Taesy P T Ao
Theorem 9.3.4 Suppose
m(—s) < p(—s) foralls € (0,1). 9.14)

Under Assumption 6.2.1, if ¢ < c7, then

I19(b) = inf sup Y(s,1) = A(b+ cat*, b+ cot* — c15%),

1>10 5e(0,1)
and a most probable path is

[ (r)y = =E(A(r,0) | A(—1%,0) = b+ cat*, A(—s*,0) = c15%).
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9.4. Tandem: properties of the input rate path

Proof. As in Theorem 9.3.1, we have to show that f*(-) is in SO This is done as
follows.

Fr(=s) — f*(—=1*) = E(A(=1*, —s) | A(—t*,0) = b + c2t*, A(—s*,0) = ¢5%)
=b+ crt* —E(A(—s,0) | A(—s*,0) = ¢15%)
T(—s, —s*)
v(—s*)

Now it is easily seen that Equation (9.14) implies that

— b+ eyt —EA(=s,0) — (Cls* —FEA(=s*, 0)) .

fr(=s)— f (=) = b+t —cys

for all s € (0, t*). Due to Lemma 9.3.2, we have that k(s*, t*) > c¢;s*. With Lemma
9.3.3, the expression for 1V (b) follows. O

Although the condition (9.14), required in Theorem 9.3.4, is stated in terms of
the model parameters, as well as known statistics of the arrival process, it could
be a tedious task to verify it in a specific situation. The next lemma presents a
somewhat more transparent necessary condition for (9.14).

The intuition behind the lemma is the following. Observe that both p(-) and
m(-) attain a maximum 1 at » = —s*. For p(-) this follows from the observation that
p(r) is a correlation coefficient; for m(-) from Corollary 9.2.5 and Lemma 9.3.2.
Then a necessary condition (9.14) is that in s* the curve m(-) is ‘more concave’
than p(-). The proof of the lemma is given in Appendix C of [201].

Lemma 9.3.5 A necessary condition for (9.14) is

m"(—s*) < p"(—s"), (9.15)
or equivalently,

Or(s™, 1) " (1" —s*) = V" (s*) + 05(s*, 1) (V" (0) —v"(s)) > 0. (9.16)

Condition (9.16) has an insightful interpretation, which will be given in the
next section.

9.4 Tandem: properties of the input rate path

So far, we have analyzed paths f(-) of the cumulative amount of traffic injected into
the system. In this section we turn our attention to the first derivative g(-) := f'(-)
of f(-), which can be interpreted as the path of the input rate of the queuing system.

As before, we have to consider two regimes: (A) ¢; > ¢}, and (B) ¢; < ¢J; let
Assumption 6.2.1 be in force. Consider the paths f* as identified in Theorems 9.3.1
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and 9.3.4, and, more specifically, their derivative g*(-) := (f*)’(-). In case (A), with
t*=t.,,and r € (—1*,0),

b+ Czt*
2v(t*)

g (r) = W' (r+1*) +0'(—r)),

whereas in case (B) it turns out that, with r € (—t*, —s*],

V(i +1*)+v'(=r) o* —V'(—=r — s*) +V'(—r)

g = > (s 1) + >

63 (s™, 17),
and with r € [—s*, 0),

& (r) = vV (r+ t*)2+ v'(—r) 015", %) + V(r + s*)2+ V'(=r)

03 (s*, 1%).

If v/(0) = 0, we prove below that the path g*(-) has some nice properties. Notice
that the requirement v'(0) = 0 holds for many Gaussian processes. It is not valid
for standard Brownian motion, since then v(¢) = ¢, but the special structure (inde-
pendent increments!) of Brownian motion allows an explicit analysis. Fractional
Brownian motion (fBm), with v(¢) = 2, has v/(0) = 0 only for H € (%, 1]. These
examples are treated in Section 9.5.

Proposition 9.4.1 If ¢; > ¢} and v'(0) = 0, then g*(0) = g*(—1*) = c».

Proof. Notice that ¢* satisfies

V(t*)
2@

=b + crt”.
The statement follows immediately from v'(0) = 0. (As an aside, we mention that
g*(+) is symmetric in —t*/2.) O

Just as we exploited properties of #* in the proof of Proposition 9.4.1, we need
conditions for s* and ¢* in the regime ¢; < c}. These are derived in the next lemma.

Exercise 9.4.2 Show that, if ¢; < c7, then s* and * satisfy the following equations:
20 = 07 (s, 1) V' (t*) + 03 (s*, 1) (V' (") — ' (1F — 57));
201 = 03(s*, 1) V(") + 01 (57, 1) (V' (s™) +0' (1" — 5)).

Solution. By Lemma 9.3.2, k(s*, t*) > c;s*. Observe that we can rewrite Y (s, ) =
A+ crt, b+ crt —c18) =

1
0Tx(s, 1) — 5eTz(s, 10, where x(s, 1) := < b+t ); 9.17)

Cc1§
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9.4. Tandem: properties of the input rate path

here we abbreviate 6 = (67 (s, 1), 05 (s, t))T. We write 9, and 9 for the partial
derivatives with respect to ¢ and s, respectively. The optimal s* and t* necessarily
satisfy the first-order conditions, obtained by differentiating Equation (9.17) to ¢
and s, and equating them to 0. Direct calculations yield

Oica \ _ [ 361 9,6, ~
( 6rcy ) - ( 3,0, 9,0 )(E(s, 10 — x(s, 1))
1620/ (1) + 8,T' (s, 16,6,
+ .
1030'(s) + 8,1 (s, 16,6,

Equation (9.13) provides x(s, ) = X(s,1)0. Now the statement follows directly.

<&

Proposition 9.4.3 Ifc; < ¢} and v'(0) = 0, then (i) g*(—t*) = ¢y, and (ii) g*(—s*)
= c1. Also, the necessary condition (9.16) is equivalent to (g*)'(—s*) > 0.

Proof. Claims (i) and (ii) follow directly from v'(0) = 0 and Exercise 9.4.2. The
last statement follows directly after some calculations. |

Proposition 9.4.3 can be interpreted as follows. The second queue starts a busy
period at time —¢*. During this trajectory, the first queue starts to fill at time —s*
and is empty again at time 0, if the conditions of Theorem 9.3.4 apply. It is also
easily seen that the necessary condition (9.16) has the appealing interpretation that
(") (—s*) > 0: the input rate path should be increasing at time —s*.

Some remarks. We end this section by giving two hints on extensions. The first
shows how to make the lower bound tighter, while the second indicates how to
extend the analysis to multiple-node tandem systems.

Remark 9.4.4 In our lower bound, we replace the intersection over s € (0, ¢) by
the least likely event of the intersection. Under condition (9.16) the occurrence of
the least likely event implies all the other events in the intersection, with high prob-
ability (in the sense that f* € U+~ implies that f* € U+ for all s € (0, ¢*)). The
examples in Section 9.5 show that the Condition (9.14) is met for many ‘standard’
Gaussian models, but not always.

If there is no tightness, a better lower bound can be obtained by approximating
the intersection by more than just one event:
1) > inf sup inf I(f),

1>10 5¢(0,1ym [ E€Us.s

where 5 = (s1, - - - , S), and the ‘multiple-constraints set’ U5, is defined by
= | fE—fEDzbtat f(=s) = f(=) 2 b+t —as,

s fori=1,....m [~
Obviously, the lower bound becomes tighter when increasing m. <&
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Remark 9.4.5 The approach we have followed in this section to analyze the two-
node tandem network, can be easily applied to an m-node tandem network, with
strictly decreasing service rates, i.e., ¢; > ... > ¢, —nodes i for which ¢; < ¢jq
can be ignored, cf. [15, 104, 147]. Note that Zf;l Q;.n 1s equivalent to the single
queue in which the sources feed into a buffer that is emptied at rate c;. This means
that we have the characteristics of both Zf":_ll Q,, and Z;”:l Q;.n, which enables
the analysis of Q,, ., just as in the two-node tandem case. <

9.5 Tandem: examples

As argued extensively in the earlier chapters, one of the reasons for considering
Gaussian input processes, is that they cover a broad range of correlation structures.
More specifically, choosing the variance function appropriately, we can make the
input process exhibiting for instance Ird behavior. In this section, we do the com-
putations for various variance functions. We also discuss in detail the condition in
Theorem 9.3.4.

Brownian motion. As seen before, v(t) =t yields ¢, = b/c;. According to
Corollary 9.2.6, c7 is the largest value of ¢; such that for all s € (0, #.,),

2 b+ ertey) — 15 <0,

&3

i.e., ¢} = 2cy. Hence, using Theorem 9.3.1, we have for ¢; > 2c¢, that IV (b) =
2bc,, with a constant input rate g*(r) = 2c¢, for r € (—b/c»,0) and g*(r) =0
elsewhere.

Now we turn to the case where ¢; < 2¢,. The optimizing s* and #* are deter-
mined by solving the first-order equations for s and ¢, see Theorem 9.3.4. We
immediately obtain that t* = b/(c; — ¢;) and s* = 0. We conclude that for this
regime the service rate of the first queue does play a role. The most probable input
rate path reads g*(r) = cy, for r € (=1*,0) and g*(r) = 0 elsewhere. It is easily
verified that the most probable path f*(-) is in S®, making the decay rate as found
in Theorem 9.3.4 tight. In other words,

2
bcy

I19() = Ab+ort*, b+ oot —¢15*) = ——.
2(c; —¢2)

Observe that, interestingly, Brownian motion apparently changes its rate instan-
taneously, as reflected by the most likely input rate path. This is evidently an
immediate consequence of the independence of the increments.

Fractional Brownian motion. Choosing v(t) = t*# gives

b H

Czl—H.

tc,
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By Theorem 9.3.1,

1 b \22H 2H
190) = 5 (—) (%)
2\1—-H H

for all ¢; > c}. Unfortunately, for general H there does not exist a closed-form
expression for c7.

Exercise 9.5.1 Note that, in general, ¢} is a function of b. Prove that for fBm ¢}
does not depend on b.

Solution. Straightforward calculus yields that

*

c 1+ — (1 —a)?H
cf=—1| sup :
2H \4ec0,1) a

observe that the self-similarity entails that for fBm ¢} does nor depend on b. <>

Now turn to the case ¢; < ¢]. Lemma 9.3.5 states that Condition (9.16) is a
necessary condition for tightness to hold. Observe that v’(t) = 2H — 1)2H 2H=2
and hence v”(0) = oo. It is easily checked that 65 (s*, r*) < 0, which implies that
in this case (9.16) is not satisfied. Therefore the lower bound on / C(t) (b) is not tight.

M/G/oo input. In Section 2.5 we introduced the Gaussian counterpart of the
M/G/oco model; let A be the arrival rate and § the mean job size. For fBm we could
a priori rule out tightness of the lower bound due to v”(0) = oo, see Lemma 9.3.5.
For M/G/oo inputs Exercise 2.5.2 shows that v”(0) is finite (even for heavy-
tailed job durations D). It implies that condition (9.14) needs to be checked to
verify tightness.

Now we consider some examples of session-length distributions. In all the
examples we take b = 0.5, A =0.125, 6 =2 and ¢, = 1.

e Exponential. In this case, v(-) is given by Equation (2.5). Notice that v(-)
tends to a straight line for large ¢ (corresponding to short-range dependence).
Numerical computations then give ¢} = 1.195. Taking ¢; = 1.1 results in
s* =4.756, t* =5.169 and m(r), p(r) as given in Figure 9.3. The upper
panel of Figure 9.3 shows m(r) and p(r) for r € (—t*, 0), whereas the lower
panel magnifies the graph around —s*. We see that indeed m(-) < p(-) on
the desired interval, so the decay rate is tight. A corresponding input rate
path is given in Figure 9.2, which satisfies the properties as indicated in
Proposition 9.4.3.

e Hyperexponential. In case D has a hyperexponential distribution, with prob-

ability p; € (0, 1) it behaves as an exponential random variable with mean
v !, with i = 1,2 and p, + p, = 1. It is easily verified that

v(r) = 2)\17_31 (nir = 14e7) +2kp—§ (vt — 1+ e,
Vi V3
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0.8
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— Time

Figure 9.2: Input rate path for M/exp/oo input process.

with v, = p,/(§ — p1/v1). Like in the exponential case, v(-) is asymptoti-
cally linear. For p; = 0.25 and v; = 5, we find ¢} = 1.173, and s* = 4.700,
t* = 5.210, when using ¢; = 1.1. Also for this example m(-) < p(-), and
hence there is tightness; the graph looks similar to Figure 9.3.

e Pareto. If D has a Pareto distribution, then P(D > t) = (1/(1 +¢))*. The

variance function is given by Equation (2.6). Notice that we have o = %,
yielding v(t) ~ t+/t, which corresponds to Ird traffic. Numerical calculations
show that ¢} = 1.115, and for ¢; = 1.1 we obtain s* = 4.373, t* = 5.432.
Again it turns out that m(-) is majorized by p(-). We empirically found,
however, that there is not always tightness in the M/Par/oo case. Interestingly,

if b is larger, for instance b = 1, then Condition (9.14) is not met.

9.6 Priority queues

In Sections 9.2 and 9.3 we analyzed overflow in the second queue of a tandem
system. This analysis was enabled by the fact that we had explicit knowledge of
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Figure 9.3: M/exp/oo input process.
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both the first queue and the total queue. In the present section, we use the same
type of arguments to solve the (two-queue) priority system.

Analysis. We consider a priority system with a link of capacity nc, fed by
traffic of two classes, each with its own queue. Traffic of class 1 does not ‘see’
class 2 at all, and consequently we know how the high-priority queue Q) ,, behaves.
Also, due to the work-conserving property of the system, the fotal queue length
On.n + Qu.n can be characterized. Now we are able, applying the same arguments
as for the tandem queue, to analyze the decay rate of the probability of exceeding
some buffer threshold in the Ip queue. This similarity between tandem and priority
systems has been observed before, see for instance [93].

We let the system be fed by # i.i.d. hp sources, and an equal number of i.i.d. Ip
sources; both classes are independent. We assume that both hp and Ip sources are
Gaussian, and satisfy the requirements imposed in Section 9.1. Define the means
by w, and g, and the variance functions by vy (-) and v,(-), respectively; also
W=y + e (where < ¢) and v(-) := v, (-) + ve(-). We note that in this priority
setting we cannot restrict ourselves to centered processes. We denote the amount of
traffic from the ith hp source in (s, ¢], with s < ¢, by A, (s, ?); we define A ; (s, 1)
analogously. Also I';,(s, t), ['¢(s, t), and Ry, R, are defined as before.

Remark 9.6.1 Notice that this setting also covers the case that the number of
sources of both classes are nor equal. Assume for instance that there are na Ip
sources. Multiplying p, and v,(-) by « and applying the fact that the normal
distribution is infinitely divisible, we arrive at n i.i.d. sources. >

In the tandem situation we could, without loss of generality, center the Gaussian
sources. It can be checked easily that such a reduction property does not hold in
the priority setting, since there is no counterpart of Remark 9.1.3. Hence we cannot
assume, without loss of generality, that u, = pu, = 0.

Analogously to Lemma 9.1.1, we obtain that P(Qy , > nb) equals
1 ¢ 1 ¢
P (Elt >0:Vs >0: - ;Ah,i(—t, —s) + p ;A&i(—t, 0)>b+c(t— s)).

Let Ii") (b) be the exponential decay rate of P(Q,, > nb); analogously to Theo-
rem 9.2.1 it can be shown that this decay rate exists. Similar to the tandem case,

with £() = (fu(), fe()),
SV = eQxQ: fi(—s) — fil—=1) — fi(—=1) > b+c(t —5)};

o ._ —f=D = fu=0) = ber: |
ot = {fGQXQ‘ Fi(=) = Ful=1) = fu(—1) = b+l —5) } 19

1 n 1 n
P(Qen > nb) =P ((; ; A () ~ 2:; Az,i(')> SUIR Sif?) :

t>0 5s>0
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Theorem 9.6.2 The following lower bound applies:
I (b) > infsup inf 1(f). (9.19)
12

“Vs>0 fEZ/ép,
with f,(t) := fu(t) — pat, fo(1) == fo(t) — pet, and
I ,_1 Z 12 1 — 2
(f) =S allk, + SN F el -

The infimum over f € Z/ls(?,) can be computed explicitly, as in Lemma 9.2.3.
As the analysis is analogous to the tandem case, but the expressions are more
complicated, we only sketch the procedure. Again there is a regime in which one
of the two constraints is redundant. Define

kp(s,t) :=E(A,(s) | Ap(t) + Ae(t) = b + ct).
Using the convexity of the large-deviations rate function, it can be shown that, if
E(Au(t —s)+Ac(t) | Ap(t) + Ag(t) =D +ct) > b+ c(t — ),

only the first constraint in the set (9.18) is tightly met; it is equivalent to require
that k, (s, 1) < cs. (If k, (s, t) > cs either both constraints in the set (9.18) are met
with equality, or only the second constraint is met with equality; exact conditions
for these two cases are easy to derive, but these are not relevant in this discussion).
As earlier, under k, (s, t) < cs, we obtain the decay rate

(b+ (c — wn)?

inf I(f) = ——F——"", 9.20
fle%/ff ) 200 (9.20)

cf. the single queue with link rate nc; in the other cases, the expressions are some-
what more involved. Denote the value of # > 0O (in this section) by #, that minimizes
the right-hand side of Equation (9.20).

Similar to the tandem case, there is a regime (i.e., a set of values of the link
rate ¢) in which IL(.p) (b) coincides with the decay rate of a single queue. In this
regime, which we call regime (A), conditional on a large value of the total queue
length, it is likely that the hp queue is empty, such that all traffic that is still in the
system is in the lIp queue. Hence, for all ¢ in

{c|Vs>0:k,(s, 1) <cs} (9.21)

we conclude

b+ (c = W)
2u(te)
If ¢ is not in the set (9.21), we can use the methodology of Sections 9.2 and 9.3

to find a condition under which the lower bound of Theorem 9.6.2 is tight; we call
this regime (B).

1P(b) =

139



Tandem and priority queues

Two regimes. In the tandem case, we found that the single-queue result holds
for ¢; > ¢}, whereas it does not hold for ¢; < c7; the threshold value ¢} was found
explicitly in Section 9.2. In the priority setting, there is not such a clear dichotomy.
Consider, for instance, the situation in which both types of sources correspond to
Brownian motions; v, (1) = Apt, ve(t) = Aet, and A := X, + A,. Define

- Ae
g = \/uﬁ + e w)
h

Then straightforward calculus yields that for (A, — A¢)c < Ap(un + 2n¢) — Aefin,
regime (A) applies (i.e., the single-queue result holds):

2b(c — )

1P(b) = -

whereas otherwise we are in regime (B):

b(E —
Igp)(b)z ( - /LK);
t

this is shown by verifying that the lower bound of Theorem 9.6.2 is tight for the
specific case of Brownian motion input. Using u;, 4+ iy < ¢, it can be verified
easily that this implies that for A;, < A, the single-queue solution applies, whereas
for 1, > A, only for

A +2pme) — Aty
c <
- An— Ay

)

the single-queue solution applies. We return to this model in Section 11.3.

Discussion. Large deviations for priority queues have been studied in several
papers. We mention here the works [204, 292]. We briefly review these results, and
compare them with our analysis. Our lower bound reads

1P ) = infsup Yp(s.0), with Tp(s,0):= inf 1(f).
s > p.

520 reu?

Just as we did, [204] identifies two cases. They get the same solution for our
regime (A), i.e., the situation in which, given a long total queue length, the hp
queue is relatively short, cf. also the empty buffer approximation in [29].

In regime (B) the hp queue tends to be large, given that the total queue is long.
To prevent this from happening, [204] proposes a heuristic that minimizes I( /) over

{feQxQ:3t>0:—fu(—t)— fi(—=t) = b+ ct; — fr(—1t) < ct}. (9.22)

Because regime (B) applies, the optimum paths in the set (9.22) are such that the
constraints on f are tightly met; consequently, set (9.22) is a subset of Z/{[(E). Hence
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the resulting decay rate, which we denote by IL II(b) yields a lower bound, but our
lower bound will be closer to the real decay rate:

Ic(pl)l(b) me p(t,1) < mfsupT (s,1) = I(P)(b)

05>0

Remark 9.6.3 In the simulation experiments performed in [204], it was found
that the lower bound Ifﬁ(b) is usually close to the exact value. Our numerical
experiments (cf. the examples on the tandem queue in Section 9.5) show that the
hp buffer usually starts to fill shortly after the total queue starts its busy period.
This means that, in many cases, the error made by taking s = ¢ is relatively small.
It explains why the heuristic based on set (9.22) performs well. <&

Wischik [292] focuses on discrete time, and allows more general traffic than
just Gaussian sources. Translated into continuous time, in regime (B), his lower
bound on the decay rate / C(ﬁ)u(b) (Theorem 14) minimizes I( f) over

{feQxQ:Ft>0:35>0:—fr(—1t)— fe(—t) = b+ ct; — fr(—s) < cs};
(9.23)

again a straightforward comparison gives that our lower bound 7 ® 1 (b) is closer to
the actual decay rate:

Ic(pl)ll(b) mfme p(s,1) < lnfsupT (s,1) = 1(p)(b)

>0 550

Bibliographical notes

This chapter is largely based on Mandjes and Van Uitert [201], see also [199].
Interestingly, along the lines of Mannersalo and Norros [204, 206, 225, 226] also
the following approximation can be proposed:

(b + Czt)2

10
&)~ z>t‘J 2vu(t)

; (9.24)

in [204, 206, 225, 226] this is called a (rough) full link approximation. The idea
behind this approximation is the following. If 7., > #°, and traffic has been generated
at a more or less constant rate in [—Z.,, 0], then no (or hardly any) traffic is left in
the first queue at time 0, and the approximation seems reasonably accurate. If, on
the other hand, 7., < 19, then there will be traffic left in the first queue at time 0,
so the input rate needs to be pushed down; therefore # = ° has to be chosen, such
that the sources are forced to transmit at about rate ¢, and the first queue remains
(nearly) empty. Numerical experiments have indicated that this approximation is

quite accurate, see Mandjes, Mannersalo, and Norros [192].
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In this chapter, we have seen that the lower bound presented in Section 9.2 is
tight for iOU, but not for fBm. The difficulty when looking for the most likely path
is that, for fixed ¢, we have to deal with an infinite intersection of events, indexed
by s € (0, ). We found a lower bound on the decay rate of the intersection, which
corresponded to the least likely event in the intersection. As remarked earlier, the
lower bound is tight if this least likely event essentially implies the other events
in the intersection. Apparently, for iOU this is the case (and is the most likely
path equivalent to the weighted sum of two covariance functions), but for fBm it
is not.

The question remained what the most likely path should be for fBm. To inves-
tigate this issue, Mandjes, Mannersalo, Norros, and Van Uitert [193] have been
looking first at a more elementary case. Consider the decay rate of p,[V], with

Vi= () Vi with V= {f e Q: f(1) > 1},

te(0,1)

which could be interpreted as the event of having a busy period of length at least
1, in a queue drained at unit rate. Norros [223] already provided several bounds
on this decay rate:

— as )V, €V, we have

li ! 1 V] > & !
— lim —log p,[V]> sup —— = —:
n—oo p &P lg(oﬂ) 2¢2H 2

— as the norm of any feasible path is an upper bound, we have

1
— lim —log p,[V] < I(x) =: 9 (H),
n—»oon
where x (1) =t, for t € (0, 1).

The function ¥ (-) could be evaluated explicitly, and numerical investigations indi-
cated that there was still a modest gap between the lower bound (i.e., %) and the
upper bound. In [193], the exact value for the decay rate was found. Notably, the
most likely path f* is for H € (%, 1) such that f*(t) =t for ¢ € [0, T] U {1} (where
T < %), and that f*(r) > ¢ for r € (z, 1); similarly, in the regime H € (0, %), we
have that f*(t) =t for t € {0} U [z, 1]. Interestingly, the most likely path is now
a linear combination of uncountably many covariance functions. The analysis is
substantially more involved than that of this chapter, but a number of concepts
could still be used; more specifically, the concept of least likely events turned out
to be very useful. [193] also shows that the ‘smoothness’ of the Gaussian process
under consideration plays an important role here, which also explains why for iOU
the lower bound of this chapter was tight, but for fBm it was not.
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The techniques to identify the most likely path in V' can be adapted to the
tandem case. In Mandjes, Mannersalo, and Norros [192] (a program to compute)
the corresponding decay rate is presented: a function ¢ is found such that

1
lim —logP(Qs, = nb) = (b, c1, ¢z, H).
n—-oo n
In case ¢ < cJ, we again have that a part of the most likely path is linear. It is noted
that these also provide the large-buffer asymptotics: reasoning as in Exercise 5.6.3
leads to

1
lim ———logP(Q> > B) = ¢(1, ¢y, o, H). (9.25)

B—00 B

The fact that there is, in the tandem setting, a critical service rate ¢} has been
observed several times earlier. In this respect, we mention the pioneering study
of Chang, Heidelberger, Juneja, and Shahabuddin [47]. They focus on srd sources
in a discrete-time setting for a class of queuing networks that is slightly more
general than tandems (intree networks). In [47] also a fast simulation procedure is
proposed. The dichotomy, with a regime in which the first queue is ‘transparent’
and a regime in which the first queue really ‘shapes’ the traffic, was also found
in several other studies: see for instance Chang [45], Mandjes [183], and Debicki,
Mandjes and Van Uitert [66]. Also notice the similarity with the priority queue,
see [3].

When analyzing a tandem system under the many-sources scaling, we have
implicitly characterized the (aggregate) output stream of the first queue. Wischik
[291] concentrates, also in the many-sources setting, on the statistical characteristics
of the individual output streams; he shows that these are essentially unchanged by
passage through the first queue. Wischik and Ganesh [293] argue that the (aggre-
gate) output stream is ‘as long-range dependent’ as the input stream (in terms of
its so-called Hurstiness).

We already explained in Section 9.6 how our results on the priority system
compare to those found by Mannersalo and Norros [204] (which was essentially
a rough full link approximation, comparable to Equation (9.24) described above)
and by Wischik [292]. It turns out that the case with fBm input allows an explicit
solution, see Mandjes, Mannersalo, and Norros [191]; this analysis again relies on
the findings of [193].

We conclude this chapter by remarking that Shakkottai and Srikant [263] focus
on delay asymptotics (rather than the asymptotics of the buffer content distribution)
under the many-sources scaling, see also Sections 10.7 and 11.3. A related study
on priority queues is by Delas, Mazumdar, and Rosenberg [71].

143






Chapter 10

Generalized processor sharing

Traditionally, every type of allocation was supported by a different network: there
were logically separated voice networks, data networks, etc. The current trend,
however, is to integrate these networks, such that a growing range of traffic types
is supported over a common network infrastructure. As described in the introduction
of this book, these traffic types are highly heterogeneous, with respect to both their
performance requirements and their statistical properties.

It is clear that FIFO queues lack the capability of offering multiple performance
levels. Hence, if a FIFO queue is used to support traffic classes with heterogeneous
performance requirements, all classes should be offered the most stringent of these
requirements. This approach inevitably leads to inefficient use of network resources:
some of the classes get a considerably better performance than requested. This
explains why performance differentiation is desirable.

The need for efficient performance-differentiating mechanisms motivates the
development of discriminatory scheduling disciplines. These are designed such that
they actively distinguish between the streams of the various traffic types. Packet
versions of the ideal fluid discipline generalized processor sharing (abbreviated as
GPS in this monograph) (see, e.g., [73, 235, 236]) are considered to be suitable
candidates. In GPS, each class is guaranteed a certain minimum service rate; if one
of the classes does not fully use this guaranteed rate, the residual capacity is redis-
tributed among the other classes (in proportion to their guaranteed rates). Note that
this makes GPS a work-conserving discipline. GPS is considered as an attractive
compromise between isolation and sharing: each traffic class is protected against
‘misbehavior’ of other classes, whereas at the same time substantial multiplexing
gains between classes can be achieved.

In this chapter, we focus on two classes sharing the total service capacity C
according to GPS. We assign guaranteed rate ¢;C to class i, which can be claimed
by class i at any time — the ¢; are referred to as weights, i = 1, 2. Without loss of

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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generality, it can be assumed that the weights sum to 1. Both classes are assigned
a queue that fills when the input rate temporarily exceeds the capacity available.
When both classes are backlogged, i.e., have nonempty queues, both are served at
their guaranteed rate. If one of the classes does not fully use its guaranteed rate,
then the unused capacity is made available to the other class.

It is clear that, in order to fully benefit from GPS, the weights should be chosen
appropriately. This weight setting is not a straightforward task that usually relies on
expressions (or approximations) for the buffer-content distributions of the queues.
Weight setting procedures available from the literature are often restricted to special
classes of input traffic; see, e.g., [94, 165] for the case of leaky-bucket regulated
traffic.

We remark that the priority queue, as analyzed in Section 9.6, is a special
case of GPS: one of the weights is chosen to be 1 and the other as 0. Clearly,
the priority queue does not offer the flexibility of GPS. More particularly, under
priority scheduling the low-priority class can suffer from starvation effects when,
during a substantial period of time, the high-priority class claims the full service
capacity. Under GPS such a situation can be prevented, by giving the ‘low-priority’
class a sufficiently high weight.

This chapter can be considered as the ‘GPS analog’ of the previous chapter: we
develop sample-path large deviations for a GPS system fed by Gaussian traffic. As
in the previous chapters, we again consider the many-sources scaling: the capacity
of the queue is nc, and there are n sources of both type 1 and type 2 (but this is
by no means a real restriction, as Remark 9.6.1 applies again). The purpose of this
chapter is to find the counterpart of Theorem 9.6.2: we wish to characterize the
decay rate of the overflow probabilities (of both queues).

The structure of this chapter is slightly different from that of Chapter 9. For the
models dealt with there, i.e., the tandem and priority queue, we knew how to analyze
one of the two individual queues of the network (the first queue in the tandem case,
and the hp queue in the priority case), as well as the total queue (defined as the sum
of the buffer contents of the individual queues). This knowledge enabled us to ana-
lyze the other individual queue (i.e., the downstream queue in the tandem case, and
the Ip queue in the priority case). Unfortunately, this approach breaks down in the
GPS case, as the individual queues are so intimately related that it is impossible to
analyze one without the other. In other words, the only queue that is straightforward
to analyze is the total queue. This makes GPS considerably harder to analyze.

A few words on the literature may be added here to put this chapter in the right
perspective. In [205], the same setting was considered (logarithmic many sources
large deviations for GPS with Gaussian input); useful intuition and heuristics were
developed, along the lines of the rough full link approximation mentioned in the
bibliographical notes of Chapter 9.

This approximation was a generalization of that found in [204] for priority
queues. In the previous chapter, we enhanced this approximation; notably a lower
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bound on the decay rate of overflow in the low-priority queue was found, as well
as conditions under which this lower bound coincides with the exact value. In more
specific terms, the main goal of the present chapter is to obtain similar rigorous
many-sources large-deviations results for the two-class GPS system.

A second asymptotic regime is the so-called large-buffer regime; see Chapter
5. It is, however, not clear to what extent the assumption of large buffers applies
in practice — particularly, real-time applications do not tolerate large delays, and
hence in this situation large buffers are not appropriate. We come back to results
on this regime in the bibliographical notes at the end of this chapter.

The organization of the remainder of this chapter is as follows. Section 10.1
formally introduces GPS. In Section 10.2 we derive upper and lower bounds for
the overflow probabilities in the two-queue GPS system. These are generic in that
they apply not only to Gaussian inputs but in fact to any input traffic model.
Then we evaluate these bounds in the many-sources framework. First we consider
the regime in which the mean rate of the type-2 sources, nu,, is below their
guaranteed rate n¢,c; lower and upper bounds on the decay rate are addressed in
Sections 10.3 and 10.4. Section 10.5 deals with the (somewhat easier) case nu, >
ng,c. We then prove tightness of the derived bounds under certain conditions, and
present an intuitive motivation why tightness can be expected more generally; see
Section 10.6. Section 10.7 considers the many-sources asymptotics of long delays
in GPS.

10.1 Preliminaries on GPS

We consider a system where traffic is served according to the GPS mechanism,
consisting of two queues sharing a link of capacity nc. We assume the system to
be fed by traffic from two classes, where class i uses queue i (i = 1, 2). Without loss
of generality, it is assumed that both classes consist of n flows (see Remark 9.6.1);
as usual, we also assume that these flows are i.i.d. We assign a weight ¢; > 0 to
class i and, again without loss of generality, assume that these add up to 1, i.e.,
¢1 + ¢, = 1. The GPS mechanism then works as follows. Class i receives service
at rate n¢;c when both classes are backlogged. Because class i gets at least service
at rate n¢;c when it has backlog, we will refer to it as the guaranteed rate of
class i. If one of the classes has no backlog and is transmitting at a rate less than
or equal to its guaranteed rate, then this class is served at its transmission rate,
while the other class receives the remaining service capacity. If both classes are
sending at rates less than their guaranteed rates, then they are both served at their
sending rate, and some service capacity is left unused. We assume that the buffer
sizes of both queues are infinitely large.

Without loss of generality, we focus on the workload of the first queue. The
goal of this chapter is to derive the logarithmic asymptotics for the probability that
the stationary workload exceeds a threshold nb. Denoting the stationary workload
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in the ith GPS queue at time O by Q,, = Q,,(0) , the probability of our interest
reads

]P)(Ql,n > }’lb),

and we wish to determine its decay rate, i.e.,
(2) : 1
I¥(D) := — lim —logP(Q;, > nb).
n—oon

We denote the amount of traffic generated by the jth flow of class i in the
interval (s,t], j=1,...,n,i =1,2 by A;;(s,1). Defining B;, (s, t) as the total
service that was available for class i in the interval (s, ¢t], we have the following
identity:

Qin() = Qin(s)+ Z Aji(s,t) — Bj,(s,t), Vs <t, withs,t € R, (10.1)
j=1

The stationary queue can be represented by
Qin(0) =sup > " A;i(=1,0) = Biy(—1,0) ¢, (10.2)
t>0 —

where the negative of the optimizing ¢ corresponds to the beginning of the busy
period that includes time 0, as argued in [249]. In the next section, we rewrite our
problem in terms of the empirical mean processes n! Z';:l Aji,),i=12

10.2 Generic upper and lower bound on the
overflow probability

In a GPS framework, the workloads of the queues are intimately related: it is not
possible to write down an explicit expression for Q;,(0), for i = 1,2, without
using the evolution of the workload in the other queue. This makes the analysis
of GPS systems hard. In this section, we derive explicit upper and lower bounds
for Q1,(0) in terms of the processes Z?:I Aji(,),1=1,2.

In the remainder of this chapter, we have to distinguish between two regimes.
The most involved regime is uy < ¢oc, which we refer to as underload for class 2.
In this regime, class 2 is stable regardless of the behavior of the other class. The
other regime is p, > ¢oc; here class 2 is said to be in overload. Although the
bounds that are derived in this section hold for both regimes, they are only useful
in the regime with underload for class 2 — they will be exploited in Sections 10.3
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and 10.4. The analysis for the regime with class 2 in overload does not require any
sophisticated bound, and is presented in Section 10.5.

Note that the results in this section hold regardless of the distribution of the
inputs; they are also valid for non-Gaussian traffic. We also remark that, in order
to justify the use of the large deviations results (in particular ‘Schilder’, i.e.,
Theorem 4.2.3) we have to formally verify whether the sets under consideration
are indeed open or closed. This (technical) issue can be dealt with in precisely the
same fashion as in [201, Theorem 3.1], and is left out here.

Trivially, we can rewrite the overflow probability as

P (Q1.4(0) = nb) =P (U {014(0) + 02,(0) = nx +nb, 02,(0) < nx}> .
x>0
(10.3)
Because of the work-conserving nature of GPS, it is easily seen that the following
relation holds for the total queue:

Q12(0) + 02,(0) = sup Z(Am(—t, 0)+ Aj2(=1,0)) —net ¢ . (10.4)
1> j=1

Substituting this relation for Q; ,(0) + Q> ,(0) in the right-hand side of Equation
(10.3), we find

. (U { sup,_, {Z’}ZI(AM(—t, 0) + Aj2(—1,0)) — ncz} > nx + nb, })
02.,(0) < nx

x>0

(10.5)
We denote the optimizing ¢ in the above supremum by ¢*. Following [249], —t*
can be interpreted as the beginning of the busy period of the total queue containing
time 0.

Next we consider 0 ,(0). Let us denote the beginning of the busy period of
queue 2 containing time 0 by —s*. Then, clearly s* € [0, t*], since the busy period
of the total queue cannot start after the start of the busy period of queue 2. Now
using the supremum representation (10.2), we obtain

024(0) = sup {> Ajs(=5,0) = Byu(—s.0) ¢ . (10.6)

s€(0,r7] =1

In order to find bounds for P(Q; ,(0) > nb), it follows from Equation (10.5) that
we need to bound the class-2 workload at time 0, Q5 ,(0). Given its representation
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in Equation (10.6), this means that we have to find bounds on the service that was
available for class 2 during the busy period containing time O.
We introduce the following additional notations:

dx >0,t>0:Vs € (0,¢] :

(/) Yy (Aja(=1,0) + Aja(=1,0)) = x + b +ct,

(1/n) 371 Aja(=5,0) < x + ¢ocs
dx >0,r>0:Vs € (0,¢] : u € [0,5) :
Fn = (1/11)2’}.=1 (Aj,l(—t, 0)+Ajr(—t, 0)) >x+b+ct,

(1/m)3 - (Aja(=s,0) + Aj1(=s, —u)) < x +cs — prcu

In the following lemmas, we derive the lower and upper bound for the overflow
probability of class 1.

&,

Lemma 10.2.1 The following lower bound applies:
P (Q1,(0) = nb) = P(&,).

Proof. Recall that —s* denotes the beginning of the busy period of queue 2 that
contains time 0. Hence, the workload of class 2 is positive in the interval (—s*, 0],
indicating that class 2 claims at least its guaranteed rate in this interval: B; ,(—s*, 0)
> ngyes*. Using this lower bound in Equation (10.6), we derive

024(0) < sup 1> Aj(—s.0) — ¢ones ¢ . (10.7)

s€(0,1*] =1

The lower bound for P(Q;,(0) > nb) is now found upon substituting Equation
(10.7) for Q,,(0) in Equation (10.5). O

Lemma 10.2.2 The following upper bound applies:
P (Q1.(0) = nb) <P (F,).

Proof. From Equation (10.6), we see that we need an upper bound on B; ,,(—s*, 0).
We distinguish between two scenarios: (a) queue 1 is strictly positive during
(—s*,0] and (b) queue 1 has been empty at some time in (—s*, 0].

(a) Since both queues are strictly positive during (—s*, 0], both classes claim
their guaranteed rate, i.e., By, (—s*, 0) = n¢gcs™.

(b) Trivially, B, ,(—s*,0) <ncs* — By ,(—s*, 0). Bearing in mind that queue 1
has been empty in (—s*, 0], we define

u* = inf{u € [0, s*) : Q1..(—u) = 0}.
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Hence, both queues were strictly positive during (—u*, 0], and consequently
both classes are assigned their guaranteed rates. Together with Equation
(10.1), this yields

Bl,n(_S*v O) = Bl,n(_S*v —M*) + Bl,n(_u*v O)

= Q1a(=s") + D Aji(=s*, —u*) + néycu’

j=1

n

> inf A (=s*, —u) +nocu

= uel0s%) X; i )+ nén
j:

This implies

By y(—s*,0) <ncs* — inf Aji(=s*, — . 10.

2n(=s",0) < nes” = inf Zl ja(=s* =) + nercu (10.8)
J:

As the right-hand side of Equation (10.8) is larger than n¢,cs*, items (a) and (b)
imply that using Equation (10.8) in Equation (10.6) yields

QZ,n (O) > sup Z Aj’z(—s, O) — ncs

s€(0,1] =1

+u€iﬁ)ﬂ) .X;Aj’l(_s’ —u) +neicu
j:

Substituting this for 0, ,(0) in Equation (10.5) then yields the desired upper

bound. O

Remark 10.2.3 Compare the sets £, and F,; evidently, £, € F,. Any path f of
the sample-mean process in F, defines epochs u* and s* (as identified in the proof
of Lemma 10.2.2). It is not hard to see that if u* =s*, f is also in &,. From
the proof of Lemma 10.2.2, taking u* = s* means that scenario (a) applies, where
queue 1 is strictly positive during the busy period of queue 2 containing time 0.
These simple observations turn out to play a crucial role in the discussion presented
in Section 10.6. <&

Remark 10.2.4 Bounds similar to those used in the proofs of Lemmas 10.2.1 and
10.2.2 have been applied in [296]. A crucial novelty of our approach, compared to
that of [296], is that it explicitly indicates when the bounds match, relying on the
interpretation of ¢*, s*, and u*; see also Remark 10.2.3.

There is, however, an important other difference compared with [296].
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e In [296], the ‘trivial GPS upper bound’ (i.e., B; , (s, t) > n¢;c(t — s)) is used
in the upper bound, whereas the lower bound is more involved (and relies
on a bound closely related to Equation (10.8)).

e In our approach, however, it is crucial that Q,,(0) is large, which happens
when (i) the total queue Q;,(0) + Q2,(0) is large, and (ii) at the same
time Q5 ,(0) is relatively small; see Equation (10.5). This explains that our
lower bound uses the trivial GPS upper bound, but now applied to queue 2.
Similarly, our upper bound uses the lower bound of [296], but now applied
to queue 2.

As a result, our bounds on P(Q; ,(0) > nb) are tighter than those in [296]. In the
large-buffer setting, the weaker bounds of [296] were sufficiently sharp, but in our
many-sources setting, this is not the case. <&

10.3 Lower bound on the decay rate:
class 2 in underload

From now, on we impose the restriction that the inputs are Gaussian. Inputs of type
i have mean rate u; and variance curve v;(); I';(s, t) is defined as the covariance
between A;(s) and A;(¢), where A;(-) is the traffic generated by a source of type i.
For ease, we also introduce p := w1 + p» (which is assumed to be smaller than c),
and v(-) == vi(-) + v2(").

Throughout this chapter, we suppose that Assumption 6.2.1 holds for both
classes (besides Assumption 4.2.2, of course).

In this section and in the following sections, we analyze the decay rate 1® D).
Sections 10.3 and 10.4 concern the regime in which class 2 is in underload,
i.e., U2 < ¢yc. In Section 10.3, we determine the decay rate of the upper bound
on P(Q;,(0) > nb) as presented in Lemma 10.2.2. Then, in Section 10.4, we
calculate the decay rate of the lower bound on P(Q; ,(0) > nb) as presented in
Lemma 10.2.1. Our analysis is based on the same methodology as before: use the
large deviations results of Cramér (multivariate version) and Schilder. However, to
apply ‘Schilder’, first a couple of remarks need to be made.

A few notes on ‘Schilder’. To make the notation somewhat more compact,
we introduce the functionals A;, i = 1,2. By A;[f](s,t) we denote the value
of n~! Z;'.:l Aji(s,t) for the (given) path f(-), ie.,

Ailf1Gs, 1) := fi(t) — fi(s);

for notational convenience, we use f(-) to denote the two-dimensional path (f(-),

fH)T.
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Recalling that ‘Schilder’ (as presented in Theorem 4.2.3) assumes centered
Gaussian processes, we find (in self-evident notation) the following large-deviations
rate function of a given path f: with f,(t) := fi(t) — pit, f,(t) := fo(t) — pat,
we have

1 — 1 —
I(f) == 5||f2||%el + 5||f2||iz,

similar to the priority case.

The lower bound. Because of Lemma 10.2.2,

1 1
Ic(g) (b) = —limsup — logP (Ql,n ) > nb) > —limsup —logP (F,).
n

n—oco N n—00

We now investigate the decay rate in the right-hand side of the previous display.
Defining the set of paths

©® ._ O ALSI(=1,0) + Ao [ f1(=1,0) = x + b + ct,
St = {f eQxQ: A fI(=s, —u) + As2[ f1(—s,0) < x — ¢icu +cs }
and
SO () U s,

s€(0,1]uel0,s)

Schilder’s sample-path 1dp (Theorem 4.2.3) yields
1
— lim —logP (F,) = inf JE(x), where JL(x) :=inf inf I(f). (10.9)
n—-oon x>0 t>0 feXng)

Notice that we used that the decay rate of a union of events is just the infimum
over the individual decay rates. Although we do not have such a relation for an
intersection of events, it is possible to find an explicit lower bound, as presented
in the next proposition.

Proposition 10.3.1 The following lower bound applies:

1
1 (b) = —limsup — log P (Q1,(0) > nb) > — in(f) JE(x)

n—oo N

where

JE(x) = inf sup inf inf I(f). (10.10)
205600 4€l09) fe s,
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Proof. The first claim follows directly from the above. We now prove the second
claim. Because for all s € (0, ¢], for given ¢,

(@) (€9)
xStg g U XSY%,uv
uel0,s)

we have for all 5 € (0, 7],

inf I(f) > inf I(f).
fes® fe U 8%,

uel0,s)
Hence, it also holds for the maximizing s,

inf I(f) > sup inf I(f).

fe.s8® s€0.1]  fel .S¥,
uel0,s)

This proves the second claim. O

10.4 Upper bound on the decay rate:
class 2 in underload

This section concentrates on the decay rate of the lower bound on P(Q; ,(0) > nb)

as given in Lemma 10.2.1. The procedure turns out to be more involved than that
of Section 10.3.

Because of Lemma 10.2.1,
1 1
19(b) = —liminf — logP (Q,,,(0) > nb) < —liminf — log P (£,) .
n—oo n n—-oo n
We now investigate the decay rate in the right-hand side of the previous display.

Define the set of paths

S . {f caxq: AAEL0+ALf1=1,00 = x +b+ct, }

A2[f1(=s5,0) = x + ¢ocs

Similar to the first claim in Proposition 10.3.1, Schilder’s sample-path LDP yields
the following upper bound.

Proposition 10.4.1 The following upper bound applies:
1
1 (b) = —liminf — log P (Q1,,(0) > nb) < inf JY (x),
n—-oo n x>0
where

JY(x):=inf inf I(f).
>0 ren S

s€(0,1]
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Again, because of the fact that an intersection is involved, no explicit expression
for JY(x) is available. We therefore take the following approach: we first derive
a lower bound for JY(x), and then explain when this lower bound matches the
exact value of JY(x) (‘tightness’). More precisely, the objective of this section is
to prove that, under some assumptions,

JY(x) = inf sup inf I(f). (10.11)
1>05¢(0.1] fe, 8

Remark 10.4.2 Notice the similarity between the right-hand sides of Equations
(10.10) and (10.11), in particular if the optimizing s and u in Equation (10.10)
coincide; see also Remark 10.2.3. >

Lower bound on JY (x). The following lemma gives a lower bound for JY (x).
Its proof is analogous to that of the second claim in Proposition 10.3.1 and hence
omitted.

Lemma 10.4.3

JY(x) > inf sup inf I(f).
>05e(0.1] fe,SY

The lower bound in Lemma 10.4.3 can be expressed more explicitly. To this
end, we first concentrate on calculating the minimum of I(f) over f € XSE%), for
fixed s and ¢. The result, as stated in Exercise 10.4.4, requires the introduction of
two functions. First, recall the large-deviations rate function A(-, -) of the bivariate
normal random variable (A{(—t,0) + A(—t,0), Ax(—s,0)),

1 _ — ut
A(.2) 1= 50 =t 2= pas) B (5. 0) 1( D s )

where the covariance matrix X (s, ¢) is defined as

E(M):( (1) F2(571)>'

[o(s, 1) va(s)
We also define, fori =1, 2,

ki(x,s,t) := ;s + xtbt e s, 1).
v(t)

Exercise 10.4.4 Show that, for s € (0, ¢],

inf I(f) = Y.(s,1)
fe.s®

_ Ax+b+ct,x + pycs), if ky(x,s,1) > x + pocs;
T b+ (c—w)?/2u@), if ka(x,s, 1) < x + ¢ycs.
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Solution. The proof is analogous to that of Lemma 9.2.3. Using Theorem 4.1.8,

fexs(s.g/)

where the infimum is over y and z such that y > x + b + ¢t and z < x + ¢cs.
Because A(,-) is convex in y and z, we can use the Lagrangian to find the
infimum over y and z:

L(y,z.61,6) =AY, =& —x—b—ct) + &z —x — ¢rcs),

with &1, & > 0. Two cases may occur, depending on the specific values of x, s,
and ¢. (i) If x, s, and ¢ are such that k>(x, s, 1) > x + ¢,cs, then both constraints
are binding, i.e., y* =x 4+ b+ ct and z* = x + ¢pcs. (i) If x, s, and ¢ are such
that ky(x, s, 1) < x + ¢ocs, then only the first constraint is binding, i.e., y* = x +
b+ct,and ¥ = ky(x, s, 1). >

Now Lemma 10.4.3 and Exercise 10.4.4 yield the final lower bound for J U(x),
as stated in the next corollary.

Corollary 10.4.5

JY(x) = inf sup Yy (s, 1).
1>05¢(0,1]

Interpretation of Y,(s,t). We now intuitively explain the form of Y,(s,?);
cf. the arguments mentioned in Section 9.2. The decay rate I( ) can be interpreted
as the cost of having a path f, and, likewise, Y, (s, ) as the cost of generating a
traffic according to a path in the set XSS(,gt) .

The proof of Exercise 10.4.4 shows that the first constraint, i.e., y > x +b +
ct, is always binding, whereas the second constraint, i.e., z < x 4 ¢,cs, is some-
times binding, depending on the value of k,(x, s, #) compared to x + ¢,cs. Observe
that k»(x, s, t) is in fact a conditional expectation:

ky(x,s,t) = E[A2(=s,0) [ A1(=1,0) + A2(=1,0) = x + b +cr].

The two cases of Exercise 10.4.4 can now be interpreted as follows. (i) The optimal
value for z is x + ¢ocs. In this case, ky(x, s, t), which is the expected value of the
amount of traffic sent by class 2 in (—s, 0] given that in total x 4+ b + ct is sent dur-
ing (—t, 0], is larger than x 4 ¢,cs: with high probability the second constraint is
not met just by imposing the first constraint. In terms of cost, this means that in this
regime additional cost is incurred by imposing the second constraint. (ii) The opti-
mal value for z is precisely k(x, s, t), and is smaller than x + ¢ocs: A (—t,0) +
Ay(—1,0) = x + b + ct implies A,(—s, 0) < x + ¢rcs with high probability. Intu-
itively, this means that, given that the first constraint is satisfied, the second
constraint is already met with high probability.

156



10.4. Upper bound on the decay rate: class 2 in underload

Using this reasoning, it follows after some calculations that we can rewrite
Y, (s, t) in a helpful way, as shown in the next corollary (which is the immediate
counterpart of Corollary 9.2.5). The first term accounts for the cost of satisfying the
first constraint in xSig,), and the second term (which is possibly 0) for the second
constraint.

Corollary 10.4.6

sy = GHDF et — AL 0) + s, 0
e 2Var[A(—t,0) + Ay(—t, 0)]
E[Ay(—s,0) | Aj(—1,0) + Ax(—t,0) =
" maxz{ ’ x+b+c1t]—x—¢>2c%v,0 }
2Var[As(—s,0) | Aj(—t,0) + As(—1,0) = x + b+ ct]’

Two regimes for ¢,. Corollary 10.4.6 implies that

b — w)t)?
inf sup Yy(s, 1) > inf S 0T €T WO (10.12)
t>0se(0,t] >0 ZU(t)

Let the optimum in the right-hand side for given ¢ be attained in 7. (which is, in
fact, a function of x, but we suppress x here, as x is held fixed in the remainder
of this section). Suppose that for all s € (0, 7.] it holds that k,(x, s, 7.) < x + ¢scs,
then obviously the inequality in Equation (10.12) is tight. This corresponds to
a critical weight ¢§’U(x) above which there is tightness. This critical value is
given by

qﬁg’U(x) i=inf{ ¢y : sup {ka(x,s,t.) —x — ¢pcs} <0
se(0,1,]

_ ka(x,s, 1) —x

10.13
5€(0,1.] cs ( )

The resulting two regimes can be intuitively explained as follows.

(A) Large ¢o. If ¢ > ¢§’U(x), using the interpretation in terms of conditional
expectations, the buffer content of queue 2 at time O is likely to be below
nx. Hence, if in total n(x 4+ b + ct.) is sent during (—t#., 0], it is likely that
at time 0, the buffer content of class 1 has reached level nb.

(B) Small ¢,. If ¢, < ¢§’U(x), then the guaranteed rate for class 2 is relatively
small, implying that its buffer content may easily grow. Again, in total (at
least) n(x + b + ct.) has been sent during the interval (—7, 0], but now it is
not obvious that most of it goes to the buffer of class 1. Class 2 has to be
‘forced’ to take atr most its guaranteed rate during this interval.
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Conditions for tightness. As the overflow behavior in case of (A) ¢, > qbg’U(x)
is essentially different from that in case of (B) ¢, < ¢§’U(x), we will consider the
two regimes separately in this section.

The procedure followed will be the same for both regimes. Let us denote the
optimizing s and ¢ in Corollary 10.4.5 by s* and ¢*, respectively. (Notice that s*
and t* are functions of x, but, for conciseness, we again suppress the argument x.)
First, we use Schilder’s theorem to determine the most probable path in XSs(,g!),* for
the regime of ¢, under consideration. Denoting this optimal path by f*, we then
check whether

relun.s?). (10.14)

t>0s€(0,1]

If so, the optimal path giving rise to the lower bound of Corollary 10.4.5 is, in fact,
the optimal path for JY (x). Consequently, under condition (10.14), JY (x) and its
lower bound coincide.

Regime (A): ¢ larger than critical weight. Because of the definition of ¢§’U(x),
it holds for all ¢, > ¢5'¥ (x) that

b — wit,)?
inf sup Y,(s,1) = Wb+ (- ) ,
>0 5¢(0,1] 2vu(te)

as identified before. The next theorem states that, for these ¢,, the lower bound on
JY(x) (see Corollary 10.4.5) actually equals JY (x). We omit its proof because it
essentially follows from the proof of Theorem 3.8 in [201].

Theorem 10.4.7 If ¢ > ¢5'¥ (x), then

. (x + b+ (c — i)
JY(x) = inf sup Yi(s,1) =
’>0s€(01,)t] 2v(t.)

)

and the most probable paths are, for r € [—t,, 0),

J7(r) = =E[A1(r,0) | Ay(—t, 0) + Ax(—1e, 0) = x + b + ct]

= —ki(x, =1, 1c);
f5(r) = =E[A(r, 0) | Ay(—tc, 0) + Aa(—1., 0) = x + b + ct.]
= _kz(xr -, tc)

Regime (B): ¢, smaller than critical weight. The analysis of this regime is
considerably more involved than that of the situation of a large ¢,, and we refer to
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[200] for the detailed proof. It is noted that the proof requires Assumptions 4.2.2
and 6.2.1.

The arguments used are similar to those in Section 9.3, and in fact check
whether Equation (10.14) holds; they enable us to find a technical condition under
which the lower bound of Lemma 10.4.3 is tight. For further reference, we denote
this condition by C, (note that the condition depends on x).

10.5 Analysis of the decay rate:
class 2 in overload
In this section, the decay rate of P(Q,,(0) > nb) is calculated for the regime
P2c < .
Theorem 10.5.1 If ¢» < u>/c, then

_ 2
[9@() = — lim L 10g P(01,(0) > nb) = inf L (P1€ = LDD” (10.15)
n—oo n >0 2v(2)

Proof. We first show that the desired expression is a lower bound. Denote the
stationary workload of queue i by Q7 (0) if it is served (in isolation) at a constant
rate nc. Then the lower bound follows from

P(Q1.,(0) > nb) < P(Q"%'“(0) > nb)

1,n

1 n
=P|3r>0:- Ai1(—=t,0)>b t],
> nZ i ) > b+ ¢ic

j=1

due to 01,,(0) < Q}'(0).

The upper bound is a matter of computing the rate function of a feasible path.
Let ¢* be the optimizer in the right-hand side of Equation (10.15). For r € [—¢*, 0)
define

J1(r) == —E[A1(r,0) | A1(=1",0) = b+ ¢ict”]

(b (pic —p)r*)
vi(1*)
) = =E[Ax(r,0) | Aj(=t*,0) = b + ¢pict*] = por.

= ur i(=r, 1);

This path clearly leads to overflow in queue 1 of the GPS system (as the type-
2 sources claim their weight, such that exactly service rate n¢;c is left for the
type-1 sources). The norm of f;(-) is obviously 0, as these sources are trans-
mitting at mean rate; the rate function corresponding to f}*(-) equals the desired
expression. O
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10.6 Discussion of the results

In this section, we discuss the results obtained in the previous sections. We identify
three regimes for the value of ¢,, corresponding to three generic overflow scenarios.
Case (i) directly relates to the overload regime of Section 10.5 and Cases (ii) and
(iii) to the underload regime of Sections 10.3 and 10.4.

For Case (i) our analysis immediately yields the exact decay rate; see Theorem
10.5.1. For Cases (ii) and (iii), however, we saw that the situation is more compli-
cated, in that we could only find bounds on the decay rate. We strongly believe,
however, that under fairly general conditions these bounds coincide. This claim
can be backed up by convincing numerical evidence, as reported in [200]. Besides,
it turns out that in the case of Brownian motion inputs the results turn out to be
exact; see Section 11.4. In this section we give a further intuitive explanation why
we think that the bounds are tight under broad conditions.

Case (i): class 2 in overload. First, consider the situation ¢ < pr/c =: ¢5. In
this scenario, the type-2 sources claim their guaranteed rate n¢,c with overwhelm-
ing probability, so that overflow in queue 1 resembles overflow in a FIFO queue
with link rate n¢;c; this principle plays a crucial role in the proof of Theorem
10.5.1. We repeat it here for a comparison with Cases (ii) and (iii).

For ¢, € [0, ¢7] :

(b + (¢p1c — u))?
nf
n 20,(0)

190) = i

Case (ii): Class 2 in underload, with ¢, small. As argued in Sections 10.3
and 10.4, in this regime it is not sufficient to require that n(x + b + ct) traffic is
generated in ¢ units of time, since, with high probability, a considerable amount
of traffic will be left in queue 2. Hence, additional effort is required to ensure that
the buffer content of queue 2 stays below nx.

Based on heuristic arguments, we present two claims.

A. Regarding the optimal values of u and s. Recall the probabilistic upper bound
in Lemma 10.2.2. In the proof of that lemma, —s* denotes the beginning of
the busy period of the second queue, which contains time 0. Hence, the sec-
ond queue remains backlogged during the interval (—s*, 0] and claims at
least its guaranteed rate n¢,c, leaving at most rate n¢;c to the first queue.
Paralleling the proof of Lemma 10.2.2, two scenarios are possible: in sce-
nario (a) queue 1 was continuously backlogged during (—s*, 0], whereas in
scenario (b), queue 1 has been empty after time —s*, i.e., queue 1 was empty
at some time —u* during the busy period of queue 2.

Scenario (b) is not likely to be optimal, for the following reason. As queue 1
was empty at —u*, it does not benefit from any effort before —u*; queue 1
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has to build up its entire buffer in the interval (—u*, 0]. Now recall that
queue 2 already started to show deviant behavior from time —s* < —u?*,
claiming its guaranteed rate. However this additional effort of queue 2 before
time —u* is of no ‘benefit’ for queue 1. In order for queue 1 to fully exploit
that queue 2 takes its guaranteed rate during (—s*, 0], it should be continu-
ously backlogged during this interval, as in scenario (a). We therefore expect
that in the most likely scenario u* = s*.

. Regarding the optimal value of x. We introduced x in the right-hand side of

Equation (10.3). From this representation, it follows immediately that nx can
be interpreted as the amount of traffic left in queue 2 (at the epoch when the
total queue size reaches n(x + b)).

We have argued earlier that queue 2 has to claim its guaranteed rate dur-
ing (—s*, 0]. If a positive amount of traffic is left in queue 2 at time O, the
type-2 sources apparently ‘generated too much traffic’; the guaranteed rate
could have been claimed with less effort. We therefore expect that in the
most likely scenario x* = 0. Notice that an essential condition here is that
¢> > o /c, as otherwise a build-up of traffic in queue 2 would not be ‘wasted
effort’.

Because of Claims A and B, we expect that this regime applies to ¢, € [¢F, 5],
with

ky(0, s, 1:(0))

5€(0,2(0)] €8

cf. Equation (10.13). Defining

(

21(t) ) . < b+ (c — i )
20) )7\ (e —u2)s )’

we expect the following relation to hold:

For ¢, € [¢7, 5] :
T
Ic(g)(b) = linf sup ( a) )

120 5ef0.1 \ 22(5)

( () + va(t)  Tals, 1) )‘1 ( 21(0) )
(s, 1) v2(s) 22(s) )’

under the technical condition Cy (recall that the condition C, was introduced in
Section 10.4).

Case (iii): Class 2 in underload, with ¢, large. Here, overflow of the total queue

implies overflow of queue 1. Consequently, we expect the following relation.
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For ¢, € [¢5, 1] :

(b4 (c—wn)?
(&) — 7
[7(b) = inf 20(t)

10.7 Delay asymptotics

So far, we have concentrated on asymptotics of the buffer content distribution.
Often, however, performance requirements are expressed in terms of (packet) delay
rather than (packet) loss. In FIFO queues with constant service speed, the buffer
content distribution can be directly translated into the delay distribution. In queues
operating under GPS, however, such a procedure is far from straightforward, as the
service speed is variable; in fact, the service speed allocated to one queue depends
on the buffer content of the other queue. Hence, the analysis of delay in GPS is hard.

This section has two goals. First, we derive, for general traffic processes, bounds
on the delay distribution. Then, we specialize with respect to Gaussian inputs and
analyze the associated decay rates under the many-sources regime.

Bounds on the delay distribution. We consider the many-sources setting of the
previous chapters. We focus on the delay experienced by a packet (‘fluid molecule’)
of class 1, having arrived at an arbitrary point in time, say time O; we denote this
delay by D, , = D; ,(0). It is clear that

P(Dl,n > d) = IP)(Ql,n > Bl,n(os d)) s

where, as before, Q;, = Q,,(0) is the steady-state queue length of class i and
B; (s, t) is the amount of service available to class i in (s, #].

Therefore, to derive a lower bound on P(D; , > d), we need to find an upper
bound on B; ,(0,d). As By ,(0,d) = ncd — B»,(0, d), this amounts to finding a
lower bound on B, ,(0, d). Analogous to Inequality (10.8)

B1,(0,d) = ned — B, ,(0,d) < ned — uei{éfd] Z; Ay (0, 1) + nge(d — u)
=
This yields the lower bound
P(Dy, >d)>P| Q1, > ned — Mei%fd] X;Az,j((), u) +ngpc(d —u)
j:
01.,(0) + 02,(0) > nx + ncd—
=P U infyef0,a) {Z_’,Ll Az (0, u) + ngre(d — u)} U

=01 02,(0) < nx
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cf. Expression (10.5). Now, due to ‘Reich’,

n

Q1.4(0) + Q24(0) =sup | > (A1 j(=1,0) + Ay j(—,0)) — net | ;

U

024(0) =sup | > A3 j(—=s,0) — By (s, 0)

5>0 =1

The optimizing ¢ (s), say t* (s*), has the interpretation of the beginning of the
busy period of the total (second) queue containing time 0. Hence, we have that
s* < t*. Also notice that trivially, for any s;, s, such that s; < 52, By, (51, 52) >
ngac(sy — sp).

Now, define

Ve {feQx o . ALI=10) + Al f1(—t,u) = x + et + pred + ¢zcu,} ,

Ar[f1(=s,0) = x + ¢rcs

and

vo.m | N U Vo

x,t>05€[0,1] uel0,d]

Then, the above inequalities yield the following lemma.
Lemma 10.7.1 The following lower bound applies:
P(Dy, > d) = pu[V¥].

We now turn to upper bounds. The following upper bound is a consequence of
Bix(0.d) = ncd — Q3,(0) = > A3 (0, d);

j=1

this is a direct implication of the fact that, in an interval [0, d], a queue never
claims more than the queue length at time O, increased by the amount of traffic
arriving in [0, d]. Define
W = {f € Qx Q131 2 0: A[f1(=1,0) + As[ f1(—1.d) = c(t +d)} .
Lemma 10.7.2 The following upper bound applies:

P(Dy, > d) < paWP1=P [ 01,1(0) + 02,(0) = ned — " A;5(0.d)
j=1
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A second upper bound follows from B;,(0,d) > n¢;cd, which entails that
P(Dy, > d) <P(Q,,(0) > n¢;cd). This can be further bounded by applying
Lemma 10.2.2. To this end, we define

W {f carg. M0+ ALF=1,0) = x +dred + e, } |

AL f1(=s, —u) + A2[ f1(—=s,0) <x +cs — dicu

and

wE =] M U Wi

x,1>05€[0,t] ugl0,s]
Lemma 10.7.3 The following upper bound applies:
]P(Dl,n > d) = Pn [Wg(g)]

We stress that the bounds derived in Lemmas 10.7.1, 10.7.2, and 10.7.3 apply
to any general input process with stationary increments, i.e., not to just Gaussian
processes.

Decay rates of the delay distribution. The goal is now to characterize
1
L®(d) := — lim ~logP(D;, > d).
n—oo n

We first consider the situation of queue 2 in overload: ¢, < ¢9 = uo/c. In the
notation of Section 10.5, we have that B; , (0, d) > n¢,cd entails that

P(Dy, > d) <P(Q1,(0) = ngrcd) < P(Q1)(0) = ngycd).
It leads to the following result.

Proposition 10.7.4 If ¢, < ¢35, then

ng)(d) — _inf (p1cd + (¢p1c — Ml)t)2.
>0 2v(1)

Proof. Theorem 10.5.1 implies that
1 1 .
lim —logP(Q1,(0) > ngicd) = lim —logP(Q'%(0) = n¢ycd)
n—-oo n n—»oon ’

. (pred + (prc — ui)t)?
— inf .
>0 2v1 (1)

Hence, we only need to prove that the most likely path that corresponds to the event
{Q'ff’;‘c(O) > n¢ycd} is indeed such that also {D;, > d}. Take the path from the
proof of Theorem 10.5.1, with b replaced by ¢,cd. This path is such that, at time
0, queue 1 has buffer content ¢;cd. Also, queue 2 continuously claims service rate
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¢, c in the interval [0, d] (as wy > ¢,c). In other words, the service rate available to
queue 1 in this interval was ¢;c. We conclude that the delay of a ‘fluid molecule’
arriving at time O is indeed d. O

We now turn to the harder case in which class 2 is in underload, i.e., ¢ > wu,/c.
First, we check what we can learn from Lemma 10.7.2. It is clear that it implies,
for all ¢,, that

ng)zmﬁdbﬂb—uﬂ—m0+®V

; 10.16
>0 201 (t) + 2ua(t + d) ( )

but we may wonder for which ¢, there is actually equality.
To this end, first observe that the most likely path of type 2 traffic in Wl(g)
reads

((c = )" +d) — pt*)

(D@, "4+ d) =T +r, t*+d)),
o T a )= Ta(t* +r )

£ ) = par —

where t* is the optimizer in Equation (10.16) and r € [—¢*, d]. The corresponding
path of the input rate is

((c = u)(@* +d) — pu1t*)
201 (%) 4+ 2va(t* + d)

g(r) = (f)'(r) = pa + W5(d — r) + V(e + 1)),

From Lemma 10.7.2, we conclude that there is tightness in Equation (10.16) if,
along the most likely path in W,

By 4(0,d) = ncd — ) A3 ;(0,d) — Q2,(0).
j=1

This is obviously true when queue 2 never becomes positive, and a sufficient
condition for this is

1
$2 = ¢3 = — - supgy(r).
We obtain the following result.

Proposition 10.7.5 For all ¢,

(c(t +d) — it — pa(t + d))?
201 (t) + 2ua(t + d)

L®(d) > inf
>0

This equation holds with equality for all ¢, > qﬁg.
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Now we see what can be concluded from Lemma 10.7.2. The following result
follows analogously to Proposition 10.3.1. We first define the large-deviations rate
function of the bivariate random variable

(Al(_tv O) + AZ(_t’ 0)’ Al(_sr _M) + AZ(_Sr 0))

through

Ly =+ pot ! 1y — (w4 pa)t
Ay, z) == (s, t, ;
.2)= 5 ( 7 — (1 + p2)s + pou S (w1 + p2)s + pou

here X (s, t, u) denotes the covariance matrix:

(s, tu) = < vi () +v2(t) Ci(s,t,u) + a(s, 1) ) .

(s, t,u) +Ta(s, 1) vi(s —u) + va(s)
(s, t,u) ;= Cov(Ai(—1,0), Ai(—s, —u))

_ (vt —u)—v() +v(s) — v —s))
= 5 .

Again, observe that the probability of an intersection of events is smaller than the
probability of any event in the intersection, and hence also smaller than the least
likely event. This idea yields the following lower bound on the decay rate.

Proposition 10.7.6 For all ¢,

L®(d) > infinf sup inf inf 1(f).
a )_XZO’ZOse[OI,)z]“EIO’” feWi. 0

Here,

inf) I(f) =inf A(y, 2),

feWsia

where the infimum in the right-hand side is over all y > x + ct + ¢1cd and z <
X +cs — Picu.

Tightness conditions (i.e., conditions under which the lower bound of Proposi-
tion 10.7.6 is actually attained) can be found as in Section 9.3.

Bibliographical notes

Most of the material presented in this chapter has been taken from Mandjes and
Van Uitert [200]. For the same setting (GPS in many-sources regime, with Gaussian
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inputs), Mannersalo and Norros [205] developed approximations (of the same spirit
as the rough full link approximations mentioned in the bibliographical notes of
Chapter 9).

It is noted that GPS in the large-buffer regime (rather than the many-sources
regime) is well understood. A significant contribution was made by Zhang [296] —
see also [297] for the multiple-queue case — but an essential assumption in his
work is that the input traffic is supposed to be short-range dependent (to ensure
the existence of the asymptotic cumulant function); long-range dependent input
(such as fBm) was not covered. A related setting was considered by Bertsimas,
Paschalidis, and Tsitsiklis [33]. Other interesting papers on GPS are [99, 123, 124].

Other papers on the large-buffer regime are, e.g., Borst, Mandjes, and Van Uitert
[38, 39], where the focus is on a single node fed by a mixture of heavy-tailed and
light-tailed sources, and Massoulié [207]. Van Uitert and Borst [276, 277] analyze
a GPS network with heavy-tailed inputs.

Large-buffer asymptotics with Gaussian input. Degbicki and Van Uitert [70] can
be viewed as the large-buffer counterpart of the present chapter; see also [65]. In
the large-buffer setting, the regimes are determined not only by the weights but
also by the ‘dominant’ class; we say that class i is dominant over class j if

v (1)

=0.
1—o0 v; (1)

For ease, we specialize to the situation where type i input is fBm with v; (t) = ?/;
then class i is dominant over class j if H; > H;. The cases considered in [70] are
as follows:

(1) n1 < ¢ic and puy > ¢oC. In this situation queue 2 claims ¢,C all the time,
such that

. 1 1 1 Mg e\ 2
stz n =3 (=) (M)

(10.17)

cf. Proposition 5.6.1.
(i) @1 < ¢1c and uy < ¢rc. Now, two cases should be distinguished:

(i1*) Class 1 dominant (H; > H»). If the total queue is large, this is most
likely because of queue 1 being large. Along these lines it can be argued
that class 2 essentially claims just p,. The service rate left over to class
1 is therefore ¢ — ;. Hence,

| | 1 22 o\
Blggombgp(leB)=_§<1_H1) ( H, ) :

(10.18)
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(ii®) Class 2 is dominant (H, > H;). In this case, we have that, if the total
queue is large, this is most likely because of queue 2 being large. In
other words, one could say that queue 2 claims ¢,c. We therefore obtain
again asymptotics of the form (10.17).

(iil) @1 > ¢1c and uy < ¢rC. Again, two cases should be distinguished:

(iii*) Class 1 dominant (H; > H>). Also in this situation class 2 essentially
claims just p,, so that Equation (10.18) applies again.

(iii”) Class 2 is dominant (H, > H)). This case turns out to be the most com-

plicated. It is clear that in this scenario class 1 should transmit at rate
1 (which is no rare event; it corresponds to its average behavior). The
question that remains is, how much capacity (from the ¢,c allocated to
queue 2) does class 2 claim? It should claim more than u,, as otherwise
queue 1 does not build up, but how much more should it claim?
To answer this question, suppose that class 2 generates traffic at rate r.
It is ‘useless’ to choose r larger than ¢,c, as class 2 can never claim
more than ¢,c. If r > ¢,C, then queue 1 grows at rate u; — ¢;C. If r is
smaller than ¢,c, then queue 1 grows at rate ;1| — C 4 r. Summarizing,
queue 1 builds up essentially linearly, with slope

w1 — (¢ —min{r, $¢}) = u; — max{c —r, ¢;c}.

Stated differently, queue 1 grows as the downstream queue in a tandem
system fed at rate r and with service capacities ¢,C (first queue) and
¢ — w1 (second queue). This explains why P(Q; > B) looks like

P <su§(A2(—t, 0) — (C— u)t) — stzp (Az(—s,0) — ¢ocs) > B) ,
t> s€[0,7]

which is interpreted as the buffer content of the downstream queue of
a tandem network; cf. Lemma 9.1.1. It is noted that arguments in the
same vein can be found in [296]: the formulae for the decay rates given
there show a similar relation between queues operating under GPS and
tandem systems.

We therefore obtain that, with the notation as in Equation (9.25),

o
lim m IOg]P)(Ql = B) = é'(l, ¢2C — M2, C — [ — M2, HZ)

B— 00

(10.19)

Notice that, remarkably, Equations (10.17) and (10.18) both depend on Hi,

whereas Equation (10.19) depends on H,. In none of the expressions both H; and

H, appear. Also, H, appears only when class 2 is dominant, but in addition class
1 should be in overload (it; > ¢;C).
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Interestingly, the cases identified above map on the cases of Section 10.6. If the
asymptotics are as in Equation (10.17), class 2 essentially just takes away ¢,C, as
in Case (i) of Section 10.6. If Equation (10.18) applies, then overflow of the total
queue essentially corresponds to overflow of queue 1, comparable to Case (iii)
of Section 10.6. Finally, if Equation (10.19) applies, queue 2 takes away a rate
between its average rate and its guaranteed rate, similar to Case (ii) of Section
10.6.

Delay. Delay analysis of GPS was considered in detail by Paschalidis [237]; in
this reference large delay asymptotics are given, but with a focus on short-range
dependent input. Section 10.7 is based on Lieshout and Mandjes [174].
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Chapter 11

Explicit results for short-range
dependent inputs

The previous chapters concentrated on sample-path large deviations in the many-
sources regime. Various queuing models were considered: the single-node FIFO
queue, and also tandem, priority, and GPS systems. The expressions for the decay
rate were often only implicitly given, as the solution of an optimization problem.

In this chapter, we focus on the special case of short-range dependent (srd)
input. Under this assumption, it turns out that these optimization problems can
actually be solved, and insightful, explicit expressions are derived.

This chapter is organized as follows. Section 11.1 defines what we mean by
srd in the context of this chapter: we introduce the concept asymptotically linear
variance. In Section 11.2, the tandem queue is analyzed, whereas Section 11.3
deals with the priority queue, and Section 11.4 with the GPS system. Section 11.5
gives a discussion of the results and some concluding remarks.

11.1 Asymptotically linear variance; some
preliminaries

In this chapter, we consider two types of input. We have already seen the first,
namely, Brownian motion (not necessarily standard Brownian motion), several
times; the second, namely, Gaussian sources with asymptotically linear vari-
ance is new. For convenience, we define the centered process A(-) by putting
A(t) := A0, 1) — ut, where pu:=EA(0, 1). As in the previous chapters, we
assume throughout this chapter that Assumptions 4.2.2 and 11.1.1 are fulfilled.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Assumption 11.1.1 We assume that
(1) v(-) is continuous, differentiable on (0, 00);
(i) v(-) is strictly increasing.

Definition 11.1.2 Consider a Gaussian source with stationary increments.

(1) Brownian motion: The source BM(A, ) has mean input rate |1 and variance
function v(t) = At, fort > 0.

(i) Asymptotically linear variance: The source ALV(k, A, u) has mean input rate
w and a variance function v(-) satisfying

lim v(t) — At = k.
—00

Exercise 11.1.3 Ornstein—Uhlenbeck input. As before, we represent an (integrated)
Ornstein—Uhlenbeck input process by choosing v(r) =t — 1 4+ e~'. Prove that this
source corresponds to an ALV process.

Solution. It is immediately seen that this source corresponds to an ALV process
with k = —1 and A = 1. <

Exercise 11.1.4 M/G/oco inputs with Pareto job sizes. A single M/G/oo source con-
sists of jobs that arrive according to a Poisson process of rate A. They stay in the
system during some holding time that is distributed as a random variable D (with
ED < o0). During this holding time, any job generates a constant traffic stream at
a rate of, say, 1. We assume P(D > t) = (t + 1)7%, i.e., D has a Pareto tail. Take
o > 1;then ED = (¢ — 1)~! < co. We now consider the Gaussian counterpart of
this input process. Is it ALV?

Solution. The mean input rate is trivially x := AED per unit time, whereas the
variance function reads (assume for ease that o ¢ {2, 3})

20
G-wC-a)@-1

v =v- (1= +1)"*+@—a)) with v:=

as we have seen in Section 2.5. Importantly, if o € (1, 2), then the traffic process
has essentially long-range dependent properties, as v(¢) is superlinear; if o > 3,
then the process is ALV with x = v and A = v(3 — «). The intermediate case
o € (2,3) will be commented on in Section 11.5. &>

The following lemma can be proved analogously to Exercise 4.1.9.

Lemma 11.1.5 Ler (X;, Y;) € R? iid. bivariate normal random variables, with
mean vector (Lx, iby) and two-dimensional covariance matrix

s_( ox PXY)
"\ X Y) oy '
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Fixa > puyx and b > py. Then

1(61—MX)2
nll)ngonlogﬂb( ZX > a, —ZYlgb) 3T

Ox

if

p(X.Y)
2

X

EY | X =a)=puy + (@ — puy) < b;

otherwise

Jgf:onlogp(iz SEINE )

1 - a— [y
= ——(a—pux.b—puy)Te! .
2(a Mx Ky) (b—uy>

The following application of ‘Schilder’ follows analogously to Exercise 4.2.4.
Lemma 11.1.6 Let a, t be positive, and define F,, == {f | f(t) > a}. Then,

lim  logP 1Xn:Z()eF Lo
im —lo - i at | =—z——=;
n—o0 n & n ‘= ! 2 (1)
the optimizing path f*(-) is, for r € R, given by
I'(r,t)

-a

v(t)

Remark 11.1.7 For centered BM, the optimizing path f*(-) € F,, from Lemma
11.1.6, equals O for negative r, grows linearly with slope a/t for r € [0, f], and
remains at level a for r > t. >

i) =

Results for single FIFO queue. We first consider the single FIFO queue, i.e.,
n i.i.d. Gaussian sources feeding into a queue with link rate nc. The paths leading
to overflow in the FIFO setting are

SYB):={feQ:3r>0:A[fl(—1,0) > b+ ct};

see Section 6.1. To find the corresponding decay rate, as we have seen earlier,
‘Schilder’ implies that I( ) needs to be minimized over all f € SH(p):

1
If)(b) = — lim —loglP(Q, >nb) = inf I(f)
n—oon £eSH(b)

b+ (c —wr)?

2T 200 (b
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Explicit results for short-range dependent inputs

The following lemma evaluates / C(D (b) in Equation (11.1) for the specific situations
of BM and ALV input.

Lemma 11.1.8 Consider a single FIFO queue with link rate nc, fed by n i.i.d.
sources.

(1) If the sources are BM(X, w), then, for b > 0,

c—u

1Pp)=2- -b.

(1) If the sources are ALV (k, A, 1), then

2
<1§0(b)—z.ck“.b)—>—2K<CA“> . b 0.

Proof. Part (i) directly follows from computing the infimum over ¢ > 0 in Equation
(11.1). Part (ii) is a consequence of [40, Theorem 3]. This theorem states the
following. Let 6* denote the unique positive solution to

1 _
lim —logEexp(0A(t)) = (c — ).
t—oo f
Furthermore, suppose that — lim,_, o, log Eexp(0*A(t) — 6*(c — p)t) =: v exists.
Then it holds that the shape function is asymptotically linear: 10 (b) — 60*b — v,

for b — oo.
It is not hard to check that, in our Gaussian setting, for ALV (k, A, i) sources,

lim - log Eexp(@A(1)) = lim — - u(r) = = - 62
tlfgo? ogEexp(0A(1)) = t_lglog “07v(1) = 57
yielding 6* = 2(c — u)/A. Also,
_ 1
Ilim logEexp(0*A(t) — 0*(c — w)t) = tlim 5(9*)212(1) —60"(c — ut

2
— lim 2 (%) - () — )

—>00

Il
[\
(\\
7N
(o
>
=
N~
(3]

This proves the statement. O

In the following alternative proof of part (ii), we explicitly use the ALV prop-
erties of the sources. We include the proof, because several proofs in the sequel of
this chapter are along the same lines.
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11.2. Tandem queue with srd input

Alternative proof of part (ii) of Lemma 11.1.8. Use Equation (11.1), and choose
€ > 0 arbitrarily. It is clear that, invoking the fact that v(-) is strictly increasing
(Assumption 11.1.1.(i1)) and the ALV characterization, for b large enough and
arbitrary M,

b _ 2 2 2
o Lt M)t)Z b . b __0 A
t<Mb 2v(t) 20(Mb) — 2MAb + € 2M A
Also,
(b+ (c — w)1)?

- 0(2. ch -b>.
ti=b/(c—) A

When M is chosen to be sufficiently small, this implies that we can restrict ourselves
to the infimum over ¢ in [Mb, co0). For any € > 0, we can select a b sufficiently
large, such that for ¢ in this range |v(t) — At — k| < €. Hence,

2v(t)

b= (b (c— )
inf ——— < inf ————.
1>Mb 2v(t) 1=Mb 2(At + Kk — €)

The latter optimum equals

c— K K—€

A

2.

2
— b
b —2(k —¢€) el , achieved fort = 2.
A c— W A
The upper bound follows after € |, 0 and b — oco. The lower bound is analogous,
with € replaced by —e. O

In concrete terms, the goal of the present chapter is to find the counterparts of
Lemma 11.1.8 for the ‘complex buffer architectures’ tandem, priority, and GPS.
Our analysis in the next sections shows that this is possible, partly relying on the
bounds derived in the previous two chapters.

11.2 Tandem queue with srd input

Consider a tandem system of queues, fed by n i.i.d. Gaussian sources; the output
of the first queue feeds into the second queue. The queues have link speeds nc;
and nc;, respectively; to avoid a trivial system, we assume ¢, < c¢;. The system is
stable: a source’s mean rate p is smaller than c¢;. In this section, we analyze the
probability that the stationary buffer content of the second queue, O, ,, exceeds
level nb, for BM and ALV input.

From Chapter 9, we have that

1
lim —logP(Q,, > nb) = —IY(b), where IV(b) := inf 1(f);
n—o0o 1 feSY(b)
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Explicit results for short-range dependent inputs

the ‘overflow set” S®(b) is defined as
SYB) :={feQ:3t>1":Vse(0,1): A[f1(—t, —s) > b+ cat — cy5},

with ¢° := db being the ‘minimal’ time till overflow, starting from an empty sys-
tem; d := (¢; — ¢3)~". The main results of this section are Theorems 11.2.3 and
11.2.4—the former treats the BM case, whereas the latter focuses on ALV input.
We start by providing two lemmas, Lemmas 11.2.1 and 11.2.2; Lemma 11.2.1 is
valid for any type of Gaussian inputs.

Lemma 11.2.1 For any b > 0,

b — wt)?
10ty = ing @€ =00
1>10 2vu(t)

Proof. Notice that evidently
SYBDYC{fe:3t>1": A[f1(—1,0) > b+ cot}).
This immediately proves the statement. O

Lemma 11.2.2 Suppose the sources are BM(A, w). If c; > 2¢y — , then

1Y) <2. -b.

= M
A
If c1 € (¢c2,2¢cr — ), then

Y
1(0(b) - l . (cr — ) .
¢ — 2 (cp—c)A

Proof. (i) Suppose c¢; > 2¢; — . Then the path that generates traffic at a rate of
2(cy — ), between —b/(co—p) and 0, is in S©(b). (ii) Suppose c; €
(c2,2cp — ). Then the path that generates traffic at rate c¢;, between —db and
0, is in SY(b). Theorem 4.2.3 (‘Schilder’) implies that the norm of any feasible
path constitutes an upper bound on the decay rate. Now applying Remark 11.1.7,
the statement follows immediately. O

The following theorems give our main results for short-range dependent traffic.
It states that its precise shape depends on whether ¢; > 2¢, — i, or not.

Theorem 11.2.3 Suppose the sources are BM(A, w). If c; > 2¢; — , then

Cz—M.b

1Y) =2
If c1 € (¢c3,2¢cr — ), then

(c1 — p)?

19(b) = 1 ea=-w
¢ 2 (c1 —c2)A
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11.2. Tandem queue with srd input

Proof. The result is a direct application of Lemmas 11.2.1 and 11.2.2; by perform-
ing the minimization over ¢ > t° in Lemma 11.2.1 we obtain the desired expression.
a

We now concentrate on the situation in which the tandem queue is fed by ALV
sources. We obtain the following counterpart of Lemma 11.1.8.(ii).

Theorem 11.2.4 Suppose the sources are ALV («k, A, ). If ¢c; > 2¢y — |, then

2
(16(‘)(b)—2-%~b>—>—2'<<czkM) as b — oo.

If c; € (¢c2,2¢cy — ), then

1 (e —p)? k(e —p)’
—— b)) — —= as b — oo.
2 (Cl—Cz)k 2 A

(Ic(t)(b) _

Proof. Our proof consists of a lower bound and an upper bound. The lower bound
follows directly from Lemma 11.2.1, whereas the upper bound is a matter of finding
the norm of a feasible path.

Lower bound. Choose € > 0 arbitrarily. Take b sufficiently large, such that for
all r larger than db we have that |v(f) — At — k| < €. Applying the generic lower
bound of Lemma 11.2.1, we find

b —wi)? b — u)t)?
19(b) > inf G Ce o)LV C s C St L0
1=db 2v(t) =db 2(AMt + K + €)

If the latter infimum would be over all positive 7—rather than all ¢ larger than
to = db—it would be attained at

b
(b = —2(““);
cr— A

it is also observed that, for b — oo, the condition t*(b) > db reads ¢; > 2¢; — u.
From the above, we conclude that for case r*(b) > db the lower bound

_ * 2 _
(b + (c2 — wyt*(b)) _,. @ H'(b—(CZ—[L)-K—l_e)

19(b) > —9.
< T 20t (b) 4k +e) A A

applies, whereas for t*(b) < db we have
(b + (c2 — wdb)*
2(Adb + Kk +€)

I L R W R R e (T A RN S
C 2db4k4€) 2 (c1— ) 2 A b/

19(0) >

Now, let € | 0 and b — 00, and we get the desired lower bound.
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Explicit results for short-range dependent inputs

Upper bound. Choose € > 0 arbitrarily. Define

b 2 1
s*(b) = max {dgb, _ —K} . with d, = te .
co—pn A (cr—p) = A +e)ca—p)
(11.2)
Observe that, in particular,
(1 +e)b + (ca — w)si (b)) < (c1 — w)si(b). (11.3)

Define the path

_D(=si). )
v(s2 (b))

First, we show that this path is feasible (for b large), i.e., f € S©(b). Obviously,
we have that A[f](—s}(b),0) = b + cps7(b). What is remaining to be proved is
that A[ f](—s,0) < c;s for all s € (0, s}(b)). With straightforward calculations and
using the standard relations between I'(-, -) and v(-), it turns out that this is equiv-
alent to requiring, for all y € (0, 1),

fr) = (b (c2 = w)si (D)) — pr.

v(ys;(b))  v((1—y)si(b)) . N
1 — b — b 2(cy — b).
( + 22 (b)) G2 (b) (b+ (c2 = wWst (b)) < 2(c1 — wyysi(b)
(11.4)
Fixing y € (0, 1), the definition of ALV (in conjunction with s¥(b) — 00 as
b — 00) implies that there exists a by(y) > 0, such that for any b > by(y), we
have

(1 n v(ysZ(b))  v((1 —y)si(b))
v(s2 (b)) v(s2 (b))

Observe that by(0) and by(1) could be chosen as finite numbers, and that we can
choose a function by(-) that is continuous on [0, 1]; cf. Assumption 11.1.1.(1). But
then requirement (11.4) is true for all b > max, (0,11 bo(y) (which is finite, as any
continuous function attains a maximum on a finite interval), due to Equation (11.3).
We thus conclude that our path is feasible.

Recall that, because of Theorem 4.2.3, the norm of any feasible path constitutes
an upper bound on the decay rate. We now compute (an upper bound to) the norm
of our path £(-) € S (b). Take § > 0 arbitrarily. Choose b sufficiently large so that

) <2(1+e)y.

lv(sZ (b)) — Asi(b) — k| =8

(which is possible due to the definition of ALV). Because of the feasibility of the
path, and applying Lemma 11.1.6, we obviously have

(b + (c2 — wsz (b))’ _bt(e— st (b))

()
I°®) = 2u(s? (b)) = 2srb) 4k —8)

(11.5)
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11.3. Priority queue with srd input

For b large, it is clear that for ¢; — u < 2(c; — ) (1 4 €) the maximum in Equation
(11.2) is attained by the first argument between the brackets, i.e., d.b. In this case,
the upper bound (11.5) becomes

1 (c1 — w)? k=38 (c—u\ 1
1Y) < = - b — ( ) +0<—>.
CT2 ((er =) — (L+e)(e — w)x 2 \Ml+e b

On the other hand, for ¢; — u > 2(c; — ) (1 + €),

- )
190y <227 (p_(c,— - & .
(b)) < . (c2— ) 5

Now, let €, | 0 and b — oo, and we have established the statement. O

11.3 Priority queue with srd input

In a priority queue, a link of capacity nc is considered, fed by traffic of two
classes, each with its own queue. Traffic of class 1 does not ‘see’ class 2 at all,
and consequently we know how the high-priority queue Q) , behaves; see Lemma
11.1.8. A more challenging task is the characterization of overflow in the low
priority queue. Let us consider the setting of Section 9.6. Our analysis relies on
the following expression for the decay rate of overflow in the Ip queue; notice that
in Section 9.6 an alternative representation was used.

Lemma 11.3.1 The decay rate of overflow in the Ip queue is given by

1
lim —logP(Qy, > nb) = —I®(b), where IP(b):= inf 1(f).
n—o0o n fES(P)(b)

Here the ‘overflow set’ is defined as S® (b) :=

I, x>0:Vs >0:
fexQ: Al ful(=1,0) + Ael fel(—=2,0) > b+ ct + x,
Aplfn](=s5,0) <cs +x

Proof. To make sure that the Ip queue exceeds nb, there must be an x > 0 such
that the total queue exceeds nb + nx, whereas the hp queue remains below nx.
Now the stated follows from

OQnn + Qe = sup (Z(Ah,i(_ts 0) + Aei(=1,0) — nct) ;

>0 i=1

Qnn = sup (Z Api(=s,0) — HCS> ;
s>0 i=1
where Aj () (Ag;(+), respectively) corresponds to the traffic stream generated by

the ith hp (Ip) source. O
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Explicit results for short-range dependent inputs

Notice that the ‘overflow set’ of the above lemma is slightly different from the
one we used in Section 9.6, but it can be verified easily that both sets are equal.
The next lemma applies the above characterization to derive a lower bound on the
decay rate.

Lemma 11.3.2 Ler S® (b, 1, x) := {(ap, a;) | an +a¢ > b+ ct + x, ay < ct + x}.
Then

Ic(p)(b) > infok(p)(b, t,x),
x>

with

kKPb, 1, x) = inf

1
2 (ap.a)eS® (b,t,x)

((ah — pnt)? n (ag — MU)2>
v (1) v (1) '

Also, if (b — pet)vp (1) < ((¢ — )t + x)ve (1), then

(A (e — i +x)?

1
KPb,t,x) = kP b, 1, x) = ,
(b, 1t,x) L (b, t,x) > o)

whereas otherwise

_ 2 _ 2
kP b, 1, x) = kép)(b, fx) = (((C Wit +x) n (b — pet) ) '

v (1) ve(2)

N =

Proof. First, it is noted that the following trivial inclusion holds: S® (b)

{f cQxQ T x>0: Apl frl(=t,0) + Ae[ fel(—1,0) > b—l—ct—{—x,}.

Aplfnl(=1,0) = ct +x

This immediately yields the lower bound inf, ;¢ k® (b, t, x).

The explicit expression for kP (b, t, x) is derived as follows. Applying Lemma
11.1.5, it is readily derived that the first constraint in S® (b, ¢, x), i.e., a, + a; >
b + ct + x is always tight. The second constraint is tight if

vy (1)
v(t)

Unt + b+ (c—mwt+x)>ct+x.

If it is tight, the infimum is achieved at (ay, a¢) = (ct 4+ x, b), otherwise it is
achieved at

vy (1 vy (t

@ran) = (st + 2L 0 4 e = i 400wt + 220+ (i +)).
v(r) v(7)

Direct calculations yield the stated result. O

Introduce the following notation: p:=puy, + e, K :=kj + k¢, and A 1= Ay + Ay,
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11.3. Priority queue with srd input

Lemma 11.3.3 Suppose that the high-priority sources are BM(Ay,, ) and that the
low-priority sources are BM(X¢, (t¢). Then,

c—u
A

E— e

Ag

infok?’)(b, tx)=2- - b;
t,x>

infokgp)(b, t,x) = b,
x>

where

— — 2 Ae B
E = En, ins Ao, g) = M@“'A_(C_Mh) .
h

Proof. This is a matter of standard computations. In the first minimization, it turns
out that x7 =0, 7 = b/(c — n), whereas in the second

A
x5 =0, 5= -b
? ? /M%+M@—MV

The desired result is obtained by inserting these into the objective function. O

Theorem 11.3.4 Suppose that the high-priority sources are BM(Ay,, ) and that
the low-priority sources are BM(A¢, o). If Ap(c — wpn — 210e) < Ao(c — wup), then

c— I
A

1Py =2. - b.

If (e — i — 2p) > Ag(c — pup), then

QW@:E%ﬁﬂu
12

Proof. Lower bound. We use Lemma 11.3.2. Define three sets:
Ty :={(t,x) € RL | (b — puet)vp(t) < ((c — up)t +x)ve(0)};
T, with the ‘<’-sign replaced by ‘>’, and T with the ‘<’-sign replaced by ‘=".
Notice that kip)(b, .,+) and k;p)(b, -, ) coincide for (,x) in T. Let t*, x} (i = 1, 2)
be defined as in the proof of Lemma 11.3.3.

First, consider the infimum of k® (b, t, x) over (¢, x) € Ty. Clearly, the optimum
isin Ty \ T iff (b — petP)vp (1) < ((¢ — up)ty + x7P)ve(t]), or, equivalently,
Ap(c — i — 2e) < Ag(c — up); (11.6)

otherwise the optimum over 7) is attained in 7.
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Explicit results for short-range dependent inputs

Then, consider the infimum of k® (b, t, x) over (¢, x) € T». Now, the optimum
isin T, \ T iff
(b — wetHvp(ty) > ((c — wp)ty + x3)ve(83),

and otherwise at the boundary 7. More tedious calculations yield that this condition
is equivalent to

(e — pp —2pe) > de(c — pp)- (11.7)

Because both conditions (11.6) and (11.7) are mutually exclusive, this proves the
lower bound.

Upper bound. The upper bound is just a matter of computing the norms of
paths in S® (b), just as in the tandem case. O

Remark 11.3.5 It is straightforward, but tedious, to check that both expressions for
1% (b) (from Theorem 11.3.4) coincide if A, (c — ftn — 2p¢) = Ae(c — pp). During
these computations, we also find that then E (A, — A¢) = ue. &

We now turn to the situation of ALV sources.

Lemma 11.3.6 Suppose that the high-priority sources are ALV (kj,, A, [ty) and that
the low-priority sources are ALV (¢, Ag, u¢). Then,

2
lim (inf kip)(b,t,x)—2~u-b>=—2x<c “) .
b—o00 \ x,1>0 A A

Proof. This is equivalent to Lemma 11.1.8. O

Lemma 11.3.7 Suppose that the high-priority sources are ALV (kj,, A, [ty) and that
the low-priority sources are ALV (k¢, Ag, tt¢). Then,

= _ _ 2
lim (inf kP (b, 1, x) — “T’“ -b) __(emm)r ( i _<p> Lol
14

b—o0 \ x,t>0 )\h m 2[((
with « 1
o=t (1 - é) .

)Lg =

Proof. First, observe that, for any given value of b, ¢, the infimum of kép)(b, t,x)
over x is attained in 0. Therefore, consider inf;>¢ k;p )(b, t, 0). We borrow the argu-
ment of the alternative proof of part (ii) of Lemma 11.1.8.

e We first show that we can restrict ourselves to r+ > Mb. Choosing M <
,u[l, and € > O arbitrarily, and using Assumption 11.1.1.(ii) and the ALV
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11.3. Priority queue with srd input

properties, we notice that for b large

1 — peM)? b? 1 — e M)?
irllwfbkgp)(b,t,O) . (1 — peM) _ (( meM) -b)
1<

2 " Mah+re+E 2MA,

(11.8)
Also, it is not hard to verify that for b — oo

Py 5 —
K (6,5 " .0 :0( ’“-b). (11.9)
Ae(C — wp)* + Appg A

Choosing M > 0 sufficiently small, Equation (11.8) majorizes Equation
(11.9), and hence we can restrict ourselves in inf; k;p)(b, t,0) tot > Mb.

e Choose b large enough, such that, for all t > Mb, both |vj, () — Apt — kp| < €
and |vg(#) — Agt — K¢| < €. Then, applying Lemma A.1 (see the appendix of
this chapter) and allowing € | 0 and b — oo we obtain the stated result. O

Theorem 11.3.8 If Ly (c — wp — 210e) < A¢(c — up), then
2

lim (IC(P)(b)—z- cH ~b> S (C “) .

b—o00 A A

If An(e — pn — 210¢) > Ae(c — ), then

g 2
lim Ic(p)(b)—;w-b :_M S _ +<I>23-ﬂ.
b—00 )\‘( A 2)\‘}! 2Kg

Proof. The lower bound is analogous to the lower bound in Theorem 11.3.4, but
with Lemmas 11.3.6 and 11.3.7 replacing Lemma 11.3.3. The upper bound is anal-
ogous to the upper bound in the tandem case, i.e., in the proof of Theorem 11.2.4.

O

Waiting time asymptotics. The first part of this section was devoted to buffer
overflow in the Ip queue, or, more precisely, the probability that the buffer content
of the lp queue exceeds some predefined level. We now focus on the probability
of a long delay in the Ip queue. To this end, following [224], consider the notion
of virtual waiting time. The random variable Dy ,(0) is defined as the time it takes
to transmit a ‘fluid molecule’ that enters the Ip queue at time 0. We define

1
LP(d) := — lim —logP(Dy,(0) > d).
n—-oo n

Lemma 11.3.9

1 _ _ _ 2
LP@) =~ sup inf ((c — pp — pme)s + (¢ — up)u)
2 4e(0,d)5>0 V(s + u) + ve(s)
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Explicit results for short-range dependent inputs

Proof. The set of paths such that the virtual delay exceeds d equals

TO @) = {feQ:Vue(O,d):Els>O: Anlfil(=s, u) };

+Ae[ fel(=s,0) > c(u +s)

see [224, Section 4]. The statement follows immediately by applying Lemma
11.1.6; as before, the fact that the probability of an intersection is smaller than
the probability of each of the individual events is used. O

When computing the decay rate of the waiting time, a crucial role is played by
the parameter g, defined by
CTHr_ 5, }‘_h

c— U A

Theorem 11.3.10 Suppose that the high-priority sources are BM(\y,, ;) and that
the low-priority sources are BM(Ag, (ig). Then, for o > 0,

LP@) =2 (C;li> (MW +K;(C—Mh)>d;

for o <0,

LPd) = % : (“7\7’”)2) d.
h

Suppose that the high-priority sources are ALV (ky, A, L), and that the low-
priority sources are ALV (¢, A¢, t¢). Then, for o > 0,

(Lgm(d) _2<C—M> ()\h/u + (e — uh)>d> Ry (C— u)z;
A A A

for o <0,

(L(p)(d) — l . (M) d) - _k (C_M2>2_
¢ 2 An 2 A2

Proof. The lower bounds follow directly from Lemma 11.3.9, as follows. For BM
traffic the optimizing s*(u), for given u, equals

S*(M)Z i_z.ﬂ ‘U = Qou,
¢ — Wh — Me A

provided o > 0. The resulting function of u increases on [0, d], so the optimum is
attained at u* = d. For ALV traffic we get, if o > 0,

— A
T i . DR IR Y.
€ — n — He A A



11.4. GPS queue with srd input

also leading to u* = d. Now straightforward algebra (use Lemma A.1!) gives the
lower bound. If o < 0, then the optimizing s*(u) is 0.

The upper bound is a matter of computing the norms of feasible paths, as
before. O

Remark 11.3.11 We remark that, in case of BM, the above proofs indicate that,
for o > 0, the most likely path is such that (i) between time epochs —s*(d) and d
any hp source generates traffic at a constant rate

A
coi=(140)(c—p) =2(c— u)f + e,

whereas (ii) between —s*(d) and O any lp source transmits at rate

)\h
Sni=c—olc—p)=2c- M)T + -

Observe that the behavior of the hp sources between time 0 and d does play a role
(as this may interfere with the lp traffic); the behavior of the Ip sources between 0
and d is irrelevant, as this cannot further delay the ‘fluid molecule’ entering the Ip
queue at time 0.

Notice that we have that ¢; > uy and ¢, > wp; in other words, both types of
sources generate traffic at a rate higher than their mean rate. Outside the intervals
indicated above, the sources obey their mean rates. Consequently, between —s*(d)
and 0, the total queue builds up at a rate ¢, + ¢y = 2c — p and it can be checked
that it has the size (¢ — n)o - d at time 0.

In case o <0, any hp source just takes away a rate ¢ in the time interval
between 0 and d, thus causing overflow; both queues were empty at time 0. <>

11.4 GPS queue with srd input

In this section, we consider a system where traffic is served according to a general-
ized processor sharing (GPS) mechanism, consisting of two queues sharing a link
of capacity nc. We assume the system to be fed by traffic from two classes, where
class i uses queue i, for i = 1, 2. It is assumed that both classes consist of n flows
(but, again, due to the infinite divisibility of the normal distribution, this is not a
restriction).

As discussed in the previous chapter, class i receives service at rate n¢;c when
both classes are backlogged. Because class i gets at least service at rate n¢;c when
it has backlog, we will refer to it as the guaranteed rate of class i. Without loss
of generality, we focus on the workload of the first queue. The goal here is to
analyze the decay rate of the probability that the stationary workload exceeds a
threshold nb. Hence, denoting the stationary workload in the ith GPS queue at
time 0 by Q;, = Q;.,(0), the probability of our interest is P(Q;, > nb).
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Explicit results for short-range dependent inputs

In Lemma 10.2.2 it was shown that the ‘overflow set’ is bounded from above by

L dt,x>0:Vse(0,t):Jue0,s):
S@OMB):=1feQxQ: A[Ail(=1,0)+ A[f2](—1,0) > b+ ct + x, ,
Al fil(=s, —u) + Az[ fo](=s,0) < cs — prcu +x

we have that

1
1®(b) := — lim —logP(Q;, >nb) > inf I(f).
n—-oo n fe@(b)

In this section, we concentrate on BM input—the case of ALV is harder, and
we comment on it later (Section 11.5). The input of class i consists of n sources
of the type BM(%;, ;). The main result is that the expressions intuitively derived
in Section 10.6 are correct for BM input.

Define also @ := p; + pp and A := A; 4+ Ay, and the ‘reduced rates’: ¢ := ¢ —
w and ¢; = cp; — p; (for i = 1, 2). The system is stable: u < c.

We start by presenting an introductory lemma.

Lemma 11.4.1 Suppose that the class-1 sources are BM(\, 1) and that the class-
2 sources are BM(Ay, w2). Let us define the set S®Mb, x,u,t) =
{(aj,ar) |ay > b+ ct+x,a; < ct — ¢picu + x}. Then,

[P(b)> inf  kOb,x,u ),

x,t>0,ue(0,t)
where k@ (b, x, u,t) := % infy, 4yyes©prurn H(ar, a), with

(a1 —pu0)*  2(ar — pt)(ar — put + piu)
)»11,{ )\.114

H(Cl], 612) = (

+(612 —put + pu)? At
Al AM—Aiu/)’

Also, if At(b+ciu) < Mu(b +ct + x), then

1 (b+ct 2
k(g)(b,x, u, t) — kig)(b,X, u, t) = — . M’
2 Mt
whereas otherwise 2 b 2
1 ct—cC c
KO(b, x,u, 1) = K (b, xu, 1) 1=+ - (LG D7 GHOW)
2 At — AU AU

Proof. First, it is noted that

L dr,x>0:3ue(,1):
SOMD)C{feQxQ: ALAil(—1,0)+ Ay 21(—1,0) > b+ ct + x,
Alfil(=t, —u) + A2[ f21(=2,0) < ¢t — Prcu +x
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11.4. GPS queue with srd input

Identifying a; with A;(—1,0) + Ax(—1,0) and a, with A;(—t, —u) + A(—t,0),
the lower bound is derived as follows. Notice that these random variables have
variances At and A (t — u) + Aot = At — Aju, respectively, while their covariance
reads At — Aju. Also,

—1
At At — Aju a; — pt
B B T 1 1 n
(a1 — pt, az — pt + pu) (M—Mu Az—xlu> (ag—ut+mu)

equals H(aj, ay). This proves the first part of the lemma. The evaluation of the
maximum over (aj, ay) € S®(b, x,u,t) is analogous to the priority case (use
Lemma 11.1.5). O

In the following lemma we explicitly derive a closed-form expression for
kgg)(b, x,u,t) (minimized over ¢, u, x). It can be proved in a standard manner,
and therefore omit the proof.

Lemma 11.4.2 Suppose that the class-1 sources are BM (A1, 1) and that the class-
2 sources are BM(A,, [42). Then,
inf kb xun=2 "~

t,x>0,ue(0,1)

-b.

The derivation of the infimum of k;g)(b, Xx,u,t) (minimized over ¢, u, x) is
considerably harder. We first define

MY =

T(y):=cjy* +(@E—cy)- ; .
! YT Sy ()

Lemma 11.4.3 Suppose that the class-1 sources are BM (A1, 1) and that the class-
2 sources are BM(Ay, (12). Then

1
: (€3] _ .
t,x>6,1114£(0,t) kb, x,u, 1) = 2 yelg)t:l) uy)-b,
with 3 ) o,
A tcayiy))”  (C©—cy)i(y)
Uly) = .

lyt(y) A=Ay

Proof. First, observe that, for any given value of b, ¢, u, the infimum over x is
attained in 0. Therefore, consider k;g)(b, 0,u,t) to be optimized over positive ¢
and u € (0, r). Now, write u = yt, with y € (0, 1). Perform the optimization over
t. Straightforward calculus yields that the minimum is attained at t = bz(y). By
inserting this, the statement is proved. O

The following two lemmas determine the infimum of U(y) over y € (0, 1).
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Explicit results for short-range dependent inputs

Lemma 11.4.4 Suppose

For all y € (0, 1), it holds that yt(y) < t(1).

Proof. It is equivalent to checking that 7' (y) > 2T (1) for y € (0, 1), or

c—ciy\ _ (A—1
Evy) = (c EzCW) - ( )LN/)J/ -

2

Due to the fact that E¢(-) and E,(-) correspond to parabolas (where the former is
convex and the latter is concave), it is enough to verify whether E,(1) < E/(1).
This yields the condition

Ci Al
_2 N —_— S 1 - _7
&) A2
which is in turn equivalent to ¢; > ¢y. O

Lemma 11.4.5 If 1 > ¢f, then infye(()’l) Uly)=U().

Proof. We need to check if, for all y € (0, 1),

(1 +ciyt(y)?* (€ —ciy)t(y) 2 a +cir(1)* (1)
AMyE(y) A=ty T Mt(D) P

Straightforward algebraic manipulations yield that this is equivalent to

MO =t = = M)y Vit (y) + rt(DVa(y)t*(y) =0,  with
Vi(y) = mcat’(1) + a (1 4+ E12(1));
Va(y) i= (A — y)ery? + ay @ —aiy)t.

Now, it is not hard to see that Vi(y) = 2x, and Va(y) = (A — A1y)/t2(y), so it
remains to verify that

20 (A= 1ry) - (1(1) — yt(y)) =2 0,

but this holds (for ¢; > ¢{) because of Lemma 11.4.4. O

With the above results, we can prove our main theorem for the two-queue GPS
system with Brownian inputs.
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11.4. GPS queue with srd input

Theorem 11.4.6 Suppose that the class-1 sources are BM(Ay, 1) and that the
class-2 sources are BM (A2, (). Then, with

C c o Mz
¢y =1—91; ¢y = —,

c
it holds that (i) for ¢, € [0, ¢31,

19p) =2 B,
Al

(ii) for ¢ € (93, d3],
12 = % -U(1) - b
(iii) for ¢z € [$5, 1],

c—u
A+ A2

1®0b)=2-

Proof. Case (i) follows directly from Section 10.5. Class 2 is in overload, and
‘takes away it weight’ without any effort. As a consequence, in essence, class 1
sees a queue with service rate n¢;jc.

The proof of cases (ii) and (iii) mimics the proof of Theorem 11.3.4. The lower
bound uses Lemma 11.4.1. Then, the proof is as in the lower bound of Theorem
11.3.4, with the sets

Ty = {(t,u,x) € RS | At (b +cru) < Mu(b +7ct +x)};

T, with the ‘<’-sign replaced by ‘>’, and T with the ‘<’-sign replaced by ‘=". The
infima of the k¥ (b, x, u, t) (over ¢, u, x) for i = 1,2 follow then from Lemmas
11.4.2,11.4.3, and 11.4.5.

The upper bound is just a matter of verifying that the paths of the lower bound
are feasible, and computing their norm. O

Example 11.4.7 Here, we illustrate the result of the previous theorem by an ex-
ample. We suppose that both types of sources correspond to Brownian motions,
with ; = 0.2, up, = 0.3, vy (t) = 2¢, and v,(t) = ¢. Take ¢ = 1. With the buffer
size of class i denoted by B; = nb;, let I ;i) (b;) be the decay rate of class i, and

1% (by)

(& ._
L = b

These Ligl) are given in Figure 11.1, as a function of the weight ¢ .

Suppose the weight ¢; (and hence implicitly also ¢, = 1 — ¢;) has to be chosen
such that the decay rate of class i is larger than §; (for i = 1, 2). Then, we need
to verify whether there is a ¢; € [0, 1] such that both blLSi > §; and szE‘% > 5.
This can easily be verified from the graph in the figure. <&
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1.5
LP(¢))
1.0
L (¢1)
0.5

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
¢ —

Figure 11.1: The curves L;g) (¢1) of Example 11.4.7.

11.5 Concluding remarks

In this chapter, we have computed, in a many-sources setting, the exponential
decay rate of the overflow probability in a tandem queue, a priority system, and
a system operating under a GPS scheduler. The input was assumed short-range
dependent Gaussian traffic; we have distinguished between Brownian-motion input
and input with an asymptotically linear variance function. A few remarks are appro-
priate here.

e In Exercise 11.1.4, we considered the M/G/oo input process with Pareto
jobs. It was argued that for o > 3 the input is ALV. For « € (2, 3) it is true that
v(t)/t tends to a constant, but v(¢#) — ¢ does not. Hence, the process is short-range
dependent, but not ALV.

To get an impression of the large-buffer behavior for o € (2, 3), we consider
the FIFO queue fed by Gaussian sources with the (somewhat simpler) variance
function v(¢t) =t + t#, for B € (0, 1); for ease, take = 0. It is readily verified
that the optimizing ¢ = 7(b) is the inverse of

ct + 2 — B)ctP _

b(t) == T g

for large ¢, it holds that b(¢) ~ ct +2(1 — ,3)ct’S , and hence also that, for large
b, the optimizing ¢ looks like b/c —2(1 — B)(b/c)?. Now, it can be verified
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11.5. Concluding remarks

that

2
(, ¢ (b+ct)

in ~ 2bc — 2¢¥PpP.
t>0 21)([)

We see that a variance function consisting of a linear part as well as a polyno-
mial, sublinear part leads to a decay rate function with a linear and a polynomial,
sublinear part. We expect this type of behavior to carry over to the complex buffer
architectures considered in this chapter.

e In the GPS setting, we only considered the case of BM input. In the situation
with ALV input, we run into technical problems. In the counterpart of Lemma 11.4.1
for ALV sources, the minimum needs to be taken over all + > 0 and u € (0, 7).
Because u can be chosen close to ¢, we expect that we have to impose regularity
conditions on v(-) around 0, to be able to compute the minimum over ¢ and u.

e Zhang [296] also considers behavior of GPS schedulers for short-range
dependent traffic (more general than Gaussian, but discrete-time). His assumptions
are in line with those in, e.g., Glynn and Whitt [119], and are of the following type.

With A(¢) denoting the traffic generated by a single source in an interval of
length ¢, it is assumed that

lim t~'logEexp(PA(t)) < 0o (11.10)

is finite for positive 6; for Gaussian sources, this would be equivalent to requir-
ing that v(¢) is at most linear. Such a framework obviously allows for instance
v(t)/t — A. The results obtained are of the type I.(b)/b — 6* for b — 00, where
1.(b) is the decay rate of overflow in the queue under consideration and 6* is a
positive constant.

Our requirement in the variance function, i.e., v(t) — At — « for ALV sources,
is more demanding (in the sense that it implies that v(-) is at most linear), but, in
return, we get more precise results: I.(b) —0*b — v as b — oo.

Bibliographical notes

This chapter is based on Mandjes [187]. Recommended reading material on the
srd case is Glynn and Whitt [119], where large-buffer asymptotics are considered
under what could be called Gdértner—Ellis type of conditions (Equation 11.10).

Appendix
Lemma A.1 Take A,C € R; B,D > 0; 0 > 0; T € R. Then,

. . (o1)? (x — t1)? 2x Do?
lim ( inf + S—— 224 ——1
x—o00 \t>0 A + Bt C + Dt D B

_UZAK+K22‘L'
- 2 Ca
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Explicit results for short-range dependent inputs

-1
Do? C T
K, = 24— , Khi=—— |l - ———] .
B D V1?24 Do?/B

Proof. First fix x, and differentiate with respect to ¢ to find the following first-order
condition:

2
02.2At+Bt2+2 tox\_p(Z=xY
(A + Br)? C + Dt C + Dt

which is solved by

t— 1
Tt T+\/T2+DO‘2~

C+Dt D

2At + Bt?
(A+Bn? |’

We can equivalently express x as function of ¢:

C C 2At + Bt?
H=——. —+1t) 12+ Do ———.
x(1) D ‘E+<D+>\/‘E+ o AT BIp

Now, it is readily checked that

i &) 1+ Do? C - Do?
im [x() — 14/t —_— 1 == e = 7).
f—00 B D B

and hence lim,_, 7(x) — K;x = K;. Inserting these into the objective function
yields the stated result. O
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Chapter 12

Brownian queues

In the previous chapter we have seen that, for the special case of short-range
dependent input, a fairly explicit analysis could be performed. We could find the
many-sources asymptotics for the FIFO queue, but also tandem, priority, and GPS
systems (and we saw that the corresponding decay rates are linear in the buffer
size).

Specializing to the case of Brownian inputs, however, it turns out that even
more explicit results can be derived. The buffer content distribution of reflected
Brownian motion was already given in Section 5.3, but various ramifications can
be found as well. These are given in Section 12.1. In Sections 12.2 and 12.3 we
consider the tandem queue with Brownian input, and we subsequently derive the
buffer content distribution of the downstream queue, and the joint distribution of
the buffer content of the first and second queue.

12.1 Single queue: detailed results

Maximum over a finite horizon. Here, our goal is to compute, for B, ¢, T > 0,

a(B,c,T) =]P’( sup B(t) —ct > B),

t€[0,T]

with B(-) standard Brownian motion. We first focus on 7 = 1: we give an expres-
sion for «(B, c, 1). Recall from Section 5.3

B®B,c,a) =P (supB(t) —ct >B| B(l) = a> .

>0

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Brownian queues

Then it is clear that

1 —a(B,c, 1)=[B+C(1— .C, le_eyz/2dy.
T

—00

Applying that 8(B, ¢, y) = B(B,C — y, 0) = exp(—2B(B + C — y)), direct computa-
tion gives, with @ (-) the distribution function of a standard normal random variable,

a(B,c,1)=1—®B+C) +e > d(—B+0C).

Now we consider the situation of general 7. Straightforward scaling arguments
yield that (B, c, T) = a(B/v/T, c/T, 1), so that

aB,c,T)=1— (% + cﬁ) +e 2 <—% +cﬁ> . (12.1)

Queuing dynamics. Define
y (8,8, ¢, T):=P(Q(0) > B, O(T) > 8)

=P (sup{B(—s, 0) —cs} > B, sup{B(T —t,T) —ct} > B’) ,

5>0 t>0
with B(s,t) := B(t) — B(s). It is elementary that
y(B,B,c,T)=1—¢2 — ¢4 35(8,8,c,T),

where

y®,8,c,T) =P (sup{B(—s, 0) —cs} <B, sup{B(T —t,T)—ct} < B/> ;

520 120

it turns out that it is slightly easier to analyze this ‘complement’ ¥ (8, B’,c, T)
rather than y (B, B, c, T).

A second simplification can be made. As above, we can, without loss of gen-
erality, assume that 7 = 1 because

Y(B, B, cT)_y< C«/—l)

ff

To make the expressions more compact, we write B.(s,t) := B(s,t) —c(t — s).
By conditioning on B(1) we obtain that (B, B/, c, 1) equals

e 12 dx.

B +C
/ P (sup Be(—s,0) <B,supB.(1—1,1) <8, B(1) = x)

—00 5s>0 t>0 T

Now we split this event into all requirements that relate to negative time, and all
requirements that relate to positive time. The probability in the above equation
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12.1. Single queue: detailed results

decomposes into

B'4C
f fx(8,B,0)g. (8, B, ©) dx; (12.2)
where

fx(B,B,0)

=P (sup Be(—s,0) <B,supB.(1—1,0) <B +c—x | B(l) = x)

s>0 t>1

=P (sup Be(—s,0) <B,supB.(1 —1,0) <B +c— x)

5=0 1>1

=P (sup B.(—s,0) < min{B,B +C — x})

s>0

=1 — a(min{B, B+ C — x},¢) = 1 — exp (—2min{B, B’ + ¢ — x}c)

with «(B, ¢) = P(Q > B) = exp(—2BC), as in Section 5.3, and
g:B,8,0):=P| sup B.(1—1,1)<B |B(l)=x
1€(0,1)
=1-B@®,c,x)=1—exp(—28@® +c—x).
Now the problem has reduced to inserting the expression for f, (B, B/, c) and
g:(B, B, ©) into the integral (12.2); we have to distinguish between x smaller than
B’ — B + C, and x between B' — B + c and B + c. It turns out that, in these integrals,

the standard normal cumulative distribution function ®(-) can be recognized. After
tedious computations, we obtain that y (B, B/, c, 1) equals

exp (—2B'c) - d(—B+ B —C) +exp (—2BC) - P(B— B — ) +
exp (—2(B +B)c) - ®(—B—B 4+ ¢) — P(—B— B —0). (12.3)

This expression enables us to compute even the transient distribution of reflected
Brownian motion. We find

P(Q(T) = 8" | Q(0) = B)

— <% - 5/7 - cﬁ) +exp (—28C) - @ <—% - 5/7 +cﬁ> (124

The latter expression is in line with (1.1) of [1], and p. 49 of [128]. Equation (12.4)
has an appealing interpretation

P(B(T) = —B+ 8 +cT)+exp(—28c) -P(B(T) =B+8 —cT).
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With respect to the first term, it is easily verified that B(T) > —B+ B 4+ cT is
a sufficient condition for Q(T) > B’ given Q(0) = B. There are paths, however,
along which less than —B + B’ + cT is generated (as the buffer becomes empty in
between); the second term covers that effect.

Correlation function. We show below that even the correlation function of the
buffer content of the Brownian queue can be derived from first principles. Define

Cov(Q(0), Q(T))
VarQ(0) '

9(T) :=

Realizing that Cov(Q(0), Q(T)) = E(Q0)Q(T)) — 1/(4c?) and VarQ(0) =
1/(4c?), we are left with finding E(Q(0)Q(T)). As that EX = fooo P(X > x)dx
for continuous, nonnegative random variables X, we observe that

E(Q(0)Q(T)) = foo /OO (B8 . T) da s
0 0

Plugging in Equation (12.3), subtracting 1/(4c?), and dividing by 1/(4c?), we
obtain after tedious calculus,

H(T) = (2 —2¢*T? — 42T (1 — ®(cVT)) + QATVT + 2cVT)p(cVT),

with ¢ () the density function of a standard normal random variable. Notice that
indeed ¥ (0) = 1, as desired.

Also the asymptotics of 9 (-) for large T can be found. It is readily checked
that

lim ﬂ(T)/( ¢(c~/_)>

where it is used that

1 =D(gx)) ( 1 1 3 15 )
lim . — + _ =1,
x=oo p(g(x)) g(x)  (g(x))? (g’  (g)

if g(x) = 0o as x — oo. In other words, ¥ (T') decays exponentially in 7, with

decay rate c?/2. For detailed results on the transient of the Brownian queue, see
[1, 2].

12.2 Tandem: distribution of the downstream queue

Consider the following setting: let a (standard) Brownian motion feed into a tandem
network, with service speeds c; and ¢, (where obviously ¢; > ¢;). The goal of
this section is to find an expression for P(Q, > B). The minimum time it takes to
exceed level B in the second queue (starting empty) is dB, with d := (c; — c;) ™"
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12.2. Tandem: distribution of the downstream queue

Interestingly, the following result holds for any input process with stationary
independent increments, and hence in particular for Brownian motions. The proof
can be found in [66].

Theorem 12.2.1 Let {A(t), t € R} be a stochastic process with stationary indepen-
dent increments and let @ = EA(1) < Cy. Then for each B > 0, and A, (-) and A,(+)
independent copies of the process A(-),

P(Q, > B) = IP( sup {A(f) — ot} > sup {—A,(t) +c1t}> . (12.5)
t€[0,00) 1€[0,dB]

We can now analyze representation (12.5) for the case where A(-) = B(-), a
standard Brownian motion (with zero drift). It appears that an explicit formula can
be derived for P(Q, > B); the proof resembles the key argument given in [186]. As
before, let W(-) denote the tail distribution of a standard normal random variable.

Theorem 12.2.2 Let A(-) be a standard Brownian motion. Then, for each B > 0,

P(0: = b) = S22 2o (1 - (—72 f»

CI —C A/Cl —C
Cy Cq
+ \If( ﬁ).
C—C VAS Il o)

Proof. Following Theorem 12.2.1 we have

P(Q; > B) = P( sup {B(r) —cat} > sup {B(r) +C1t}) ;
t€[0,00) 1€(0,dB]

where Bj(-), B>(-) are independent standard Brownian motions. Now use that, for
each x > 0,

]P( sup {B(t) — cat} > x) — p20x

t€[0,00)

and, see e.g., [22], for any D > 0,

p(x) = ;P( sup {Bx(t) + ¢t} < x)

X t€(0,D]

[ 2 — ¢ D)? D
=,/ —exp _&-ab)y — 20Xy xrab :
7D 2D D
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the latter formula follows also directly from Equation (12.1). We have obtained
two integrals that we calculate separately:

P(Q> > B) =/ e p(x) dx = T,(8) — Ta(B),
0

where

o 2 (x — c;dB)?
T = 202",/ — -~ )dx;
1(®) /0 ¢ TdB exp( 2dB

” d
7,(B) := f ¢20% 90, 20N <w> de.
0 A/ dB

Integral Z;(B) is evaluated as follows:

I.(8) = 2 /OO 1 ( x% —2c1dBx + c2dB* + 4czde> "
= €X —
: o 2mds T 2ds
2
— De—C2(C1—C2)dB /»oo 1 exp (_ (x — (c; —2¢2)dB) )dx
0 +/2mdB 2dB
_ Cp —2¢
= Qe 2B <1 - (7\/5)) . (12.6)
A/Cl1 —C
For Z,(B) we find
o0
To(8) =f 20,2 @)y <M> dx
0 v/ dB
= G foo 2(c; — C2)62X(C17C2)\Ij (X +CldB> dx.
C1 —C2 Jo v dB

Now, integration by parts gives that Z,(B) = leQ(B) /(c; — Cy), with

o 2
7>(B) = —W(c;v/dB) +f p2x(C1—C2) _ (x+cidp) )dx
0

eX
Vands P ( 2dB

2d —20,)%d
= —W(c;v/dB) + exp (—Cl 5 + © C2) B)

2 2

[oo 1 ( x2 — 2xdB(C) — 2¢;) + (€] — 2C2)2dB2) .
X ——exp| — .
0 Vamwds s

= —V(c;vVdB) + e C2(2c1—2c2)dB
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12.2. Tandem: distribution of the downstream queue

/00 1 ( (x = (¢ — 2Cz)dB)2)
X exp| — dx
0

2mdB 2dB
— —W(c,VdB) + e 2" (1 —v (LZCZ\/E)) (12.7)
N ' '
Combining Equations (12.6) and (12.7) yields the desired result. O

The next corollary finds the exact asymptotics of the buffer content distribution
in the second node, by applying the general result of Theorem 12.2.2.

Corollary 12.2.3 Let A(-) be a standard Brownian motion.

(i) If 1 > 2y, then

c; — 2c
P(Q) > B) = ———2¢728(] 4 o(1)) as B —> 00.
Ci —C

(ii) If c; = 2¢y, then

1
27TC2

P(Q, > B) = e 2 (1 4+ 0(1)) as B — 0.

5
sl -

(iii) If c; < 2¢y, then

1 —\"? 4
P(Q, > B) = (qB”) @

V2r ci(cr —2¢y)?
ex (—LB) (14 0(1))
P\ 2@ -

as B — OQ.

Proof. Let 7;(B) and J>(B) be defined as

C| — 2C2 —20,8 C| — 2C2
B) (= —— 11—V | —=+/B
Ji(B) A ’—CI_CZI

and

p— Cl Cl .
JaE) = Ci —Cij (mﬁ) '

recall from Theorem 12.2.2 that P(Q, > B) = J1(B) + J>(B). We also recall the
standard ‘first order’ asymptotic result

I 1 _»
_ —,—ut/2
W) = =P+ o), (12.8)
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and ‘second order’ result

1 1 2 1 1 2
_e—u‘/Z _ ‘I/(M) — _e—”'/z(l + 0(1)), (129)
2T u 2 u’

u — oo. We now consider the three cases separately.

(i) ¢y > 2c;. Then

Lloggi® G (@/@)?
B—00 IOg ‘72(B) 4C2(C1 — C2) 4(C1/C2 — 1)

> 1,
due to x> > 4(x — 1) > 0 for x > 2. The statement follows after applying
Equation (12.8).

(i1) ¢; = 2¢,. Then J;(B) = 0, and the statement follows from Equation (12.8).

(iii) c; < 2c,. In this case, remarkably, both —7;(B) and />(B) equal (asymptot-
ically)

1 1 1 Ci
7(:1 e \/T_Trﬁ exXp (—72((:1 — C2)B) (1 + 0(1)),

as B — 00, due to Equation (12.8). As a consequence, we have to rely on
the more precise asymptotics (12.9). After tedious computations we derive
the stated. O

We see that there are two regimes: with ] := 2¢,, there is an essentially dif-
ferent behavior for ¢; > ¢} and ¢; < c7; cf. the many-sources results of Sections
9.2 and 11.2.

12.3 Tandem: joint distribution

Interestingly, by another argument than the one used in the previous section, even
an explicit formula of the joint distribution

q(8) :=P(Q =By, 02 > By)
can be given. It turns out to be practical to first consider the probability
p®) :=P(Q1 = By, Q1 + Q2 > By).

For the sake of brevity, write x = x(B) := (Bt — B;)/(C; — C3). Furthermore, let
¢ (-) denote the probability density function of a standard Normal random variable,
as earlier.
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12.3. Tandem: joint distribution

Theorem 12.3.1 For each Bt > By > 0,

p(B) = —W(k;(B)) + W(ka(B))e ™ + W(ks(B))e 1
+ (1 _ \I;(k4(B)))e*2(Bl(01*2C2)+BTCZ)’

where
B +Cix —B; +Cix
k (B) = k (B) = 2.
1 \/7 2 \/7
) B 5
k3(B) = w’ k4(B) — By + (Cl CZ)X )
N3 X

Proof. First note that, due to time-reversibility arguments,
P(Q1 <B1, Q1+ Q2 < By) =P(Vt > 0: B(r) < min{By + Ci7, Br + Ca1}).

Let y = y(B) := B; + C; x. Hence, (x, y) is the point where B 4 C;¢ and Bt + Cy¢
intersect. For ¢ € [0, x] the minimum is given by B; + C; x, whereas for ¢ € [x, 00)
the minimum is By 4 Cp¢. Now, conditioning on the value of B(), being normally
distributed with mean O and variance y, we get that P(Q; < By, O + Q> < By)
equals

y(B) 1 X
2 dx.
. Jx(B>¢(¢x<B))"(B) ®)
with

n() :=P(Vr € [0, x]: B(#) < By +C17|B(x) = x);
9(B) =PVt >0:B() <y—x-+Cy).

The first probability can be expressed (after some straightforward rescaling) in
terms of the Brownian bridge: for x < y(B),

n<B>=P<Vre[o,1]:B(r)s%+<cl x—%)t|3(1)=0)>

=1- exp (—2B1 <C1 — i)) s
X

whereas the second translates into the supremum of a Brownian motion:
?(B) = 1 —exp2(y — x)C3).
After substantial calculus, we obtain that P(Q; < By, Q1 + Q> < Br) equals

O (k1 (8)) — @ (ka(B))e "1 — D (k3(B))e ™" + P (ky(B))e (TR,
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Brownian queues

The statement now follows from

pB) =1—-P(Q; <B)) —P(Q + 0> <B) +P(Q; < By, Q1 + Q2 < By),

also using that P(Q > B) = ¢~ 2* and P(Q; + Q, > B) = e~ 2%, O
It is clear that we can translate this result on p(B) into a result on g(B):

P(Q1 < By, Q2 <By)

B g
= / —P(Q; <x1, 01+ Q2 < x7) dx.
0

8Xl X]1=X] Xpi=Byt+x

The calculations are given explicitly in [175]; here we give only the result. To this
end, define T = 7(B) = dB,, and

B; +C; —B] +CiT —B; + (C1 — 2C2)T

hl(B) = ﬁ y hz(B) = ﬁ s h3(B) = ﬁ

Theorem 12.3.2 For B;, B> > 0,

C2 —2BjC
q(B) = ( ‘If(hl(B))> + W(ha(B))e ™™

CI—C

cp —2c
+ <¥ (1 — W(h3(B))) - e_z(Bl(Cl_Cz)"FBZCZ)) _
Ci —C

Inserting B, = 0, we indeed find exp(—2B;C;), as desired. Also, taking B; = 0,
we retrieve the formula for the downstream queue, as derived in the previous
section.

Remark 12.3.3 We assumed that the input process was a standard Brownian
motion, i.e., no drift and v(¢) =¢. It can be verified, however, that the results
extend to general Brownian input, which have drift u > 0 and variance v(t) = Az,
A > 0. Requiring that ¢; > ¢, > p > 0 (thus ensuring stability), it turns out that
we have to set ¢; < (¢; — ,u)/\/x and B; < Bi/\/X, i=1,2

Large buffer asymptotics. In this section we take B; := @B and B, := (1 — «)B

for some o € (0, 1), and then we consider the asymptotics for large B. In other
words, we investigate

qa(B) :=P(Q| > aB, Q> > (1 — a)B)

for B — 0o. (We do not treat « = 0, 1 here, as these correspond to the marginal
distributions of the first and second queue, and these we already know.)
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12.3. Tandem: joint distribution

Define

C C| — 2C2

Ay =—; o= —
2C1 — Cy 2C1 — 3C2

It can be verified that 0 < o < @y < 1 if ¢y > 2¢p, and 0 < oy < 1 if ¢ < 2¢;.
We use the notation ¢ (x) := exp(—x2/2)/ (v/27x). A useful, and rather straight-
forward, lemma is the following. It uses the shorthand notation f(b) ~ g(b) as
b — o0 to express that lim,_., f(b)/g(b) — 1. Clearly, ¥(x) ~ ¢(x) as x — 00,
as we have already seen several times in this book.

Lemma 12.3.4 Let By = aB and B, = (1 — «)B, with a € (0, 1). As B — o0,

W(h1(B)) ~ ¢(h1(B));
t(ha(B)) ifa <oy

W (hy(B)) ~ 1/2 if o = ay;
1 otherwise;

1 if ¢ < a_ and c; > 2¢y;

1 — W (h;3(B)) ~ 1/2 if @ =«_ and c; > 2¢y;

—¢(h3(B)) otherwise.

Now define the following two quantities:

(B) . 1 ( Cy 1 n 1 C| — 2C2 1 ) .
VR V2r \ci—c hi(B)  ha(B) ¢ —c; hs(B))’

5(8) = (B1(c; — ) + B2C1)2.
2By(C; — C2)

The next theorem shows the dichotomy that we have seen several times earlier:
there is a crucially different behavior for ¢; > 2¢; and ¢; < 2¢,. Interestingly, the
exponential decay rate is continuous in «. It follows directly by applying Lemma
12.3.4.

Theorem 12.3.5 Suppose that c; > 2¢;. As B — 00,

cp —2c .
a(B) ~ 2 2m@-Re) if g € (0, );

c| —C

gu® ~ T2 metne) g =g
2 Cc—C

ga(®) ~ y®)e Y, ifa e (@, ay);

quo(B) ~ %e’z“‘c‘, ifo =oy;

Gga®B) ~ e B ifa e (ag, 1).
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Brownian queues

Suppose that c; < 2C;. As B — 09,

qu(®) ~ y(®)e®, ifa € (0, a});
1

qu(B) ~ 56—23101’ ifo =ay;

gu(B) ~ e ifa e (ay, 1).

Interpretation of different regimes by applying sample-path large deviations.
Theorem 12.3.5 shows a broad variety of regimes: the asymptotic behavior of
q«(B) critically depends on whether or not c; > 2¢,, and the value of «. Inter-
estingly, these regimes can be explained by applying sample-path large deviations
(‘Schilder’), as shown below.

To this end, we apply the many-sources scaling: we feed n i.i.d. standard Brow-
nian sources into the tandem system, and also scale the link rates and buffer
thresholds by n: ncy, ncy, nby, and nb,, respectively. Define U as

{fGQIHtEO,se(O,t):Vue[O,s]- ALf1(=5,0) = b1 +c1s }

TA[f1(—t, —u) = by + ot —ciu

Lemma 12.3.6 With B;(-), fori =1, ...,n, i.i.d. standard Brownian motions,

1 n
]P)(Ql,n > nbh Q2,n > an) = pn[u] =P <_ Z Bt() € u)
n i=1

Proof. It is clear that {Q; , > nb;} corresponds to the collection of paths such that

A[f1(=s,0) = by 4 c;s for some s > 0. Also, {Q>, > nb,} reads

{(Qin + Q20) — Q1w = nbo}

= { (supz B;(—t,0) — ncﬂ) — (supz B;(—u,0) — nclu) > nbz}

20— uz0 iy

= {E!t >0:Vu>0: ZBi(—t, —u) > nby 4+ ncyt —nc,-u} .
i=1

The restrictions on the ranges of ¢, s, u follow from the usual considerations regard-
ing the starting epochs of the corresponding busy periods. O

The previous lemma entails that ‘Schilder’ can be applied, to get
1
19%(b) := — lim —1ogP(Q,,, = nby, Qs = nby) = inf I(f).
n—o0o n feu
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12.3. Tandem: joint distribution

The infimum of I(f) over f € U can be evaluated as before — it turns out to be
a tedious (though relatively straightforward) procedure. We arrive at the following
result.

Proposition 12.3.7 Suppose ¢, > 2c¢,. Then it holds that

2(bi(c1 — ¢2) + bacz) if by/(by +by) € (0, a_];
192(b) = § 8(b) if by/(by +by) € (a_, a);
2b1C1 if b]/(b1 + bz) € [Ol+, 1)

Suppose ¢y < 2c;. Then it holds that

j02gpy [ B b1/ +b) € (0.ap);
¢ T\ 2bicr ifbi/(by +by) € [y, 1).

The optimal paths have interesting shapes, as displayed in Figure 12.1. The
three shapes correspond to the three cases that occur in the case ¢; > 2c;.

In the first regime, traffic is first generated at a rate 2c;, such that queue 2
starts to build up (at rate c;) but queue 1 does not (as 2¢, < cp). Then the input
rate changes to 2¢; — 2¢;, such that both queues build up; queue 1 grows at rate

Q (1) Q (1) Qi (1)
b-b, b t b t _h t
T ¢, -2c, ci—¢C, c,
Qi (D) Q (1) Q (1)
b1
b by g (c1-c2)
b,
" p g
b-b, b t b t _bh t
T, ¢, -2c, ci—¢C, c,

Figure 12.1: The most likely storage path in {Q| > by, Q> > by} for ¢; > 2¢; as
stated in the first part of Proposition 12.3.7 three different regimes can be distin-
guished: b, /(b + by) (left) in (0, «_], (middle) in (x_, ey ), (right) in [@—, 1). In
case ¢; < 2¢y, the most likely storage path corresponding to b /(b; 4 b2) € (0, o)
is as in the second picture, and the path corresponding to b;/(b; + b;) € [y, 1)
is as in the third picture.
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Brownian queues

c1 —2cy > 0, such that its output rate is ¢, and hence queue 2 grows at rate
c1 — c3. At time 0, the queues reach exactly their ‘target values’ b; and b,.

In the second regime, traffic is generated at a rate (b;/b;)(c; — c2) + ¢; all the
time. As this is larger than ¢, this means that queue 2 grows at rate ¢; — cp. At
time 0, both queues reach their ‘target value’.

In the third regime, the input rate is 2¢;. At time 0, queue 1 reached its ‘target
value’ by; queue 2, however, exceeds b,. Apparently, the most likely path is such
that there is some ‘surplus’ in queue 2.

Bibliographical notes

Most of the material of this chapter was taken from Debicki, Mandjes, and Van
Uitert [66] and Lieshout and Mandjes [175]. As remarked, Brownian motions have
independent stationary increments, and hence fall in the class of Lévy processes.
Therefore we can use various general results from this powerful theory — see for
instance [10, 30, 246, 262].

Networks of queues fed by Lévy input are studied in detail by Kella and Whitt
[146, 147], but their results (on both the marginal and joint distributions) are in
terms of Laplace transforms rather than explicit expressions for the probabilities
of interest — for related results, see also De¢bicki, Dieker, and Rolski [62].
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Part C: Applications

The remaining chapters illustrate how Gaussian queues can be applied in a number
of relevant networking examples. It turns out that many of the results derived
in Part B are immediately applicable for traffic management and dimensioning
purposes.

The first chapter studies the weight-setting problem that arises in general-
ized processor sharing. It turns out that the, rather explicit, formulae derived in
Chapter 10 can be applied directly to find ‘optimal weights’.

The next two chapters are about link dimensioning, i.e., the selection of an
appropriate value for the link rate such that some prespecified performance criterion
is met. Link dimensioning procedures require accurate estimation of the Gaussian
input process; in Chapter 15, explanation is provided on how these can be obtained
by sampling the buffer content.

The last chapter focuses on bandwidth trading. Often Internet Service Providers
(ISPs) are confronted with fluctuating demand from their customers, and therefore
it makes sense to buy bandwidth when demand exceeds supply, and to sell band-
width when supply exceeds demand. This type of ‘bandwidth trading’ requires, in
the first place, an effective mechanism to exchange information about prices and
quantities between the ISPs and the ‘network owner’. In the second place, the ISPs
should be able to estimate how much bandwidth they need to meet the performance
requirements of their clients; we show how large-deviations techniques can help
here.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Chapter 13

Weight setting in GPS

When selecting appropriate values for the weights ¢ in GPS, as introduced in
Chapter 10, it is clear that various objectives could be chosen. In this section,
we investigate two such approaches. Following [94], it could be assumed that, for
practical reasons, it should be avoided to switch between a large number of different
weights — in fact, it could be required that just one set of weights ¢ be used. With
any ¢ an admissible region A(¢) can be associated, i.e., all combinations of sources
of both classes such that the required performance is realized. Obviously, the size
and shape of A(¢) depends critically on the weights ¢ chosen.

The other extreme would be to allow continuous adaptation of ¢. The result-
ing admissible region, also called the realizable region, say A, contains all the
A(¢) — in fact A = Uy A(¢). An interesting question is whether there is a value of
¢ for which A(¢) is just ‘marginally smaller’ than A; selecting this weight would
somehow maximize the admissible region.

This chapter focuses on the issues raised above. Sections 13.1 and 13.3 relate
to the situation that we are asked to find a vector of suitable weights ¢, i.e., no
adaptation of the weights is allowed. Two settings are considered:

e In Section 13.1, we assume that there is a fixed ratio between the numbers of
sources in the various classes; specializing to the case of two classes, this is
equivalent to considering the situation that there are nn; sources of class 1,
and nn, of class 2. Then we analyze how ¢ can be chosen such that n is
maximized, under constraints on both overflow probabilities.

e In Section 13.3, we consider the situation that the user population fluctuates
just mildly around some ‘operating point’ (12}, 77,). We develop an algorithm
to find a ¢ such that some given ‘ball’ around (771, 77;) is contained in A(¢),
such that for (n;, n;) in this ball the performance requirements are met.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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Weight setting in GPS

In Section 13.4, we take the opposite approach and allow infinitely many weight
adaptations. We compare the realizable region .4 with the admissible regions A(¢)
for given ¢, to quantify the gain of being able to constantly adapt ¢. In fact, our
examples indicate that often it suffices to pick just one weight to cover most of
A; interestingly, these weights correspond to priority strategies (i.e., one of the
weights equals 0).

In Section 13.2, we present fast and straightforward approximations of the over-
flow probabilities in the GPS system, which are extensively used in Sections 13.3
and 13.4.

13.1 An optimal partitioning approach
to weight setting

Before we turn to the setting of a network node operating under GPS, we first
consider the situation of K (not necessarily 2) heterogeneous classes of Gaussian
sources sharing common resources B and c. The sources are homogeneous within
each class, but there is heterogeneity across classes. Inputs of type i have mean
rate u; and variance curve v;(-).

We consider the problem of optimally partitioning (B, C) into (B;, C;) among
the classes: we dedicate resources (B;, C;) exclusively to class i; we require that the
overflow probability for traffic of class i is below e~%. In other words, resources
not used by class i cannot be claimed by class j # i. ‘Optimal’ here refers to max-
imizing the size of the admissible region by maximizing n for a given connection
mix vector

ni ng

K
n=M,...,Ng) = (——) where n::Zn,-.
i=1

n n

More precisely, the approach taken in this section is that we maximize the number
of admissible sources along a given ‘ray’:

e We keep the connection mix vector 1 fixed (without loss of generality, we
could assume that the components of 1 sum to 1).

e We consider the situation that there are nn; sources of type i. We assume that
the arrival process of a single source of type i be Gaussian with mean rate
w; and variance function v; (-); all sources behave statistically independently.

e Then maximize n under the condition that all classes are guaranteed their
performance target by choosing the optimal values of (B;, C;), with obvious
constraints imposed on the bandwidth and buffer consumption: ZIK: G =,
and X B, <.
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13.1. An optimal partitioning approach to weight setting

Clearly, partitioning of resources can support diverse performance requirements
by protecting individual classes. Due to the fact that class i can use only resources
(Bi, C;), this system loses, compared to GPS, the multiplexing advantage obtained
by sharing across classes. We come back to this issue later.

We begin this section by characterizing (and interpreting) the solution to the
optimal partitioning problem. Then we indicate how to use this solution for weight
setting purposes in GPS.

Characterization of the solution of the optimal partitioning problem. Our first
step is to develop an approximation for the overflow probability of class i traffic
in the partitioned system. Clearly, the ith queue in this partitioned system is just a
FIFO queue, with nn; sources of type i feeding into a queue with resources (B;, C;).
Based on Approximation 5.4.1, we propose the approximation e~%i for the class-i
overflow probability, with

i + (Ci — nnipi)t)?
A; = Aj(B;, G, nn;) = ing (@ + (2 d n(rt))u,) ) . (13.1)
> nn;vi

Now consider the system with K traffic classes with heterogeneous performance
requirements 6y, ..., §x. Applying the above approximation, we have to choose
(Bi, C;) to satisfy

A;(B;, Cj,nn;) = 6;. (13.2)

Formulation as convex programming problem. To optimize the admissible
region (for a fixed connection mix 7), we clearly seek to solve the following
mathematical programming problem:

Maximize n
subject to

Ai(Bi,Ci,nn) > 8, Yi=1,...,K

K K
da<ce Y B <B (13.3)
i=1 i=1

We first observe that, at the optimum, all the loss constraints in Equation (13.3)
would hold with equality, as otherwise we may reduce B; and/or ¢; for the corre-
sponding class and admit more connections; note that, here, we ignore the fact that
n be integral, but this is of minor consequence when n > 1. We hence suppose
that, for fixed n (in particular the optimal value), we may invert Equation (13.2)
to obtain the buffer as a function of the other parameters, i.e., B; = B;(C;, nn;, ;).
But now recall that, as derived in Section 6.3, this function is convex in ¢; (under
very mild conditions), for fixed n (and evidently also fixed #;, §;).
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Weight setting in GPS

Now consider the ‘intermediate problem’ that minimizes the buffer consumption
for a given set of sources, by finding the optimal ¢;:

K
Minimize Z B; (C;, nn;, &;)
i=1

subject to
da=c (13.4)

Obviously, to solve the Equation (13.3) we have to find the largest n such that the
mathematical program (13.4) has a solution that does not exceed B. Now the crucial
observation is that, due to the convexity of the (B;, C;)-curves, the optimization
(13.4) can be recognized as a standard convex minimization to which the strong
Lagrangian principles can be applied, see for example [287]. It yields the following
Karush-Kuhn-Tucker conditions:

dBi _ 8A,-/8C,~ _
dc; ~ 9A;/0B;

for some global (class-independent) nonnegative Lagrange multiplier A; for general
background on these conditions, see for instance [31].

It, hence, follows that the maximum value of n retains feasibility of the fol-
lowing conditions for some A:

A;(B;, Ci,nn;) = §;

dB,‘ BAi/BC,»
_dsi _ d4i/oG (13.5)
dc;  9A; /98

Note that A represents the slope of each of the bandwidth-buffer trade-off curves
at the optimal operating point. Hence we have shown the interesting property that
apparently, under the optimal partitioning (B}, C}), ..., (Bk, Cx), all the trade-off
curves have the same derivative A* in the corresponding operating point. This A*
somehow reflects the optimal trade-off between bandwidth and buffer.

Interpretation. Interestingly, the optimal A has an insightful interpretation.
Denote the optimizing ¢ in Equation (13.1) by #* = #/(8;, ¢;); in line with what
we have seen earlier, this 7 is to be interpreted as the most likely epoch of over-
flow of the ith subsystem (or, more precisely, if the ith subsystem reaches overflow
at time 0, the corresponding buffer most likely started to build up at time —z7).
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13.1. An optimal partitioning approach to weight setting

Straightforward manipulations show that, under mild regularity conditions

A (Bi+(ci —nmm)t,-*> L 0N (Bi+(ci —nmui)ti*)>

dc; n;vi (1) b o n;vi (1)
Consequently,

dA;/dc; R

— =t'=A.

8A,</8Bi !

In other words, the system capacity is maximized, if all the t} s of the individual
subsystems match, i.e., when they have the same most likely epoch of overflow. This
seems reasonable, since if one subsystem has overflow while other subsystems are
still not completely utilized, it is to be expected that one can improve the number of
admissible sources by choosing an alternative partitioning (B, Cy), ..., (Bg, Cg).

Exercise 13.1.1 This exercise illustrates the optimal partitioning solution (13.3).
Consider nn; independent fBm sources (without drift), with Hurst parameter H;,
with i = 1,..., K, and assume that even the classes are mutually independent.
These sources use a queue with buffering capacity B and service capacity C.
Describe the optimal partitioning.

Solution. First consider nny fBm sources (without drift), with Hurst parameter
H. With A(-) the arrival process of a single source, using logEexp(QA(t)) =
%920%2” , it easily follows from Equation (13.1) that the buffer-bandwidth trade-
off curve is given by

B = /26 - nn-o2 - HH(1 — H)'\-H, (13.6)

when the Quality of Service (QoS) requirement § is imposed, cf. the results of
Section 6.3. Recall that the buffer-bandwidth trade-off is indeed convex, and is
described through a so-called Cobb—Douglas substitution function.

Now consider the situation of K heterogeneous classes. Let class i consist
of nn; fBm with parameter H;. With evident notation, for any i, it follows from
Equation (13.6) that

. 1
B, = K;(n)c; ", where y; := , and K;(n) = M;n>-"

1—H,
for some M; (independent of n).
From the set of Equations (13.5), we know that there is a class-independent
number A such that
ds; 1

A= e = K;(n)yic; ",
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or
L 1—H,

Ki(n)y: \ % M;y; '
cnay = (222 = (2X
(n, 1) ( . . N
and

KA \77 M\
- () (45 "

From the buffer and bandwidth constraints B = Z,K=1 B; and C = Zlel C; we obtain

K N\ 1—H; K o\ - H;
B b ()"

Yi
i=1 Vi i=1

From the fact that the left-hand side is increasing in A, whereas the right-hand side is
decreasing in A, it immediately follows that there is a unique solution (that cannot be
characterized in closed form, but can be found through a straightforward bisection
procedure). This A* determines the optimal allocation (B}, C}), ..., (B, Ck). &>

Relation to GPS weight setting. The above partitioning model can be used to
offer differentiated performance. An alternative way to do so is by means of the
mechanism we have studied in Chapter 10. In GPS, each class has its own buffer
and (guaranteed) bandwidth, but the bandwidth left unused by one class can be used
by another class. In other words, the partitioned system discussed in this section is
a ‘conservative description’ of the corresponding GPS system.

An immediate consequence is that the (B;, ¢;) values of the partitioned system
can be used to determine the weights and buffer sizes in the corresponding GPS
system: given the optimal split of the partitioned system, i.e., (B}, C]), ..., (Bx, Ck),
the GPS weight ¢; for class i can obviously be set conservatively as ¢; = ¢;/cC.
Evidently, the corresponding buffer space must be guaranteed as well. We mention
that this can be accomplished using the technique of virtual partitioning as described
in [166].

13.2 Approximation of the overflow probabilities

In the previous section, we approximated the GPS system conservatively, by a sys-
tem in which the resources were explicitly partitioned. As mentioned, this approach
does not fully reflect the attractive resource sharing opportunities offered by GPS.
We therefore concentrate on Sections 13.3 and 13.4 on weight setting procedures
that do incorporate this effect. In these procedures, we rely on an approximation for
the overflow probabilities under GPS. It is this approximation, which is based on
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13.2. Approximation of the overflow probabilities

the theory of Chapter 10 (and, more specifically, the ‘trichotomy’ of Section 10.6),
that is described in the present section.

In the remainder of this chapter, we restrict ourselves to the important case
of K = 2. This restriction is justified by the observation that the majority of all
traffic can broadly be categorized into streaming and elastic traffic [252]; streaming
traffic are predominantly real-time audio and video applications (with strict delay
requirements), while elastic traffic corresponds to the transfer of digital documents
such as web pages and files (which is less delay-sensitive).

As earlier, inputs of type i have mean rate u; and variance curve v; (-); I'; (s, 1) is
defined as the covariance between A;(s) and A;(¢), with A;(-) the traffic generated
by a source of type i. There are n; inputs of type i.

In this section we develop an approximation for the overflow probabilities in
both queues of the GPS system, where the numbers of sources of type i, n; are
typically large. We denote the stationary buffer content of the ith queue in this
GPS model by Q;, the service rate by ¢, and the buffer threshold of queue i by
B;. Invoking Remark 9.6.1, the GPS model with n; # n, is equivalent to a GPS
model with n sources in both classes, mean rates (n; /n)u; and variance functions
(ni /n)vi ().

We scale the buffer threshold and service rate with n such that nb; = B; and
nc = ¢. Now we can apply our earlier results on GPS in the many-sources setting,
where we assumed both classes to consist of n sources, with n typically large.

In line with the results of Section 10.6, three regimes should be distinguished.
Again, we concentrate on the first queue; the second queue can be treated analo-
gously. Now

Ay(ny, np) := —logP(Q; > By) = —logP(Q, > nby)

can be approximated by A (n;, n,) as follows, based on the theory of Chapter 10.
Throughout, we use the notation ¢35 := napu,/C.

Approximation 13.2.1 Define

B c— - 1)?
fe = te(ny. ny) = argtir>1f( L+ (€ mmpn = map)t)” (13.7)

0 nvi(t) + nava(t)

assuming it is uniquely determined, and

. n nys(te, s
65 = 2H2+ g ( 212 (e, )
sel0,tc]

¢ cs (v (te) + n2U2(tc))> (B1 +(C —nipy — napia)te) -

(i) If ¢ €10, @3], then

— 2
Aj(ny,ny) = linf (B1 + (@1€ — nip1)t) .
2 >0 ”1U1(t)
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(ii) If ¢2 € (97, P3), then
Ai(ny, ny)
_ L 2\ (i) +nava(t)  nola(s, 1) >_1(Z1>
2 }ESSZEE),] <zZ> < naa(s, 1) n202(s) 2)’
where
21\ _ [ @t,ni,ng) \ _ ( Bi+(C—nipw —napo)t
( i ) = ( 225, 11, m3) )‘( ($2C — naju)s ) (13.8)
(iii) If ¢ € [qbg, 1], then

(B1 +(C—nypy — napn)t)?
t>0 I’l]l)](t) +n2v2(t)

Ai(ny,np) = =

Numerical experiments have indicated that usually in regime (ii) of Approxima-
tion 13.2.1 the optimizing s is close to the optimizing ¢. Taking these a priori equal
to each other, we obtain the following, somewhat more crude, approximation. It
coincides with the rough full link approximation proposed in [205].

Approximation 13.2.2 Rough full link approximation. Let t. be defined as in
Equation (13.7), and

. Nl nyva(Ic)
¢5 = ( -

C Cte (myv(te) + nzvz(tc))> (B1 + (C — iy — nap2)itc) -

The regimes (i) and (iii) are as in Approximation 13.2.1, and

(ii) If 2 € (93, ¢3), then

Bl + (¢1C —nipu)i)?  (¢oC — n2u2)2t2>

1
Ai(ny, n) = - inf
1, ) = 7t ( i (1) 205(1)

Exercise 13.2.3 Suppose that both class 1 and class 2 correspond to Brownian
motions. Argue that Approximation 13.2.1 and Approximation 13.2.2 coincide.

Solution. Cases (i) and (iii) of both approximations coincide. The proof of Theorem
11.4.6 has indicated that the optimum in case (ii) of Approximation 13.2.1 is
attained for s = ¢. &>
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13.3 Fixed weights

This section focuses on a procedure for finding a weight vector (¢, ¢,) such that
both classes receive the required performance, despite (mild) fluctuations in the
number of sources present. More precisely, for specified (positive) numbers §;, we
require that A; (ny, ny) > 6§; (i = 1,2) for all (ny,ny) in a ‘ball’ B(ny, ny) around
(n1,m) :

By, ) := {(n1,n2) € N* | yi(ny — 1)* + ya(ny — ) < 1},

for positive y;, y». As an aside we mention that it can be easily verified that the
procedure described below works, in fact, for any ‘target area’ B that is finite and
convex, rather than just these ellipsoidal sets.

In our procedure, we rely on the expressions for A;(ny, n,) as presented in the
Section 13.2. To make our algorithm as simple as possible, we use the following
expansion of A;(ny, n) around (ny, ny) = (), n2):

dA; (n1, ny)

Ai(n,m) ~ A (1), 2) + (ny —1y)
8n1

(n1,n2)=(1,n2)

A (n1,n2)

+ (ny —n2) 3 (13.9)

n
2 (n1,n2)=(m1,n2)

This approximation requires the evaluation of two partial derivatives, which can
be done relatively explicitly, as described in the Appendix.
Relying on Equation (13.9), we have to verify whether for all (n;,n,) €
B(ni,ny) andi =1, 2,
Ay, ) + (ny — 7y, ny — ) e > 6,
where
dAi(n1, ny)
81’!1

dA; (n1, ny)
an

I

e = (ej1, epp) = <

(n1.n2)=(1 ﬁz)>

Because of the convex shape of B(ny, n,), we only have to verify this condition
for the two points on the boundary d5(n, ny) at which the tangents have slopes
equal to —ejj/e1p and —ej;/ex, respectively. Denoting these points by (n},, n},)
and (n3,, n3,), it is readily checked that they satisfy

(n1.n2)=(11,12)

el vt ! e yi !
(ny,njy) == | 1 + (J/1 + 22 —1> My + <)/2 + 4 —) ,
e N2 € N
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i = 1,2. We say that ¢ is feasible if K; := A; (), ) + (n}, — iy, n%y — 1) e >

d; for both i = 1 and 2. Notice that K; is a function of the weights; as ¢; + ¢ = 1,

we can write K;(¢1). Ki(¢) will increase in ¢, whereas K, (¢;) will decrease.
This suggests the following solution to the weight setting problem:

1. First find the smallest ¢»; such that K;(¢;) > §;. If this does not exist, then
there is no solution.

2. If it does exist, then verify if for this ¢; it holds that K,(¢;) > §,. If this is
true, then the weight setting problem can be solved; if not, then there is no
solution (i.e., there is no ¢ such that B(ny, ny) C A(¢)).

Example 13.3.1 We first explain how requirements on the admissible numbers of
sources naturally lead to a set of the type B(ny, n,).

e Our analysis assumes fixed numbers of sources of both types, but in prac-
tice this number fluctuates in time: sources arrive, and stay in the system
for a random amount of time. Now suppose that sources of both types arrive
according to Poisson processes (with rates v;, for i = 1, 2), and that, if admit-
ted, these would require service for some random duration (with finite means
ED;). If there were no admission control, the distributions of the number of
jobs of both types are Poisson with means (and variances!) n; = v; ED;.

e Suppose that the system must be designed such that this mean (771, 7,) £
twice the standard deviation should be in the admissible region, i.e., should
be contained in A(¢). This suggests choosing

(57 + (57) =1

In this example we choose 777 = 900 and 7, = 1600, which leads to:

By, no) = {(7’11,1’12) e N?

By, m2) = B(900, 1600)
= {(n1,n2) € N* | 16(n; — 900)> + 9(n, — 1600)* < 57 600} .

We suppose that both types of sources correspond to Brownian motions, with p; =
0.2, uo = 0.3, vi(t) = 2¢, and v,(¢) = ¢t. We rely on explicit results for Brownian
motions, as summarized in Appendix 13.2, in particular for the partial derivatives
of the A;(ny, ny) with respect to the numbers of sources. We choose ¢ = 1000,
B = 35, and By = 25.

First suppose that the performance targets are §; = 9 and 6, = 7 (roughly cor-
responding to overflow probabilities 1.2 - 10~* and 9.1 - 10~*). Figure 13.1 shows
that no weights ¢ exist to meet this target (to guarantee that the overflow proba-
bility in queue 1 is small enough, ¢; should be larger than 0.39, but this implies
that K»(¢1) < 5.7 < 8,). Now suppose that §; = 8 and §, = 6. Then an analogous
reasoning gives that ¢; should be chosen in the interval (0.34, 0.37). <&

218



13.4. Realizable region
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Figure 13.1: The curves K;(¢;) of Example 13.3.1.

13.4 Realizable region

Denote the admissible region for weights ¢; = ¢ and ¢ = 1 — ¢ by A(¢). In the
previous sections, we focused on a procedure for setting the weights, under the
assumption that these values could not be adapted ‘on the fly’. Clearly, if one
could adapt the weight at all times, then the resulting admissible region (to which
we refer as the ‘realizable region’) would grow. On the other hand, the question is
how substantial this gain is. The goal of this section is to study this issue. To this
end, we consider the realizable region

A= ] Aw).
#€[0,1]

and verify whether there are weights ¢ for which nearly all of A is covered by
A(¢). We do so for a set of scenarios, which are representative in terms of the
types of sources, performance targets, buffer sizes, and service capacities.
Explicit expressions for the boundaries of A(¢) can be found in case both
classes correspond to Brownian motions, see [173, 176]. In our scenarios, however,
the inputs are non-Brownian, and hence the boundary of the admissible regions (and
thus the realizable region) has to be obtained numerically. Particularly interesting
values of ¢ are 0 and 1, as these correspond to the priority queue (¢ = 0 gives
priority to class 2, ¢ =1 to class 1). We therefore compare the realizable region
with the admissible region corresponding to the priority cases. Interestingly, the
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examples given below illustrate that A(0) or A(1) (or both) cover virtually the full
realizable region.

In the numerical experiments, we have chosen the Gaussian processes that
match with a number of relevant and realistic traffic processes known from the
literature. We remark that, in addition to the examples presented here, we have
considered many other parameter settings. The result that priority strategies cover
nearly the entire realizable region appears to remain valid, under quite general
circumstances. The numerical computations have been done using Approxima-
tion 13.2.2 (rough full link approximation).

Example 13.4.1 Consider two traffic classes sharing a total capacity (c) of 100
Mbps. The first class consists of data traffic, whereas the second class corresponds
to voice traffic. Traffic of the first class is modeled asfBm, i.e., v;(r) = at?/,
with H € (0, 1). The mean traffic rate p; is 0.2 Mbps and its variance function is
given by v (¢) = 0.0025¢% (such that at timescale ¢ = 1's the standard deviation
is 0.05 Mbps). The value of H = 0.8 is in line with several measurement studies
(one commonly finds a value between, say, 0.7 and 0.85, see Chapter 3).

Traffic of the second class corresponds to the Gaussian counterpart of the Anick-
Mitra-Sondhi (AMS) model [9], see [5] and Section 2.5; the variance function is a
scaled version of that of iOU traffic. In the AMS model, work arrives from sources
in bursts that have peak rate &, and lengths that are exponentially distributed with
mean B~'. After each burst, the source is off for a period that is exponentially
distributed with mean A~!. The variance function of a single source is given by
(see Section 2.5)

2ABh?

v (1) = Gt )

1
G—A+ﬂa—wm—u+ﬁm0. (13.10)

We choose h = 0.032, A = 1/0.65, and 8 = 1/0.352 in Equation (13.10), in line
with the parameters for coded voice given in [270]. Hence, the mean traffic rate of
a source of class 2 (u;) is 0.011 Mbps. Note that traffic of class 1 is Ird (i.e., the
autocorrelations are nonsummable), whereas traffic of class 2 is srd.

We allow an overflow probability of 107% for the first class and 10~ for the
second class (corresponding to §; &~ 13.8 and §, ~ 6.9). We choose B; such that
B;/c = 0.05 (i.e., 50ms) and B, such that B,/c = 0.01 (i.e., 10 ms). Hence we
allow a (relatively) large delay but small loss for the data traffic, and a small delay
but (relatively) large loss for the voice traffic.

Figure 13.2(a) depicts the admissible region for the priority cases (A(0) and
A(1)), the realizable region A and the ‘stable region’ (7 (i.e., all combinations such
that nypuy 4+ nap, < ). Obviously, A C 7, but they almost coincide. Furthermore,
the boundaries of A(0), A(1), and A almost match (the boundaries of A(0) and
A(1) are hardly visible). That is, most of .A can be obtained by giving priority to
class 1 or 2. In fact, any weight of ¢ € [0, 1] yields an admissible region A(¢)
that closely resembles A.
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Figure 13.2: Realizable regions of Example 13.4.1. The boundary of A(1) is given
by the small dashed line. The long dashed line represents the boundary of 4(0).
The solid line above the boundary of A(0) and A(1) is the boundary of A. The
thick line on top is the boundary of 7. (a): ¢ = 100 Mbps; (b): ¢ = 50 Mbps.
(c): ¢ = 10 Mbps.

We have also experimented with other values for ¢ as depicted in Figure 13.2(b)
and 13.2(c). As the value of ¢ becomes smaller (with still B; /c = 0.05, B,/c = 0.01,
and all other parameters left unchanged), the difference between the boundary of
A and 7 becomes clearer. Note that A still closely resembles A(0) and A(1).
This indicates that GPS scheduling is only marginally more effective than a strict
priority discipline (¢ =0 or ¢ = 1).

As the values of §; and §, increase, the performance requirements become more
stringent and therefore the difference between the regions A and 7 becomes more
substantial. For large values of c this is hardly visible, and therefore we show
this for the case that ¢ = 10 Mbps (with the parameter values corresponding to
Figure 13.2(c).

Figures 13.2(c) and 13.4(a,b) show the expected impact of the ‘performance
requirements’ §;, i = 1, 2. Although the difference between A and 7 becomes
larger as §; and &, increase, A continues to be closely approximated by .4(0) or
A(1). Compare Figure 13.2(c) with Figure 13.4(a), and observe that if the §;s are
doubled, then A decreases by less than 15%. >
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Figure 13.3: Realizable regions of Example 13.4.2. The boundary of A(1) is given
by the small dashed line. The long dashed line represents the boundary of 4(0).
The solid line above the boundary of A(0) and A(1) is the boundary of A. The
thick line on top is the boundary of 7. (a): c = 1000 Mbps; (b): ¢ = 500 Mbps.
(c): ¢ = 100 Mbps.

Example 13.4.2 In this example, we let the two traffic classes share a total capac-
ity of 1 Gbps. The traffic of the first class is data traffic with a higher access rate,
and traffic of the second class with a lower access rate. The mean traffic rate of
a source of the first (second) class is 3 Mbps (0.2 Mbps). The variance functions
are given by 0.5625¢'° and 0.0025¢'®, respectively, such that at timescale t = 1 s
the standard deviations are 0.75 Mbps and 0.05 Mbps, respectively. We allow an
overflow probability of 1078 (107%) for the first (second) class (8; ~ 18.4 and
8, &~ 6.9). The buffer thresholds are such that B;/c = 0.04 and B,/c = 0.01.

Figure 13.3(a) shows the resulting realizable region. Once again, most of A
is covered by the admissible region of a priority strategy. Furthermore, also the
influence of ¢ is as mentioned earlier, as can be seen in Figure 13.3(b,c). For
large values of c, the boundaries of A(0), A(1), A and 7 almost coincide. As c
decreases, the difference between the boundaries of A and 7 becomes significant.
Also note that the difference between the boundaries of A(0) and A(1) becomes
visible for small values of c. In all the experiments as depicted in Figure 13.3, A
nearly coincides with A(1).
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Figure 13.4: Fig. (a,b) [Top]: Realizable regions of Example 13.4.1; (c,d) : Real-
izable regions of Example 13.4.2. The boundary of A(1) is given by the small
dashed line. The long dashed line represents the boundary of A(0). The solid line
above the boundary of .4(0) and .A(1) is the boundary of .A. The thick line on top
is the boundary of 7. (a): §; = 27.6 and 8, = 13.8; (b): §; = 41.4 and &, = 27.6;
(c): §; = 36.8 and 8, = 13.8; (d): §; = 55.2 and 6, = 20.7.

For ¢ = 100 Mbps (setting of Figure 13.3(c)), Figure 13.4(c,d) depicts the sen-
sitivity with respect to the §;s. Again, A becomes considerably smaller when the
performance requirements become more stringent (i.e., increasing &;, i = 1,2).
Furthermore, the boundary of A still seems to closely match the boundary of

A(D). <&

In the above examples, we saw the interesting effect that .A(0) or A(1) covers
A nearly completely. The next question is whether this conclusion holds under
more general circumstances. To verify this, [173] consider a broad range of other,
highly heterogeneous, scenarios. To quantify the efficiency of the priority policies,
the following performance metric was introduced. Denote

@) o HlOnm) € A@)).
O T . € A

’

the denominator in this expression reflects the size of the admissible region if
the weights could be adapted at all times. Then define o := max{0(0), o(1)}. The
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closer o is to 1, the better the admissible region of one of the strict priority policies
approximates the realizable region. In nearly all experiments in [173], it was found
that o was above 99%. On the other hand, however, no simple guideline was found
to determine which class should be given priority.

The above numerical results indicate that, in terms of efficiency (i.e., maxi-
mizing the admissible region) hardly anything is lost by using priority scheduling
rather than GPS (with weight adaptation); this conclusion is very much in line with
the simulation results obtained in [88]. It suggests that simple priority scheduling
strategies may suffice for practical purposes.

It is worth pointing out one important caveat. Priority scheduling carries the
potential risk of complete starvation, which may cause flow control protocols like
Transmission Control Protocol (TCP) to suffer a severe degradation in through-
put performance. One of the main merits of GPS is that it prevents such starvation
effects when other classes misbehave. In the above arguments, however, we implic-
itly assume the classes to satisfy the declared statistical properties, and, in particular,
to conform to the specified traffic intensity. In other words, the merit of GPS may
not be so much in handling normal statistical variations as it is in offering protection
in case the actual statistical features deviate from the traffic specification.

Bibliographical notes

The optimal partitioning approach of Section 13.1 was developed in Kumaran and
Mandjes [162]; note that the analysis of [162] is not restricted to Gaussian sources.
Sections 13.2 and 13.3 are based on material in Mandjes and Van Uitert [200],
whereas Section 13.4 is taken from Lieshout, Mandjes and Borst [173, 176]. We
remark that [173] contains substantially more numerical experiments (with repre-
sentative parameters), providing convincing evidence for the claim that nearly the
full realizable region can be achieved by simple priority policies. The rough full
link approximation, i.e., Approximation 13.2.2, was proposed by Mannersalo and
Norros [205].

In Example 13.4.1 (the Gaussian counterpart of) the AMS model was consid-
ered. This type of models attracted substantial attention in the 1980s, see [159,
217] and the survey paper [160]; the steady-state buffer content distribution was
expressed in terms of a system of linear differential equations. An interesting con-
tribution to this class of models is [256], which presents a solution in terms of a
Wiener—Hopf factorization.

In Chapter 10, we already provided a number of references on the computa-
tion of the performance of GPS. The reverse problem of selecting suitable weight
factors so as to satisfy given performance requirements has received surprisingly
less attention in the literature. Dukkipati er al. [85] and Panagakis et al. [233]
derive algorithms for allocating optimal weights to leaky-bucket constrained traffic
sources with deterministic performance requirements (zero loss and finite delay
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bound). A closely related problem concerns the characterization of the admissible
region, see for instance [298] for a large-deviations based analysis for short-range
inputs. Elwalid and Mitra [94] consider a two-class GPS system with leaky-bucket
regulated traffic sources, and argue that the boundary of the admissible region is
approximately linear. In addition, they show that most of the realizable region is
achieved by selecting only one or two weight values. Further results along these
lines may be found in Kumaran et al. [165].

Appendix

In this appendix, we determine expressions for the partial derivatives of Aj(n;, n2)
to the numbers of sources, as required in the weight setting algorithm of Section
13.3. The Cases (i), (ii), (iii) below correspond to the regimes in Approxima-
tion 13.2.1.

(i) Based on Theorem 4.1.8, in the regime ¢, € [0, ¢3],

_ . 1
Ai(ny, ny) = }ngs‘ﬂg (9(31 + (d1C — nut) — 592’1101(!)) .
>Upe

The inner supremum is attained for

By + (¢1C — nypuy)t

=0 = nyvy (1)

Denoting the optimizing ¢ by #*, we derive

IA (1, my)
8n1

A (n1,ny)
3]’12

1
—0*ugt* — 5(9*)%10*), 0.

(ii) Similarly, in the regime ¢, € [¢7, ¢5], ‘A (ny, np) can be rewritten as

1
inf sup sup (QT( 21 ) _ _0T< nlvl(t) +n2v2(t) I’ZZFZ(S, t) )9) ,

>0 5e(0.1] g <R 22 2 nalo(s, 1) nyva(s)

where it is recalled that z; depends on ¢ and z, on s, see Equation (13.8).
The optimizing 6 is given by

o* — < nvi(t) +nava(t) nalla(s, 1) )_l < z1(t, ny, ny) )

nala(s, 1) nav2(s) 22(s, n1, ny)
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Straightforward computations give that, with the optimizing s, ¢ denoted by

s*, 1,
A (n1, na) 1 )
D L S _9* t* _ 9* l* ,
an 1M1 2( 1) v (t9)
A (ny, n2) Lol @) T 1)
7 _9* t* _9* * _ _9* 9 0*'
on, R ) Ta(s*, 1%)  va(s*)

(iii) In the third regime ¢, € [¢5, 1],

_ 1
Aj(ny, ny) = inf sup (921(1‘, ni, ny) — =0*(nyvi (1) + nzvz(t))> .
>0 geR 2

The inner supremum is attained for

. ult,n,n)
nyvi () + nava(r)

Denoting the optimizing ¢ by ¢*, we derive

A (ny, 1

PRI ey — 20y 0r a0,
8n1 2

0 (n, !

D001 ey — Ligunien.
8n2 2

Now we consider the special case that both types of sources correspond to
Brownian motions. We assume v (f) = At, vy(f) = At. We again consider the
three regimes separately. We have explicit formulae for the ‘critical’ values of ¢;:

b =1

AL =Mk ( U +n2,u2) M o N2ll2
C C

niA; + nsio C ’ 2T ’
(1) In this case

B

d1C — nip
=1 I " .
@1C — nipg

nii

* Ai(n) =2

This yields:

3K1 ¢)1C . 3K1

= —2B] — ——
an n%kl’ an,
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(i1) In this case

. niiy
t* =B /\/(¢1C—H1M1)2+(¢2C—H2M2)2—;
I’lg)»z

N 1 — t* 2 N 2
Ay Gy, 1a) = — (B + (p1C — nyup)t*) n (¢2C — naps) ny
2 niht* nako

Also s* = *. This yields:

A " M 1 (B + (¢1C — nyu)*)?
— = —B; + (p1C—nput - — :
o, (B1 + (¢1 141) )nl)Ll > 2h

A . M2 1 (o — map2)?

—— = —(¢oC — mypa)t — = .

o (2 2142) nha 2

(>iii) In this case

B — C—nij —n

t*:—l; Al(”1’ﬂ2)=2M
C—nijy —nalo niiy + naka

This yields:

A _ 2B o, ST MM T mapty,

ony niAr + naky o (ki +nahp)?

A 2B /42 ) C—nijy —nalo

—_—= = Ay ——————————— .

81’!2 nlkl +I’l2)u2 (l’ll)nl +n2)x2)2
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Chapter 14

A link dimensioning formula
and empirical support

As argued in the introduction, bandwidth dimensioning (or, provisioning) proce-
dures require a thorough understanding of the relation between the characteristics
of the offered traffic, the link speed, and the resulting performance. The availabil-
ity of such a relation enables the selection of a link capacity that guarantees that
the aggregate rate of the offered traffic exceeds the link capacity less than some
predefined (small) fraction of time. We usually refer to such a performance target
as ‘Quality of Service’ (QoS).

In such a ‘QoS by provisioning’ approach (i.e., allocating enough bandwidth to
meet the QoS requirements of all applications present), all traffic streams are treated
in the same way. An alternative is to use traffic differentiation mechanisms, such
as those of the IntServ approach [294] developed within the Internet Engineering
Task Force (IETF). IntServ enables stringent QoS guarantees, by relying on per-flow
admission control, but suffers from the inherent scalability problems. Therefore, it
may be applied at the edge of the network (where the number of flows is relatively
low), but not likely in the core.

The DiffServ [155, 284] architecture can be seen as a hybrid approach between
pure provisioning and IntServ: agreements are made for aggregates of flows rather
than microflows, thus solving the scalability problems. However, then the lack of
admission control demands adequate bandwidth provisioning, in order to actually
realize the QoS requirements. Thus, both in the pure provisioning approach and in
DiffServ, i.e., the most promising QoS-enabling mechanisms, a prominent role is
played by bandwidth provisioning procedures.

Bandwidth provisioning has several other advantages over traffic differentiation
mechanisms; see also, e.g., [102]. In the first place, the complexity of the network
routers can be kept relatively low, as no advanced scheduling and prioritization

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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capabilities are needed. Secondly, traffic differentiation mechanisms require that
the parameters involved are ‘tuned well’, in order to meet the QoS needs of the
different classes. This usually requires the selection of various parameters (for
instance, weights in GPS queuing algorithms; see Chapter 13).

Bandwidth provisioning has a number of obvious drawbacks as well: the lack
of any QoS differentiation mechanism dictates that all flows should be given the
most stringent QoS requirement, thus reducing the efficiency of the network (in
terms of maximum achievable utilization). However, it is expected that this effect
would be mitigated if there is a high degree of aggregation, even in the presence of
heterogeneous QoS requirements across users, as argued in, e.g., the introduction
of [102] and in [151].

Clearly, the challenge for a network operator is to provision bandwidth such that
an appropriate trade-off between efficiency and QoS is achieved; without sufficient
bandwidth provisioning, the performance of the network will drop below tolerable
levels, whereas by provisioning too much the performance hardly improves and is
potentially already better than needed to meet the users’ QoS requirements, thus
leading to inefficient use of resources.

The bandwidth provisioning procedures currently used in practice are usually
very crude. A common procedure is to (i) use Multi Router Traffic Grapher (MRTG)
[230] to get coarse measurement data (e.g., 5-min intervals), (ii) determine the
average traffic rate during these 5-min intervals, and (iii) estimate the required
capacity by some quantile of the 5-min measurement data; a commonly used value
is the 95% quantile. This procedure is sometimes ‘refined’ by focusing on certain
parts of the day (for instance office hours, in the case of business customers), or
by adding safety and growth margins. The main shortcoming of this approach is
that it is not clear how the coarse measurement data relates to the traffic behavior
at timescales relevant for QoS. More precisely, a crucial question is whether the
coarse measurements give any useful information on the capacity needed: QoS
degradation experienced by the users may be caused by fluctuations of the offered
traffic on a much smaller timescale, e.g., seconds (file transfers, web browsing) or
even less (interactive, real-time applications).

Goal of this chapter. The above remarks explain the need for accurate and reli-
able provisioning procedures that require a minimal measurement effort. Therefore,
our goal is to develop an ‘interpolation’ formula that predicts the bandwidth require-
ment on relatively short timescales (say the order of 1 s), by using large timescale
measurements (e.g., in the order of 5 min). In our approach, we express QoS in
terms of the probability (to be interpreted as fraction of time) that, on a predefined
timescale T, the traffic supply exceeds the available bandwidth. The bandwidth ¢
should be chosen such that this probability does not exceed some given bound €.

We emphasize that the timescale T and performance target € are case specific:
they are parameters of our model, and can be chosen on the basis of the specific
needs of the most demanding application involved. We remark that in this setting
buffers are not explicitly taken into account; evidently, there is a relation between
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the timescale 7 in which the traffic rate exceeds the link rate and the buffer size
needed to absorb the excess traffic.

Our approach relies on minimal modeling assumptions. Notably, we assume that
the underlying traffic model is Gaussian; empirical evidence for this assumption
can be found in Section 3.1 and, e.g., [102, 156, 211]. For the special case that the
access rates of individual users are constrained (with a peak rate r), we can use
(the Gaussian counterpart of) M/G/oo type of input processes (see Section 2.5),
leading to an elegant, explicit formula for the required bandwidth. As before, the
M/G/oco input model corresponds to a flow arrival process that is Poisson with
rate A, and flow durations that are independent and identically distributed as some
random variable D (with § := [ED). We find that, by measuring a load u = Adr
(in Mbps), the required bandwidth (to meet the QoS criterion) has the form

c(T,e) =p+a/n. (14.1)

It is clear that the i« can be estimated by coarse traffic measurements (e.g., 5- or
15-min measurements). The o depends on the characteristics of the individual flows,
and its estimation requires detailed (i.e., on timescale 7') measurements. In many
situations, however, there are reasons to believe that the « is fairly constant in time;
the estimate needs to be updated only when one expects that the flow characteristics
have changed (for instance due to the introduction of new applications).

We expect that the provisioning approach advocated in this chapter would
extend to several other types of networking environments. In situations with large
numbers of (more or less) i.i.d. users, the Gaussian assumption will apply due to
central limit type of arguments, and hence the procedure followed goes through. In
this chapter, we have validated the approach in an IP setting, but, evidently, these
tests could also have been performed in other types of (packet-switched) networks.

Apart from its simplicity, the bandwidth dimensioning formula (14.1) has a
number of attractive features. In the first place it is transparent, in that the impact
of changing the ‘QoS parameters’ (i.e., T and €) on « is explicitly given. Secondly,
the provisioning rule is to some extent insensitive: o does not depend on A, but
depends just on characteristics of the individual flows, i.e., the flow duration D and
the peak rate r. This property enables a simple estimate of the additionally required
bandwidth to be obtained if in a future scenario traffic growth is mainly due to a
change in A (e.g., due to growth of the number of subscribers). Furthermore, the
analytical expression for « provides valuable insight into the impact of changes in
D and r.

Our bandwidth provisioning rule has been empirically investigated through the
analysis of extensive traffic measurements in various network environments with
different aggregation levels, user populations, etc.

Before we further explain our dimensioning approach, we first reflect on a
number of related papers. The approach of [102] is related to ours, in that it uses
bandwidth provisioning based on traffic measurements to deliver QoS. An important
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difference, however, is that in their case the performance metric is packet delay
(whereas we consider the probability of exceeding the link rate in intervals of
prespecified length). Also, in [102] measurements are used to fit the Gaussian
model, and subsequently this model is used to estimate the bandwidth needed; this
is an essential difference compared to our work, where our objective is to minimize
the required measurement input/effort, such that bandwidth provisioning is done
on the basis of only coarse measurements. Another closely related paper is [100],
where several bandwidth provisioning rules are empirically validated.

The remainder of this chapter is organized as follows. In Section 14.1, we
describe the objectives of this study and the proposed modeling approach in detail;
next, we provide the analysis leading to our bandwidth provisioning rule. Numerical
results of our modeling and analysis are presented and discussed in Section 14.2. In
Section 14.3, the bandwidth provisioning rule is assessed through extensive mea-
surements performed in several operational network environments. Section 14.4
provides implementation aspects. In the bibliographical notes, we present some
background on dimensioning.

14.1 Objectives, modeling, and analysis

The typical network environment we focus on in this chapter is an IP network
with a considerable number of users generating mostly TCP traffic (from, e.g.,
web browsing, downloading music and video, etc.). Then, the main objective of
bandwidth provisioning is to take care that the links are more or less ‘transparent’
to the users, in that the users should not (or almost never) perceive any degradation
of their QoS due to a lack of bandwidth.

Clearly, this objective will be achieved when the link rate is chosen such that
only during a small fraction of time € the aggregate rate of the offered traffic
(measured on a sufficiently small timescale T') exceeds the link rate. The values to
be chosen for the QoS parameters 7" and € typically depend on the specific needs
of the application(s) involved. Informally, the more interactive the application, the
smaller the 7" and € that should be chosen. In more formal terms, our objective can
be stated as follows: the fraction (‘probability’) of sample intervals of length 7" in
which the aggregate offered traffic exceeds the available link capacity ¢ should be
below e, for prespecified values of T and €. In other words, recalling that A(z)
denotes the amount of traffic offered in an arbitrary time interval of length 7,

P(A(T) > cT) <e. (14.2)

For provisioning purposes, the crucial question is, for given 7 and e, find the
minimally required bandwidth c(7', €) to meet the target.

In the remainder of this section, we derive explicit, tractable expressions for our
target probability P(A(T) > cT); see Equation (14.2). We first do this for a given
traffic input process (A(t), t > 0), where the only explicit assumption imposed is
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that it has stationary increments. It is noted that this assumption will likely hold
on timescales that are not too long (up to, say, hours); on longer timescales there
is no stationarity due to diurnal patterns and growth (or decline) of the number of
subscriptions (timescale of weeks, months, .. .). Once we have an expression for (an
upper bound to) P(A(T') > cT), we can find the minimal ¢ required to make sure
that this probability is kept below €. We thus find the required bandwidth c(7, €).
It is expected that this function would decrease in both 7 and € (as increasing T’
or € makes the service requirement less stringent).

Then, we make the traffic arrival process more specific: motivated by Chapter 3,
we assume Gaussian input. It turns out that then that the formula for ¢(7', €) sim-
plifies considerably. Finally, we focus on the model in which the input corresponds
to the Gaussian counterpart of the M/G/oo input model (see Section 2.5), and find
formula (14.1).

General arrival process. We can apply the Chernoff bound (see Theorem 4.1.2):

P(A(T) > cT) < rgﬁg (Ee?AT=0eT) (14.3)

This bound is unfortunately rather implicit, as it involves both the computation
of the moment-generating function E exp(0 A(T')) and an optimization over 6 > 0.
Note that c(T', €) could be chosen as the smallest number ¢ such that the right-hand
side of Equation (14.3) is smaller than e:

c(T, €) := min {c : min (Ee?4™~%T) < e} .
620

Rearranging the terms, we find that equivalently we are looking for the smallest ¢
such that there is a & > 0 such that

OA(T)

. log Ee
- 0T

—loge

This c is obviously equal to the infimum of the right-hand side over 6 > 0:

_ logEeAM) —loge
c(T,e) = 1 13 oT . (14.4)

Gaussian traffic. Assuming that A(7T') contains the contributions of many indi-
vidual users (who act more or less independently), it is justified (based on the
central limit theorem) to assume that A(7) is Gaussian, provided 7 is not too
small; see Chapter 3. In other words, A(T) is now distributed N'(uT, v(T)), for
some load w (in Mbps) and variance v(T) (in Mb?). For this Gaussian case, we
now show that we can determine the right-hand side of Equation (14.4) explicitly.
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The first step is to recall that log Ee?*") = 0uT + 16?v(T). The calculation of
the minimum in Equation (14.4) is now straightforward:

Ouv(T) loge)

c(T,e) = i
(e “H;lzlg( 2T 6T

=u+ %,/(—2loge) -v(T), (14.5)

and the minimum is attained at 6 = \/(—2loge)/v(T). We remark that, evidently,
c(T, €) can also be found by first recalling the Chernoff bound for Gaussian traffic

1(c- u)2T2>

3 o) ; (14.6)

P(A(T) = cT) < exp (—
then it is easily checked that Equation (14.5) is the smallest ¢ such that the value
in Equation (14.6) is below €. As for any input process with stationary increments,
v(-) cannot increase faster than quadratically (in fact, a quadratic function v(-)
corresponds to perfect positive correlation), /v(T)/T is decreasing in T, and
hence also the function (7, €)—the longer the T, the easier it is to meet the QoS
requirement. Also, the higher the €, the easier it is to meet the requirement, which
is reflected by the fact that the function decreases in €.

Exercise 14.1.1 Let jobs arrive according to a Poisson process, and let the sizes
of these jobs be i.i.d. We call such an input process a compound Poisson pro-
cess. (i) Characterize the required service capacity for a compound Poisson input
process. Find an explicit expression for the case of exponentially distributed jobs.
(i) Compare this with the required service capacity of the Gaussian counterpart.

Solution. (i) With D denoting, as usual, a random variable that represents the job
size, we have that log Eexp(0A(T)) = AT (Ee” — 1). We therefore obtain

) I
c=inf (= (Be”” — 1) — 225 ).
20\ g oT

Now, consider the case where D is exponential with mean § := 1/v. Then, it is
straightforward to derive that the optimizing 6 is

*

v
0" = ————=;
IL+/QT)/f

After some algebra we obtain

2
_A 2 1 \/Z
c=" 4= T+UT—U(«/X+ T). (14.7)

Observe that this bandwidth is indeed larger than the offered load A/v.

f = —loge.
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(i1) It can be checked that v(T) = AT - VarD, so that

(—2loge)AVarD

xEpe
C + T

For exponential jobs this reduces to

A1 [2Af
=yt

It is easily verified that this value is smaller than that in Equation (14.7). <&

Remark 14.1.2 Effective bandwidth. There is some reminiscence between for-
mula (14.5) and the effective bandwidth concept proposed earlier in the literature
(see, e.g., [92, 95, 136, 149]) but there are major differences as well.

One of the key attractive properties of effective bandwidths is their ‘additivity’.
To explain in more detail, consider two sources, to each of which a bandwidth is
assigned that is parameterized by the QoS-criterion, say €;(¢) and c;(€). Then,
effective-bandwidth theory says that the bandwidth needed by the superposition of
the two sources can be estimated by the sum of the individual effective bandwidths.
In self-evident notation,

Ciy2(€) = c1(e) + Ca(e).

As said, there are differences between these effective bandwidths and our formula
for ¢(T, €). Most importantly, it can be argued that interpreting Equation (14.5) as
an effective bandwidth would lead to a bandwidth allocation that is too pessimistic:
noting that

Vuir(T) + va(T) < ui(T) + v (T),

we observe that the amount of bandwidth to be provisioned for the aggregate input

could be substantially less than the sum of the individually required bandwidths.
In Remark 2 of [27], the relation with the equivalent capacity formulae of [122]

is discussed. <&

The formula for c(7, €¢) indicates that, given that we are able to estimate the
load 1 and the variance v(T) on the ‘advertised’ timescale T, we have found a
straightforward provisioning rule. In the following, we focus on the special case of
(the Gaussian counterpart of) M/G/oco input; in this (still quite general) case, the
expressions simplify even further.

Gaussian counterpart of M/G/oo input. From Equation (2.4) we see immedi-
ately that, in case of M/G/co input, it holds that v(T) = Ag(T, r, D) for some
function g; importantly, this g depends on the input process only through r and
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the characteristics of the distribution of the duration D, but is independent of the
arrival rate A. Equivalently, we can write

v(T) =ASr h(T,r, D) = uwh(T, r, D),

for some £ that does not depend on A. As a result, bandwidth provisioning formula
(14.5) simplifies to

1
o(T,€) = u+ay/u, where a =a(T,r, D) = ?\/(—210g€) -h(T, r, D).

(14.8)
For instance, for exponentially distributed D, we have that

—1
o= G) V(=2loge) - 2r(e T — 1+ 1/).

Observe that in this case o depends on T only through the ratio 7'/5. For other
distributions, « can be computed in a similar way.

Remark 14.1.3 If T is small (i.e., small compared to §), then o becomes insensitive
in the flow duration D. This can be seen as follows. From Equation (2.4), it can
be derived that v(T)/T? — wr if T | 0. Then, Equation (14.5) yields

(T, e) ~ u++/(—2loge) - ur,

exclusively depending on u, for small 7. This result can be derived differently,
by noting that for 7' | 0, the performance criterion reduces to requiring that the
number of active users does not exceed c/r. It is well known that the number of
active users in this M/G/oco system has a Poisson distribution with mean Ag; this
explains the insensitivity.

Remark 14.1.4 The case of exponential flow lengths can be easily extended to,
e.g., hyperexponentially distributed flows; we say that a random variable X is
hyperexponentially distributed [275, p. 446] if with probability p € (0, 1) it is dis-
tributed exponentially with mean §;, and else exponentially with mean §,. Then
the hyperexponential case is just the situation with two flow types feeding indepen-
dently into the link (each type has its own exponential flow length distribution);
note that the variance of the total traffic is equal to the sum of the variances of the
traffic generated by each of the different exponential flow types.

Remark 14.1.5 The above approach assumes that traffic arrives as ‘fluid’: it is
generated at a constant rate r. It is perhaps more realistic to assume that, during
the flow’s ‘life time’, traffic arrives as a Poisson stream of packets (of size s);
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the rate of the Poisson process is y, where ys is equal to r. Denoting the above
fluid-based variance function by v¢(T | r) and the packet-based variance function
by vp(T | y, ), it can be verified that

V(T | y,s) =ve(T | r) + pusT. (14.9)

irrespective of the flow duration distribution. Importantly, the provisioning formula
(T, €) = u + a,/u remains valid (for an « that does not depend on 1).

14.2 Numerical study

We now illustrate a number of interesting features of our provisioning formula
(14.5). We do so by using the traffic parameters and Qos parameters displayed in
Table 14.1, unless specified otherwise.

Experiment 1: Fluid model vs. packet-level model. Figure 14.1 shows the
required capacity obtained by the packet-level and fluid model as a function of T,
for various mean flow durations 4. It is seen that for large values of the timescale
T, both models obtain the same required capacity. This can be understood by look-
ing at the extra term us7T of Equation (14.9), which influence on (7', €) becomes
negligible for increasing 7', cf. Equation (14.5).

For T | 0, the required capacity obtained by the packet-level model behaves
like

1
c(T,e) ~ pu—+J/us——+/—2loge
JT
and hence c(T, €) 1 oo as T | 0, whereas the required capacity of the fluid model

converges to i + /(—2loge) - ur, as was already argued in Remark 14.1.3. The
fast increase in the required capacity in the packet-level model for a decreasing

| Traffic Model | QoS Parameters |

8 1 S T 1 s
Distribution of D Exponential € 0.01 -

P 10 Mbps

Model Fluid
Fluid Model Packet-level Model
r 1 Mbps | y 83.3  Packet/s
K 1500  Bytes

Table 14.1: Default parameter settings for the numerical results.
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Figure 14.1: Comparison of the required capacity for the flow-level and packet-
level models as a function of the timescale 7. (a) Logarithmic axis. (b) Linear

axis.

timescale T was also observed in e.g., [102]. Note that, in fact, the required capacity
is not influenced by the absolute value of 7', but rather by the ratio of 7/5. The
graph in Figure 14.1(b) shows the same results as that in (a), but now on a linear
axis and only for T € [0, 1]. In the remainder of this section, we restrict ourselves
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to the fluid-based model, as we will focus on situations with values of 7/ > 0.1,
for which the required capacity is almost identical in both models.

Experiment 2: Impact of the flow duration distribution. Next, we investigate
the impact of the flow duration distribution on the required capacity. Figure 14.2
contains four graphs with results for hyperexponentially distributed flow durations
D. Each graph shows, for a particular value of the mean flow size 8, the required
capacity as a function of the offered load u, for different Coefficients of Variation
(CoV) of D. These graphs show that the required capacity is almost insensitive to
the CoV for the long- (6 = 10 s) and short-flow durations (6 = 0.01 s). For the
other cases (§ € {0.1, 1} s), the required capacity is somewhat more sensitive to
the CoV. The graphs show that for hyperexponentially distributed flow durations
less capacity is required if the CoV increases.

It should also be noticed that the required capacity for 7 = 0, also shown
in Figure 14.2, corresponds to the often-used M/G/oo bandwidth provisioning
approach; cf. the discussion in Remark 14.1.3 and the discussion on Experiment 1.
The numerical results show that particularly for short flow durations significantly
less capacity is required than suggested by the classical M/G/oo approach; for
longer flows, this effect is less pronounced.

Experiment 3: Impact of QoS parameter €. Figure 14.3 shows the required
capacity as a function of the QoS requirement €, which specifies the fraction of
intervals in which the offered traffic may exceed the link capacity. A larger value
of € corresponds to relaxation of the QoS requirement, and hence less capacity
is needed. Obviously, for € 1 1, the required capacity converges to the long-term
average load u = 10. For € | 0, the required capacity increases rapidly to infinity

(according to \/—2loge).

Experiment 4: Impact of the CoV of the flow duration distribution. To investigate
the impact of the flow duration characteristics, we have computed the required
capacity for exponential, hyperexponential, and Pareto distributed flow durations
with different CoV values; see Figure 14.4(a). It shows that the required capacity is
almost insensitive to the flow-duration distribution. Note that for hyperexponentially
distributed flow durations the required capacity slightly decreases for increasing
CoV, while for Pareto distributed flow durations the required capacity slightly
increases for increasing CoV.

Experiment 5: Impact of the access rate. Finally, Figure 14.4(b) studies the
effect of the access rate r on the required capacity. Three values of the access rate
r and the mean flow duration § are chosen such that the mean flow size § - r remains
constant. As expected, the required capacity increases considerably when r becomes
larger (i.e., the traffic burstiness grows). The results in this graph for hyperexpo-
nential and Pareto flow sizes confirm the conclusions of Experiments 2 and 4 that
the required capacity is almost insensitive to the flow-duration distribution.
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Figure 14.2: Required capacity for hyper-exponential flow durations with different
means and CoVs.

240



14.3. Empirical study

Required capacity

30

[\e]
[&)]

Required capacity C(1,¢)
N
o

10+ ; ; ;

1.0E-04 1.0E-03 1.0E-02 1.0E-01 1.0E+00
&
(a) o~ Flow A=1

-0~ Flow A=10

Required capacity - Flow A=0.1

30
-o- Flow A=0.01

25

20

Required capacity C(1,¢)

157
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models as a function of the QoS parameter €.

14.3 Empirical study
In this section, we analyze measurement results obtained in operational network

environments in order to validate the modeling approach and bandwidth provision-
ing rule presented in Section 14.1. In particular, we will investigate the relation
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Figure 14.4: (a) Required capacity for different flow duration distribution and CoVs.
(b) Required capacity for different access rates.

between measured traffic load values (i during 5-min periods (long enough to
assume stationarity) and the traffic fluctuations at a 1-s timescale within these peri-
ods. Clearly, if our M/G/oco traffic modeling assumptions of Section 14.1 apply and
if differences in the load u are caused by changes in the flow arrival rate X (i.e., the
flow size characteristics remain unchanged during the measurement period), then,
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as a function of u, for given (T, €), the required bandwidth ¢, should satisfy

Cu:ﬂ"_a«/ﬁ

for some fixed value of «.

To assess the validity of this relation for a specific networking environment,
we have carried out measurements in a national IP network providing Internet
access to residential Asymmetric Digital Subscriber Line (ADSL) users. Here, the
main assumptions made in Section 14.1 in order to justify use of the M/G/oco
input model seem to be satisfied, i.e., the flow peak rates are limited due to the
ADSL access rates (which are relatively small compared to the network link rates),
and the traffic flows behave more or less independently of each other (the IP
network links are generously provisioned and, hence, there is hardly any inter-
action among the flows). Details on the measurement setup can be found in
[27].

We choose the sample size 7 = 1 s, motivated by the fact that this can be
assumed to be the timescale that is most relevant for the QoS perception of end
users of typical applications like web browsing. Elementary transactions, such as
retrieving single web pages, are normally completed in intervals roughly in the
order of 1 s. If the network performance is seriously degraded during one or
several seconds, then this will affect the quality as perceived by the users.

Time was split into 5-min chunks over which the load p was determined. In
addition, for each 5-min period, the 99% quantile of the 1-s measurements was
determined. This quantile was assumed to indicate the minimum capacity cC that
is needed to fulfill the QoS requirement P(A(T) > cT) <€, with € = 1% and
T=1s.

The graph in Figure 14.5(a) results from the measurements on 11 links at vari-
ous locations. For orientation purposes, we have added a straight line representing
the unity relation (‘y = x’). It is remarkable how the 99% quantiles almost form
a solid curve. We fitted a function u + a, /i, such that roughly 95% of the 99%
quantiles are lower or equal to this function. The reason for fitting an upper bound,
instead of finding the function that gives the minimum least square deviation, is
that eventually we intend to use this function for capacity planning: then it is better
to overestimate the required bandwidth than to underestimate it. The graph shows
an extremely nice fit for the function ¢ = u + 1.0,/u (with ¢ and p expressed in
Mbps).

At the time of the measurements, the busiest links did not carry more traffic
than 20 Mbps during the busiest hours, so we could not verify that the found upper
bound also holds for higher traffic volumes. To overcome this problem at least
partly, we synthesized artificial traffic measurements by taking the superposition
of the traffic measured on several (unrelated) links. The graph in Figure 14.5(b)
shows the results of this experiment. As expected on theoretical grounds, the fitted
function ¢ = p + 1.0,/u remains valid.
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Figure 14.5: (a) The 99% maximum 1-s traffic as function of 5-min traffic mean.
(b) Synthesized traffic measurements for higher traffic volumes.
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14.4 Implementation aspects

Our formula (14.8) for the required bandwidth c(7, €) can be used to develop
bandwidth provisioning procedures. Obviously, the first step in this procedure is to
verify whether the main M/G/oo modeling assumptions are satisfied in the network
environment under consideration, such that formula (14.8) can indeed be applied.
The next step is then to estimate p and «.

Clearly,  can be estimated through coarse traffic measurements, as it is just the
average load; o, however, contains (detailed) traffic characteristics on timescale T
(viz., the variance v(7T')). In the following text, we propose to estimate « directly.
An alternative to this approach, however, would be to fit the flow-size distribu-
tion, such that o can be computed by inserting this into the explicit formulae of
Section 14.1. Recall that Experiment 2 of Section 14.2 showed that the CoV of the
flow-size has just a modest impact on «. Also, fitting the full flow-size distribution
has the evident drawback that it requires per-flow measurements. Therefore, we
prefer direct estimation of «.

In Section 14.1, it was noticed that « depends on the flow peak rate » and on
the parameters of the flow duration D, but, importantly, o does not depend on the
flow arrival rate A; a can be considered as a characteristic of the individual flows.
This ‘dichotomy’ between p and « gives rise to efficient provisioning procedures.
Consider the following two typical situations:

— Situations in which there is a set of links that differ (predominantly) in the
number of connected users; across the links, the individual users have essen-
tially the same type of behavior (in terms of the distribution D and the access
rate r). Then, o can be estimated by performing detailed measurements at (a
part of) the existing links. When a new link is connected, one could obtain
an estimate 1 of the load by performing coarse measurements (e.g., every 5
min, by using the MRTG tool [230]). Then, the provisioning rule jt + &\/ﬁ
can be used. An example is the ADSL scenario described in Section 14.3,
in which one could use & ~ 1.0 to dimension a new link.

— Growth scenarios in which it is expected that the increase in traffic is (mainly)
due to a growing number of subscribers (i.e., the A), while the user behavior
remains unchanged. Here, it suffices to perform infrequent detailed measure-
ments at timescale T, yielding an estimate & of «. If a future load [ is
envisaged, the required bandwidth can be estimated by the provisioning rule
i+ &1

The estimate of « has to be updated after a certain period (perhaps in the order
of months). This should correspond to the time at which it is expected that the
‘nature’ of the use of resources changes (due to, e.g., new applications, etc.). The
explicit formulas for « derived in Section 14.1 are also useful when examining
the impact of changes in the user behavior or the QoS parameters. For instance,
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the impact of an upgrade of the access speed r can be evaluated. Also, one could
assess the effect of imposing a stronger or weaker performance criterion €: when
replacing €; by €;, o needs to be multiplied by /loge,/loge;.

The measurement period of 5 min mentioned above for estimating the load
@ is motivated by the fact that this is the timescale on which measurements in
an operational network can be (and are) performed on a routine basis. A higher
frequency would be desirable, but this would put a high load on the processing
capacity of routers, the transport capacity of management links, etc., particularly if
there are many routers and ports involved. On the other hand, measurements per-
formed at lower frequencies (for instance one hour to several hours) are too coarse,
as traffic is not likely to be stationary over such long periods. Therefore, 5 min
will usually be a suitable trade-off, as this is feasible to measure, and at the same
time a reasonable period during which the traffic can still be assumed stationary.

Bibliographical notes

A vast amount of research has been done over the last century in the area of
dimensioning of (tele-)communication networks. In order to put this chapter into
perspective, here we give a brief overview of the major developments in this area.

Circuit-switched networks. In the traditional telephony setting, the amount of
offered traffic (or the load, say 1) is expressed in terms of the (dimensionless) unit
Erlang. Because of the circuit-switched nature of those telephony networks, each
call is assumed to occupy a fixed amount of bandwidth capacity. In order to provide
an adequate performance level, network operators strive to keep the probability of
call blocking (i.e., a user not being able to set up a connection to the remote end)
below some threshold § (typically in the order of 1%). Hence, here the crucial
question in the context of dimensioning is, what is the lowest (trunk) capacity ¢
such that the probability that calls are blocked, for given traffic load u, is below
8?7 This basic question has long been answered, and in fact its analysis goes back
to 1909 [96]. Later, many variants of this model also were solved (models with
trunk reservation, impatient customers, reattempts, etc.).

Multiservice networks. Later, starting from the early 1980s, the notion of mul-
tiservice networks emerged. Multiservice networks deliver more services than just
voice calls like the traditional telephony networks, e.g., high-speed data transmis-
sion, or video conferencing. An example of a multiservice network is Broadband
Integrated Service Digital Network (B-ISDN) (see, e.g., [231]). As various ser-
vices occupy different amounts of bandwidth capacity (constant within a single
call, however), the traditional assumption that each source occupies a fixed amount
of bandwidth no longer holds.

Therefore, the so-called multirate models were developed, in which the total
amount of offered traffic was decomposed into traffic loads u; (i = 1,..., N) for
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each service and associated bandwidth requirements c;. Clearly, the above dimen-
sioning question can be altered to incorporate the idea of various services — the new
target is to find the lowest bandwidth ¢ that ensures that the probability that a new
call of type i is blocked is below §;, foralli = 1, ..., N, for given (small) numbers
81, ...,0y. Kaufman and Roberts developed efficient techniques for calculating
blocking probabilities in such a multirate setting; see, e.g., [145, 148, 251, 253] for
more background on multirate models and associated network dimensioning issues.

Variable bit rate traffic—effective bandwidth. As it turned out in the late 1980s
and early 1990s, the above assumption that sources generate traffic at a constant
rate was no longer valid—instead, traffic streams are in general of a variable bit
rate (VBR) type: the bit rate fluctuates over time [231]. The notion of ‘effective
bandwidth’ (or ‘equivalent bandwidth’) was introduced to overcome the problem
with nonconstant rates: it assigns to each traffic stream a number between the mean
and peak rate, reflecting the minimum bandwidth capacity that such a traffic stream
requires to meet a certain performance criterion. In VBR models, this performance
criterion is usually specified at the ‘packet level’, e.g., in terms of a packet loss
probability. Following that example, the effective bandwidth, say c; (¢€), incorporates
some (maximum) packet loss probability € —the lower the €, clearly, the higher the
ci(€), as more capacity is occupied when the probability of packet loss decreases
(i.e., the performance criterion becomes more stringent). This effective bandwidth
ci(€) can now be dealt with in the same way as the bandwidth requirement ¢; in
the multirate models described above.

Therefore, when we assume that traffic of class i occupies c;(¢) band-
width—guaranteeing a maximum loss probability € at the packet-level—it is possible
to compute the blocking probabilities of all classes at the call-level (and, hence,
to dimension this system such that these are below predefined values 8, ..., Sy).
Thus, one could say that two types of performance are offered simultaneously: at
the packet-level (loss fractions below €) and at the call-level (blocking probabilities
below §;). See, e.g., [92, 122, 136, 149, 253] for more information on VBR models
and associated network link dimensioning issues; other key articles on effective
bandwidth are [53, 279, 110, 149, 154, 285].

Dimensioning for IP-based networks. The use of the VBR models described
earlier (and the effective-bandwidth concept) is not by definition limited to, say,
use in ATM networks. VBR models, however, still use the notion of calls and are
not designed to deal with very heterogeneous traffic mixes in which individual
flows may contain just a few packets. Internet traffic is generally known to be of
highly heterogeneous nature (thus, it may be hard to distinguish separate ‘classes’ of
traffic with their own bandwidth requirements), and ‘operates’ with packets instead
of circuits. In addition, measurements have indicated that Internet traffic tends to
be extremely unpredictable (see Section 3.1 and [172, 239])—significantly more
bursty than traditional VBR models (such as the exponential on-off model) allow.

247



A link dimensioning formula and empirical support

Hence, one cannot straightforwardly apply VBR models to accurately capture the
behavior of Internet traffic.

The fundamentally different nature of the Internet (packet-oriented), compared
to the traditional telephony system, as well as ATM (both circuit-oriented), inspired
researchers to come up with traffic models, performance criteria (e.g., packet delay
or packet loss bounds, instead of call blocking probability), and network dimension-
ing frameworks that focus primarily on Internet traffic and achieving packet-level
performance targets.

Related literature. Studies that are closely related to the research presented
in this chapter, are by Fraleigh [101] and Papagiannaki [234]. In those theses,
dimensioning for highly aggregated network links (‘backbone links’) is studied,
with a focus on delay-sensitive applications (such as Voice-over-IP); see also [102].
Therefore, they aim at dimensioning such that the delay incurred on the network
(due to queuing) does not exceed a certain threshold. The results of Fraleigh and
Papagiannaki are validated using traffic measurements on operational ‘backbone’
networks.

We also mention the dimensioning approach by Bonald, Olivier, and Roberts
[36]—they concentrate on data traffic at the flow-level (in fact, at TCP-connections),
aiming at dimensioning such that the throughput rates of TCP-connections remain
above a certain threshold. Another dimensioning study in which traffic is modeled
at the flow-level is by Barakat, Thiran, Iannaccone, Diot, and Owezarski [21], who
aim at keeping congestion below a certain threshold.

A few words on the relation with the work presented in this chapter. Here,
we have primarily aimed at achieving link transparency, i.e., choose ¢ such that
P(A(T) = cT) < €, which is clearly a different objective than the delay require-
ment of [101, 234]. For T sufficiently small, our criterion also bounds the delay
in the network—in our research, we assume that buffers are used to absorb traf-
fic bursts on timescales smaller than 7. Thus, the impact of queuing in buffers
(which contributes to delay) is also limited to small timescales. Another difference
between the approach in [101, 234] and ours is that measurements have indicated
that our research is applicable to network links with both (relatively) low and high
aggregation in terms of users, instead of only ‘backbone’ links; see also the detailed
study on the applicability of the Gaussian traffic model [211].
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Chapter 15

Link dimensioning: indirect
variance estimation

In the previous chapter we presented a method for bandwidth provisioning, i.e., for
finding the minimum bandwidth c such that a certain given performance criterion
was met.

A major advantage of this method is that it is simple (the key formula has
the appealing form ¢ = u + o/, for load w and coefficient ), transparent (the
impact of the QoS criterion on « is explicitly given), and robust (there is some sort
of insensitivity: « depends on the input traffic only through the characteristics of
the individual flows, and not through the arrival rate of flows). There are, however,
also a number of significant drawbacks:

1. In fact, for general Gaussian traffic the formula was, see Equation (14.5),

c(T,e) =pn—+ %\/(—210ge) -v(T), (15.1)

and only in case of (the Gaussian counterpart of) the M/G/oco input model
the formula reduces to u + o /1.

For situations in which the traffic is indeed Gaussian, but not of the M/G/oco
type, however, the procedure sketched in Section 14.4 to estimate the required
bandwidth by estimating « is obviously of no value; in that case it would
be better to have an estimate of v(7), and to plug this into provisioning
formula (15.1).

2. The procedure for estimating o had a somewhat ‘ad hoc character’: the right
value for o was found by fitting the curve u + o/, and of course this can
be done in many ways.

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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3. The performance criterion used, i.e., P(A(T) > cT) < €, could serve as a
first benchmark, but is perhaps somewhat simplistic, as it does not involve
any queuing.

An alternative could be to consider the criterion: minimize ¢ such that we
meet P(Q > B) < ¢, for some predefined small number €. Here B could be
the (physical) buffer size of the queue, but an alternative could be to choose
B/C as the maximum tolerable delay.

Drawbacks 1. and 2. indicate that it would be useful to have a method for
efficiently estimating v(7'). If timescale T is sufficiently large, this can be done by
sampling the arrival process over intervals of length 7', and compute the sample
variance, as in formula (3.1). When T is really small, however, which will be the
case for some demanding applications, it is hard to do precise measurements on
this timescale [213], and as a result it is hard to estimate v(7T).

Drawback (3) indicates that there is a need for finding the equivalent of Formula
(15.1), but now for the new performance criterion. It turns out that this can be done
similarly to the computations in Section 6.3. We rely on Approximation 5.4.1: find
the smallest c := c(¢) such that

N B+ (c—wn)?
P(Q = B) ~ exp (—:§£T> =€

In other words, for all + > 0

(B + (c — wi)? v (=2loge) -v(®) —B

> —loge, or c> )
G R Z Kt :

so that we get the provisioning formula

\/f_
(€) = 1+ sup (—2loge) - v(t) B;

t>0 !

(15.2)

notice that its form is somewhat similar to Formula (15.1). The interesting aspect
of formula (15.2) is that the computation of c(¢€) requires knowledge of the entire
variance function v(-).

The above observations explain why it is of crucial importance to find accurate
and fast techniques to estimate the variance function v(-). Here it is noted that
for the ‘crude’ criterion P(A(T) > cT) < € it suffices to estimate v(-) just for the
timescale 7', but the comparatively more advanced criterion P(Q > B) < € requires
knowledge of the entire variance function — see Equation (15.2).

This chapter describes a method to estimate v(-). This is done by coarse-grained
sampling of the buffer occupancy, estimating the buffer content distribution (BCD)
function, and inverting this into the variance function. Interestingly, in the context of
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Gaussian queues, under mild conditions, the BCD uniquely determines the variance
function.

Importantly, the procedure described above eliminates the need for traffic-
measurements on small timescales. In this sense, we remark that our proposed
procedure is rather counterintuitive: without doing measurements on timescale 7',
we are still able to accurately estimate v(7'). In fact, one of the attractive features
of our ‘inversion approach’ is that it yields the entire variance curve v(-) (of course,
up to some finite time horizon), rather than just v(7") for some prespecified 7.

Section 15.1 sketches the theoretical foundations behind the inversion approach.
These are used in Section 15.2, where the primary focus is on implementa-
tion. A detailed error analysis of the inversion approach, using synthetic traffic,
is performed in Section 15.3. Extensive tests with real traffic are presented in
Section 15.4; two effects are decoupled: (i) the quality of the provisioning formula
(14.5) given perfect knowledge of the variance function v(-); (ii) the impact of
errors in the estimation of v(-) on the estimation of the required bandwidth.

15.1 Theoretical foundations

The conventional way to estimate v(7') (for some interval length 7') is what we refer
to as the ‘direct approach’. This method is based on traffic measurements for disjoint
intervals of length 7', and just computes their sample variance as in formula (3.1).
It is recalled that the convergence of this estimator could be prohibitively slow
when traffic is Ird [25], but the approach has two other significant drawbacks:

1. When measuring traffic using windows of size 7, it is clearly possible to
estimate v(7), v(2T), v(3T), etc. However, these measurements obviously
do not give any information on v(-) on timescales smaller than T. Hence,
in the direct approach, to estimate v(7) measurements should be done at
granularity 7 or less. This evidently leads to a substantial measurement effort.

2. The provisioning formula (15.2) requires knowledge of the entire variance
function v(-), whereas the direct approach described above just yields an
estimate of v(T) on a prespecified timescale 7. Therefore, a method that
estimates the entire curve v(-) is preferred.

This section presents a powerful alternative to the direct approach; we refer to it
as the inversion approach, as it ‘inverts’ the BCD to the variance curve. This inver-
sion approach overcomes the problems identified earlier. We rely on the framework
of large deviations for Gaussian queues.

Define
(B4 (c—wn)?

I((B) = tlrzl(f)‘T(t)’ (15.3)
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such that Approximation 5.4.1 reduces to —logP(Q > B) =~ Z.(B). This implies
that, for all B and ¢, it holds that Z.(B) < (B + (c — ;L)t)z/(Zv(t)). Noticing that
both v(-) and Z.(-) are nonnegative, this results in

_ 2
v(t) < inf —(B Ll et D)
B>0 27.(B)

)

for all # > 0, cf. Inequality (6.14). Interestingly, we now show that often the
inequality in the previous display is actually an equality.

Define the ‘most likely epoch of overflow’ for a given buffer value B > O:
t; is the optimizer in the right-hand side of Equation (15.3); note that ¢} is not
necessarily unique. Define the set 7 as follows:

T:={t>0:3B>0:1=1}.

The following theorem presents conditions under which the above upper bound is
tight.

Theorem 15.1.1 Inversion. Assume that v(-) € C'([0, 00)).
(i) For any t > 0,

B+ (c—wr)?*

)

v(t) < inf
B>0 27.(B)

(ii) There is equality for allt € T ;

(iii) If 2v(t)/v'(t) — t grows from O to 0o when t grows from 0 to oo, then T =

(0, 00).

Proof. Claim (i) was proven above.

Now consider a ¢ € 7. Then, by definition, there exists B = B, > 0 such that
Z.(B) = (B + (C — w)t)?/(2u(t)). We thus obtain claim (ii).

Now consider claim (iii). We have to prove that for all > O there exists a
B > 0 such that + = ¢;. Evidently, # solves 2v(¢)(c — ) = (B + (C — pw)H)v'(¢),
or, equivalently,

_ o [0 B
B=B = (21}/0) t)(c ).

Hence, it is sufficient if B} grows from O to oo when ¢ grows from 0 to oco. O

Note that even if condition (iii) does not apply, as was found in some recent
traces, see [299], v(¢) will be bounded from above by the infimum over B, due to
(i). Remarkably, the above theorem says, in broad terms, that for Gaussian sources
the BcD uniquely determines the variance function. This property is exploited in the
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following heuristic, which follows from Approximation 5.4.1 in conjunction with
Theorem 15.1.1.

Approximation 15.1.2 The following estimate of the function v(t) (for t > 0) can
be made using the BCD:

_ 2
v(t) ~ inf B+ (c— )

8>0 —2logP(Q > B) ' (15.4)

Hence, if we can estimate P(Q > B), then ‘inversion formula’ (15.4) can be
used to retrieve the variance; notice that the infimum can be computed for any
t, and consequently we get an approximation for the entire variance curve v(-)
(of course, up to some finite horizon). These ideas are exploited in the procedure
described in the next section, but we first illustrate the inversion formula in a
number of exercises.

Exercise 15.1.3 (i) Show that Approximation. 15.1.2 is exact for Brownian
motion.

(ii) Show that Approximation 15.1.2 is exact for Brownian bridge, for ¢ <
(iii) Show that for fBm indeed 7 = (0, 00).

1
z .
Solution. (i) Recall that —logP(Q > B) = 2BcC. Now it easily verified that indeed

B+ cr)?
inf g =1
>0  4BC

the optimal B equals ct.
(ii) Recall that —logP(Q > B) = 2B(B + C). Hence we have to compute

. (B+ct)?
inf ————.
8>0 4B(B + C)

If r €0, %], then B} =ct/(1 —2t), and inserting this into the objective func-
tion indeed yields v(z) = t(1 — r). Now note that 7 = [0, %]. Apparently it is not
possible to retrieve v(¢) for ¢ ¢ [0, %].

(>iii) It holds that

zv(t) —t= <i—1>t,
v/ (1) H

which indeed, for any H € (0, 1), grows from 0 to co. <>

Exercise 15.1.4 Consider the variance curve v(f) = max{o;r2"t, a2}, with
H, > Hj, as in Equation (3.3). Determine 7.
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Solution. For any B, ¢ > 0,

. (B + ct)?
Z-(B) = inf
<(®) >0 2 max{a, 12, o, 122}

) { (B+cr)? . (B+Ct)2}
= min inf

inf
120 201121 T 120 2012

. 1 B 2—-2H, C 2H, 1 B 2-2H, C 2H,
=miny — — , T — .
20(1 1-— H1 H1 20[2 1-— H2 H2

This function is continuous in B; the value of B for which both expressions between
brackets match, is

1/(Ha—Hy)
R (Y CTRN Uy DEY. /i R
crit - o (1 _ H2)1_H2H2H2 .

For B smaller than By, £} looks like (B/C) - i, and for B larger than B it looks
like (B/C) - hy, where h; := H;/(1 — H;). Hence,

T — (0’ OO) \ (Bcrit . hl, Berit . h2> .
C C

In other words, the inversion cannot retrieve v(¢) from Z.(B) for all # > 0. <&

Remark 15.1.5 Observe that, in fact, P(Q > B) is also a function of the service
speed C (as the random variable Q depends on C). Interestingly, as v(¢) obviously
does not depend on ¢, Equation (15.4) entails that, if the approximation is correct,
the minimum in the right-hand side should also not depend on c.

The unique correspondence between input and buffer content does not only
apply for Gaussian processes, but can be found in many other situations as well.
A well-known example is the M/G/1 queue. Assume Poisson arrivals stream (rate
M) of jobs, with service requirement distributed as random variable B (where its
Laplace transform is denoted by b(s) := Ee~*?), and service speed c. Let the load
o be defined as A EB. Denote by ¢(-; ¢) the Laplace transform of the buffer content:
q(s; ) := Ee*?; the parameter ‘C’ is added to emphasize the dependence on c.
The Pollaczek-Khintchine formula says

o=(1-292). u
16:0=(1-0) = T ho

This can be inverted to

_ Cs e i _ ]
o) =g <(1 C) n <CS 1>q(s,c)>.
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We see similar phenomena as above: (i) the BCD uniquely defines the distribution
of the input process (the distribution of B); (ii) the left-hand side of the previous
display clearly does not depend on c, so apparently the ¢ in the right-hand side
also cancels.

Also for these M/G/1 queues inversion algorithms (i.e., mechanisms to estimate
the input process from samples of the buffer content) have been developed, see for
instance [127, 264, 265]. \%

15.2 Implementation issues

In this section, we show how the theoretical results of the previous section can
be used to estimate v(-). First, we propose an algorithm for estimating the (com-
plementary) buffer- content distribution (in the sequel abbreviated to BcD), such
that, by applying Approximation. 15.1.2, the variance curve v(-) can be estimated.
Second, we specialize in our demonstration to the case of synthetic input, i.e., traf-
fic generated according to some stochastic process; we choose fBm input, but we
emphasize that the procedure could be followed for any other process. Finally, we
compare, for fBm, our estimation for v(-) with the actual variance function, yield-
ing the first impression of the accuracy of our approach (a more detailed numerical
evaluation follows in the subsequent sections).

The inversion procedure consists of two steps: (i) determining the BCD, and (ii)
‘inverting’ the BCD to the variance curve v(-) by applying Approximation. 15.1.2.
We propose the following algorithm:

Algorithm 15.2.1 Inversion approach.

1. Collect ‘snapshots’ of the buffer contents: qi, ..., qy; here g; denotes the buffer
content as measured at time 1y + i t, for some T > 0. Estimate the BCD by the empir-
ical distribution function of the q;, i.e., estimate P(Q > B) by

#{i : i B
¢(B):%_

2. Estimate v(t), for any t > 0, by

_ 2
o(r) = inf B CEZ WD
>0 —2log¢(B)

In the above algorithm, snapshots of the buffer content are taken at a constant
frequency. To get an accurate estimate of the BcD, both T and N should be chosen
sufficiently large. We come back to this issue in Section 15.3. Notice that we
chose a fixed polling frequency (i.e., T~!) in our algorithm, but this is not strictly
necessary; obviously, the BCD-estimation procedure still works when the polling
epochs are not equally spaced. In the remainder of this section, we demonstrate
the inversion approach of Algorithm 15.2.1 through a simulation with synthetic
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(fBm) input. The simulation of the queue fed by fBm yields an estimate for the
BCD; this estimated BCD is inverted to obtain the estimated variance curve, which
is compared with the actual variance curve.

Simulation procedure. Concentrating on slotted time, we generate traffic accord-
ing to some stochastic process. In this example we focus on the case of fBm input,
but it is stressed that the procedure could be followed for any other stochastic pro-
cess. The traffic stream is fed into a simulated queue with link rate c. The buffering
dynamics are simulated as follows:

1. Using an fBm simulator [76], fBm is generated with a specific Hurst param-
eter H € (0, 1), yielding a list of ‘offered traffic per time slot’.

2. For every slot, the amount of offered traffic is added to the queue, and an
amount equal to ct is drained from the queue (while assuring the queue’s
content is nonnegative).

3. Every 7 slots, the queue’s content is observed, yielding N snapshots that are
then used to estimate P(Q > B) (cf. Algorithm 15.2.1).

In this demonstration of the inversion procedure, we generate an fBm traffic trace
with Hurst parameter H = 0.7 and length 2%* slots. The link capacity c is set to
0.8, and we take snapshots of the buffer content every v = 128 slots.

Estimating the variance curve. We now discuss the output of the inversion pro-
cedure for our simulated example with fBm traffic. First we estimate the BCD; a
plot is given in Figure 15.1(a). For presentation purposes, we plot the (natural) log-
arithm of the BcD, i.e., logIP(Q > B). The BcD in Figure 15.1(a) is ‘less smooth’
for larger values of B. This is due to the fact that large buffer levels are rarely
exceeded, leading to less accurate estimates. Second, we estimate the variance v(¢)
for ¢ equal to the powers of 2 ranging from 2° to 27, using the BcCD, i.e., by using
Algorithm 15.2.1. The resulting variance curve is shown in Figure 15.1(b) (‘inver-
sion approach’). The minimization (over B) was done by straightforward numerical
techniques. To get an impression of the accuracy of the inversion approach, we have
also plotted in Figure 15.1(b) the variance curve as can be estimated directly from
the synthetic traffic trace (i.e., the ‘direct approach’ introduced in Section 15.1), as
well as the real variance function for fBm traffic, i.e., v(t) = t*/. Figure 15.1(b)
shows that the three variance curves are remarkably close to each other. This is
a first indication that the inversion approach is an accurate way to estimate the
burstiness.

15.3 Error analysis of the inversion procedure

In the previous section, the inversion approach was demonstrated. It was shown to
perform well for fBm with H = 0.7, under a specific choice of N and 7. Evidently,
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Figure 15.1: (a) Sample BcD; (b) Sample variance functions.
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the key question is whether the procedure still works under other circumstances.
To this end, we first identify the three possible sources of errors:

— The inversion approach is based on the Approximation (5.4.1).

— P(Q = B) is estimated, there could still be an estimation error involved. In
particular, we wonder what the impact of the choice of N and t is.

— The procedure assumes perfectly Gaussian traffic, although real network traf-
fic may not be (accurately described by) Gaussian.

We will now quantitatively investigate the impact of each of these errors on our
‘indirect approach’. These investigations are performed through simulation as out-
lined in Section 15.2.

Approximation of the BCD. The inversion is based on an approximation of
P(Q > B), see Approximation 5.4.1. Consequently, evidently, errors in Approx-
imation 5.4.1 might induce errors in the inversion. We first determine the infimum
in the right-hand side of Equation (15.4), which we consider as a function of B.
In line with the previous section, we choose fBm input: © = 0 and v(¢) = 21 As
we have seen earlier, we can rewrite Approximation (5.4.1), viz.:

1 B 2—-2H C\2H
erozn=4 (7)™ (5"

We verify how accurate the approximation is, for two values of H: the pure Brow-
nian case H = 0.5, and a case with Ird H = 0.7 (in line with earlier measurement
studies of network traffic). Several runs of fBm traffic are generated (with different
random seeds), 2%* slots of traffic per run. We then simulate the buffer dynamics.
For H = 0.5 we choose link rate ¢ = 0.2, for H = 0.7 we choose ¢ = 0.8; these
choices ¢ are such that the queue is nonempty sufficiently often (in order to obtain
a reliable estimate of the BcD). Figure 15.2 shows for the various runs the approx-
imation of the BcD, as well as their theoretical counterpart. It can be seen that,
in particular, for small B the empirically determined BcD almost perfectly fits the
theoretical approximation.

Estimation of the BCD. As we estimate the BCD on the basis of snapshots of the
buffer content, there will be some error involved. The impact of this error is the
subject of this section. It could be expected that the larger N (more observations)
and 7 (less correlation between the observations), the better the estimate.

First, we investigate the impact of N. The simulator is run as in previous cases
(with H = 0.7), with the difference that we only use the first x % of the snapshot
samples to determine P(Q > B). Figure 15.3(a) shows the estimation of the BCD,
for various x ranging from 0.1 to 100. The figure shows that, in particular for
relatively small B, a relatively small number of observations suffices to get an
accurate estimate of the BCD.
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Figure 15.2: P(Q > B) and theoretical approximation. (a) H = 0.5; (b) H = 0.7.
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Figure 15.3: Comparing P(Q > B) for (a) various trace lengths; (b) various polling
intervals.
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Second, we investigate the impact of the interval length between two consec-
utive snapshots t. Figure 15.3(b) shows the determined BcD for t ranging from
observing every 32 to every 8192 slots. It can be seen that, particularly for small B
the fit is quite good, even when the buffer content is polled only relatively rarely.

The impact of the Gaussianity assumption. Approximation (15.4) explicitly
assumes that the traffic process involved is Gaussian. Various measurement studies
find that real network traffic on the Internet is (accurately described by) Gaussian,
see Section 3.1; it was observed, however, that particularly on small timescales,
traffic may not always be Gaussian [156]. Therefore we now investigate how sen-
sitive our ‘inversion approach’ is with respect to Gaussianity of the input traffic.

We study the impact of non-Gaussianity by mixing, for every slot, a fraction
a of the generated fBm traffic with a fraction 1 — « traffic from an alternative
(non-Gaussian) stream, before the mixture is fed to the (virtual) queue. Note that
the variance of the mixture is

v(t) = v () + (1 — &) v ().

We vary « from 1 to 0, to assess the impact of the non-Gaussianity.

The alternative input model that we choose here is an M/G/oo input model (i.e.,
not its Gaussian counterpart). In the M/G/oo input model, jobs arrive according to a
Poisson(A) process. The job durations are i.i.d., and during their duration each job
generates traffic at a constant rate r. In line with measurements studies, we choose
Pareto(B) jobs. As the objective is to assess the impact of varying the parameter «,
we have chosen to select the parameters of the M/G/oo model such that the fBm
and M/G/oo traffic streams are ‘compatible’, in that their mean and variance v(-)
are similar, which is achieved as follows.

The means of both traffic stream are made compatible by adding a drift to the
fBm inputs equal to the mean of the M/G/oo traffic stream, i.e., Ar/(B — 1). The
Gaussianity of the fBm input is clearly not affected by the addition of such a drift.

To make the variances of both traffic streams compatible, we make use of a
derivation in earlier work of the exact variance function v()ay, see Equation (2.6).
It is not possible to achieve the desired ‘compatibility’ of the variance on all
timescales. As long-range dependence is mainly a property of long timescales, we
choose to focus on these. For larger timescales, the variance of the M/G/oo traffic
stream roughly looks like

3P
A
G-p2-pHB-1’

assuming f € (1, 2). Clearly, we can now estimate the remaining parameters and
compute the variance of the traffic mixture.

The next step is to run the simulation, for different values of «,. We then
determine the (theoretical) variance curve of the traffic mixture, and compare it
to the variance curve found through our ‘indirect approach’. In Figure 15.4(a)

Vpaig () ~ 2r?
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Figure 15.4: Variance functions for Gaussian/non-Gaussian traffic mixes, (a) o =
{0.8,0.9}; (b) = 0.
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we focus on the ‘nearly-Gaussian’ cases o« = 0.8 and o = 0.9, which are plotted
together with their theoretical counterparts. The figure shows that the presence of
non-Gaussian traffic has some, but no crucial impact on our inversion procedure.

We also consider the (extreme) case of « = 0, i.e., no Gaussian traffic at all, to
see if our inversion procedure still works. In Figure 15.4(b) the various variance
curves are shown: the theoretical curve, the curve based on the ‘direct approach’,
as well as the curve based on the inversion approach. Although not a perfect fit,
the curves look similar and still relatively close to each other (but, of course, the fit
is worse than for « = 0.8 and 0.9). Note that the non-Gaussian traffic may ‘have
some Gaussian characteristics’ if there is a large degree of aggregation, by virtue
of central-limit type of arguments, which may explain that the fit is still reasonable.

We conclude that our simulation experiments show the ‘robustness’ of the
inversion procedure. Despite the approximations involved, with a relatively low
measurement effort, the variance curve is estimated accurately, even for traffic that
is not perfectly Gaussian. Given the evident advantages of the inversion approach
over the ‘direct approach’ (minimal measurement effort required, retrieval of the
entire variance curve v(-), etc.), the former method is to be preferred. In the next
section, we verify whether this conclusion also holds for real (i.e., not artificially
generated) network traffic.

15.4 Validation

As we have seen in the previous section, the inversion approach shows rather good
performance: even if the underlying traffic deviates from Gaussian, still a relatively
good estimate of the variance function is obtained. It remains unclear however
whether (i) plugging in this variance function into the provisioning formula, i.e.,
either (15.1) or (15.2), also leads to good estimates of the required bandwidth;
(i1) such conclusions remain valid for large sets of representative real traces (rather
than artificially generated data).
The proposed provisioning approach consists of two steps:

1. Estimate the variance function v(-) by estimating the BcD and performing
the inversion.

2. Insert this estimated variance into the provisioning formula, i.e., (15.1) or
(15.2).

The idea behind this validation section is to systematically assess the accuracy of
our provisioning approach. We do so by decoupling two effects.

— Validation of the required bandwidth formula. In the first place, we test the
quality of the provisioning formula. The question is then: suppose we are
given perfect information about the variance function, and we plug this into
our provisioning formula, how good is the resulting estimate for the required
bandwidth? Of course we do not have perfect information about v(-); instead
we use the variance as estimated through the direct approach.
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— Impact of estimation errors in v(-) on required bandwidth. In the second
place, we test how the errors in the estimate of v(-), caused by the inversion
procedure, have impact on the estimate of the required bandwidth.

The ‘decoupling’ allows us to gain precise insight into — and thus a good validation
of — both steps of our link provisioning procedure.

Measurement locations. We have performed our measurements at various loca-
tions, with very distinct types of users. The five locations we have considered are
(U) a university residential network (15 traces, 1800 hosts), (R) a research insti-
tute (185 traces, 250 hosts), (C) a college network (302 traces, 1500 hosts), (A) an
ADSL access network (50 traces, 2000 hosts), and (S) a server hosting provider
(201 traces, 100 hosts). Traces correspond to 15 min intervals. At these locations
traffic is generated at average rates of 170, 6, 35, 120, and 12 Mbps, respectively.

Validation of the required bandwidth formula. As mentioned above, we first
assume that we have perfect information on the variance, and test how good our
theoretical provisioning formulae are. We focus here on the performance criterion
P(A(T) > cT) < e, i.e., provisioning formula (15.1).

We choose to determine the average traffic rate p per trace (recall that each
trace contains 15 min of traffic), and set 7 to 1 s, 500 ms, and 100 ms (and thus
determine the variance at those timescales by applying the direct method). We set
€ to 1%. As emphasized earlier, the settings for T and € used here are meant as
examples — network operators can choose the setting that suits their (business) needs
best. Then we insert the resulting estimates, say ji and 94;;(T'), into Equation (15.1).
A trace consists of n observations ay, ..., a,, where nT corresponds to 15 min.

In order to validate the accuracy of the resulting bandwidth estimate, we intro-
duce the notion of ‘realized exceedance’, denoted by é. We define the realized
exceedance as the fraction of intervals of length 7" in which the amount of offered
traffic a; exceeds cT. In other words,

. #{ie{l,...,n}|a >cT}
€= .
n

We have constructed our provisioning rule (15.1) such that ‘exceedance’ (as in
A(T) > cT) may be expected in a fraction € of all intervals. There are, however,
(at least) two reasons why € and € may not be equal in practice. Firstly, the
bandwidth provisioning formula (15.1) assumed ‘perfectly Gaussian’ traffic, but as
we have seen, this is not always the case. Evidently, deviations from ‘perfectly
Gaussian’ traffic (in other words, violation of the modeling assumption) may have
an impact on the estimated c. Secondly, in the derivation of Equation (15.1) we used
Approximation 5.4.1, which contained a conservative element (Chernoff bound) as
well as an ‘aggressive’ element (principle of largest term), and it is not clear up
front which effect dominates.

To assess the accuracy of the provisioning formula (15.1) for real traffic, it is
clearly interesting to compare € with €. Thus, we study the difference between ¢
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and € to get an insight into the deviation between the outcome of the model-based
formula and the real traffic. The validation study, as described above, is performed
using the hundreds of traces that we collected at measurement locations {U, R, C,
A, S}

The third and fourth column of Table 15.1 present the average differences
between the targeted ¢ and the realized exceedance € at each location, as well
as the standard deviations. This is done for three different timescales 7. Clearly,
the differences between € and € are small, and hence the required bandwidth to
meet a prespecified performance target of € is estimated rather accurately.

For bandwidth provisioning ‘rules of thumb’-purposes, it is interesting to get an
idea of the required ‘dimensioning factor’, i.e., the (estimated) required bandwidth
capacity compared to the average load (in other words, d := c/u). The dimension-
ing factors, averaged over all traces at each location, as well as their standard errors,
are given in the fifth and sixth column of Table 15.1 for 7 = 1 s, 500 and 100 ms.
It shows, for instance, that at location U, some 33% extra bandwidth capacity would
be needed in addition to the average traffic load u, to cater for 99% (e = 0.01) of all
traffic peaks on a timescale of 7 = 1 second. At location R, relatively more extra
bandwidth is required to meet the same performance criterion: about 191%. Such
differences between those locations can be explained by looking at the network
environment: at location R, a single user can significantly influence the aggregated

Location T | avg |e — €| | stderr |e — €| | d | o4 |
Location U Is 0.0095 0.0067 1.33 | 0.10
500 ms 0.0089 0.0067 1.35 | 0.09
100 ms 0.0077 0.0047 1.42 | 0.09
Location R ls 0.0062 0.0060 291 | 1.51
500 ms 0.0063 0.0064 3.12 | 1.57
100 ms 0.0050 0.0053 3.82 | 1.84
Location C Is 0.0069 0.0047 1.71 | 0.44
500 ms 0.0066 0.0043 1.83 | 0.49
100 ms 0.0055 0.0041 2.13 | 0.67
Location A ls 0.0083 0.0027 1.13 | 0.03
500 ms 0.0083 0.0024 1.14 | 0.03
100 ms 0.0079 0.0020 1.19 | 0.03
Location S Is 0.0052 0.0050 1.98 | 0.78
500 ms 0.0049 0.0055 2.10 | 0.87
100 ms 0.0040 0.0059 2.44 | 1.01

Table 15.1: Required bandwidth: estimation errors and dimensioning factor
(e =0.01).
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traffic, because of the relatively low aggregation level (tens of concurrent users)
and the high access link speeds (100 Mbps, with a 1 Gbps backbone); at location
U, the user aggregation level is much higher, and hence, the traffic aggregate is
‘more smooth’. As could be expected, the dimensioning factor increases when the
performance criterion (in terms of either € or 7') becomes more stringent.

To give a few examples of the influence of the performance parameters T
and € on the required bandwidth capacity, we plot curves for the required band-
width capacity at T = 10, 50, 100 and 500 ms, and € ranging from 107> to 0.1, in
Figure 15.5. In these curves, u and v(T') are (directly) estimated from an example
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Figure 15.5: Required bandwidth for other settings of T, € for locations {U, R, C,
A, S}
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traffic trace collected at each of the locations {U, R, C, A, S}. It can be seen from
Figure 15.5 that the required bandwidth ¢ decreases in both 7" and €.

So far, we verified whether the required bandwidth is accurately estimated for
these case studies with different settings of 7' and €. It should be noted however,
that one cannot do similar tests for all possible combinations (7, €): for € = 107>
and 7 = 500 ms for instance, there are only 1800 samples in our traffic trace
(which has a length of 15 min), while our criterion says that 1 out of 10° samples
is allowed to correspond to an ‘exceedance’.

Another remark that should be made here is that, for locations with only limited
aggregation in terms of users (say some tens concurrent users), combined with a
small timescale of 7 = 10 ms, the traffic is no longer Gaussian (i.e., the linear
correlation coefficient y,, is substantially smaller than 1, see Section 3.1). As a
consequence, the accuracy of our required bandwidth estimation decreases.

Next, we assess the impact of estimation errors in v(-) on required bandwidth.

Impact of estimation errors in v(-) on required bandwidth. In Section 15.3 we
have seen for artificially generated traffic that the inversion worked well, and the
first part of the present section assessed the quality of the bandwidth provisioning
formula (15.1). We now combine these two elements: we perform the inversion,
and we insert the resulting variance into formula (15.1), and see how well this
predicts the required bandwidth.

For every trace we estimate the variance v(7") through Algorithm 15.2.1. We
do so by using a simulator, in which the trace is fed into a queue that is served at
a constant rate. Notice that the service speed of this queue, say ¢, is still a degree
of freedom.

A few words on how ¢, should be chosen. Clearly, when ¢, is too small, say
C4 < 1, the system is not stable in that it will never be able to serve all the traffic
offered. Hence, we should choose ¢, > . On the other hand, if ¢, is chosen to be
much larger than u, the queue’s occupancy will, obviously, be 0 at most observation
times. As this would lead to an unreliable estimation of the BcD (if any), setting
C, too large is to be avoided. We have performed numerous experiments to find a
viable ¢, and it turns out that ¢, ~ 1.3 - i often works well. We also saw that the
specific choice of ¢, is often not so critical.

Then we compare the resulting estimate, say Uy, (7T"), with 0g;,(T). We introduce
v as an indicator of the accuracy of the estimation:

(D)
ﬁdir(T)
For each trace we compute Cg;; by inserting 0g;;(7) into formula (15.1), and Cj,y
analogously. We also determine the ‘empirical’ minimally required bandwidth Cepyp,

which denotes the minimum bandwidth that suffices to meet the performance cri-
terion:

. #{ie{l,...n}|a; >cT}
Cemp := MIN{C : " <ep.
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Also, we introduce A as an indicator of the ‘goodness’ of the estimation of the
required bandwidth through the inversion approach. We compare this ¢y, with both
Cgir and Cemp. Hence,

Ciny Ciny
Ayar 1= , and  Agp = —.

Cdir Cemp

Thus, if Ay, is close to 1, our methodology to (indirectly) estimate the burstiness
of network traffic leads to similar required bandwidth capacity levels as in the direct
approach. If Ay, is close to 1, our ‘indirect’ burstiness estimation approach ultimately
yields a similar required bandwidth capacity level as the minimum bandwidth that,
according to the traces of real traffic, suffices to meet the performance criterion.

Table 15.2 lists the validation results of several traces. The timescale on which
the variances v(T') are determined and estimated, is 7 = 100 ms. It can clearly be
seen from Table 15.2 that the variances are rather accurately estimated. Table 15.3
continues the validation results, by comparing the estimated required capacity (with
€ = 0.01, T = 100 ms) computed via both the direct and indirect approaches. Also
the empirically found minimally required bandwidth is tabulated.

As can be immediately seen from the values of A, the required bandwidth
capacity as estimated through the indirect approach to estimate the variance, is
remarkably close to the direct approach: on average, the differences are less than 1%.
Also, comparison with the empirical minimally required bandwidth, through A,
shows that our coarse-grained measurement (1.e., indirect) procedure leads to estima-
tions for the required bandwidth that are, remarkably, on average less than 4% off.

Comparing the respective values for v and A, in Tables 15.2 and 15.3, it
becomes clear that an estimation error in v(-), indeed, has only limited impact on
the error in c.

Trace o Jva@ v | v |
Location U #1 | 207.494 3.773 4.026 | 1.067
#2 | 238.773 7.313 7.690 | 1.052

Location R #1 18.927 0.492 0.483 | 0.981
#2 3.253 0.058 0.062 | 1.062

Location C #1 23.894 | 0.633 0.644 | 1.018
#2 | 162.404 | 10.650 | 12.379 | 1.162

Location A #1 | 147.180 | 0.939 1.064 | 1.133
#2 | 147.984 0.745 0.747 | 1.003

Location S #1 14.254 | 0.200 0.201 | 1.004
#2 2.890 0.023 0.023 | 1.022

Table 15.2: Validation results for the burstiness estimation methodology (x is in
Mbps, v is in Mb?).
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Trace Cemp Cdir Cindirect | Avar | Acap |
Location U #1 | 258.398 | 266.440 | 268.385 | 1.007 | 1.039
#2 | 302.663 | 320.842 | 322.934 | 1.007 | 1.067

Location R #1 37.653 40.221 40.020 | 0.995 | 1.063
#2 10.452 10.568 10.793 | 1.021 | 1.033

Location C #1 44784 | 48.033 48.250 | 1.005 | 1.077
#2 | 265.087 | 261.444 | 269.182 | 1.030 | 1.015

Location A #1 | 171.191 | 176.588 | 178.480 | 1.011 | 1.043
#2 | 168.005 | 174.178 | 174.218 | 1.000 | 1.037

Location S #1 27.894 | 27.843 27.873 | 1.001 | 0.999
#2 7.674 7.482 7.532 | 1.007 | 0.981

Table 15.3: Validation results for the burstiness estimation methodology (continued)
(c is in Mbps).

Location | avg Ay, | stderr Ay, | avg Agyp | stderr Agyp

U 1.00 0.01 1.01 0.07

R 0.96 0.10 0.90 0.19

C 1.00 0.03 1.04 0.11

A 1.00 0.01 1.04 0.02

(a) S 1.00 0.03 0.99 0.10
Location | avg Ay, | stderr Ay, | avg Acyp | stderr Agyp

U 1.00 0.01 1.03 0.06

R 1.00 0.02 1.00 0.10

C 1.00 0.02 1.05 0.08

A 1.00 0.01 1.04 0.01

(b) S 1.00 0.01 1.01 0.05

Table 15.4: Validation results for the burstiness estimation methodology (overall
results) — upper table: all traces; lower table: traces with y > 0.9.

Finally, to assess the overall accuracy of our provisioning approach, we have
computed the A values as described above for all our traces at every location — see
the upper part of Table 15.4. We have tabulated the average values of Ay, and Acyp,
as well as their standard error terms. Clearly, the required bandwidth estimations
are remarkably accurate. In the lower part of Table 15.4, we have tabulated the
same metrics, but only used the traces that are ‘fairly Gaussian’, in that their linear
correlation coefficient is above 0.9. This improves the results even further — leading
to the conclusion that errors in the required bandwidth estimation using the indirect
approach to estimate the variance, are primarily caused by non-Gaussianity of the
offered traffic.
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Remark 15.4.1 We now study the impact of changing performance parameters (7
and €) on the required bandwidth. As illustrated in Figure 15.5, it is possible to
express the estimated required bandwidth capacity as function of € and 7. Having
such a function at our disposal, and one or two actual estimates of the required
bandwidth, it is possible to ‘extrapolate’ such estimates to other settings of € and
T. This allows for investigation of the impact of, say, a more stringent performance
target on the required capacity. We first assess the impact of a change in € and
then of a change in 7.

Suppose that, for a given T, a proper required bandwidth estimate is known,
c(T, €y), for some €; and estimated u. From formula (15.1) it follows that
c(T,e)) = pu—+6;-&, for some number £ > 0 and §; := ,/—2loge;. Evidently,
we can estimate £ by (c(7, €;) — n)/$. Then, to find the required bandwidth esti-
mate for some other performance target €,, it is a matter of inserting these p and
& into

c(T,e) = p+§y/—2loges.

We give an example of this using the top-left graph (location U) in Figure 15.5.
At the T = 100 ms timescale, taking €; = 0.01, u = 207 Mbps, it follows that
c(T, €1) = 266 Mbps. Hence, & &~ 19.4. Suppose we are interested in the impact on
the required bandwidth capacity if we reduce € with a factor 1000, i.e., €, = 107,
Estimating the new required bandwidth capacity through the formula above yields
that ¢(7, €;) ~ 300 Mbps, which indeed corresponds to the required bandwidth
as indicated by the curve in Figure 15.5. Hence, in casual terms, the additional
bandwidth required to cater for 1000 times as many ‘traffic peaks’ is, in this
scenario, just some 34 Mbps.

Secondly, we look at the impact of a change in 7" on the required bandwidth.
Compared to the above analysis for €, we now have the extra complexity of the
variance v(7T') in formula (15.1), which evidently changes with various 7. We
therefore impose the additional assumption that traffic can be modeled as fBm:
v(T) ~ o - T*, where H is the Hurst parameter, and o is some positive scaling
constant. Using this variance function, formula (15.1) can be rewritten as c(7', €) =
w4 8-&(T), with £(T) = Jo - TH!.

Now suppose that for two different time intervals, namely 7) = T and T, = 8T
(for some B > 0; € is held fixed), the required bandwidth is known. This enables
us to compute &(7) and &(BT), as above. But then

E(BT) o - (BT)"! e
Er) - JeTrt o h

or, in other words,

gm 1l (5D
~ logp E(T)
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is constant in B (and has value H — 1). Again we consider, as an example, location
U, with € = 1073, For T = 100 ms we obtain from c(7T,€) ~ 279 that &(T) =
19.37. Now take 8 = 0.5; from c(BT, €) ~ 290 we obtain &(BT) = 22.3. It follows
that ¢ = —0.20. Suppose we now wish to dimension for 75 = 8'T with 8’ = 0.1
(i.e., T = 10 ms), we obtain £(B'T) = E(T)(B")® ~ 30.7, so that c(B'T, €) = u +
J/—2loge - £(B'T) ~ 321. It can be verified that this is in agreement with the
required bandwidth as indicated by the curve in Figure 15.5. <&

Bibliographical notes

This chapter is based on Mandjes and Van de Meent [196, 198]. Here [196] focuses
on the inversion and its inherent inaccuracies, and [198] on using the inversion in
dimensioning procedures. Remark 15.4.1 is taken from [212].
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Chapter 16

A framework for bandwidth
trading

This chapter describes a framework that facilitates bandwidth trading between a
network and a number of ‘large users’ (to be thought of as Internet service providers
(ISPs)). We will explain why measurements should play a pivotal role in the band-
width allocation procedure. Then, large-deviations techniques are used to interpret
these measurements. The large-deviations results we rely on are different from those
we have seen earlier in this book; particularly Sanov’s theorem and its inverse will
appear to be extremely useful.

16.1 Bandwidth trading

For reasons of scalability, many on-line systems are organized in a decentralized
way. It is clearly of much interest to devise procedures that help improve their per-
formance but are, at the same time, relatively simple to implement. Importantly, in
a decentralized setting, control procedures should be based on ‘local information’
only. Thus, a rather restrictive constraint is imposed on the set of feasible control
strategies.

In the context of modern communications networks, several examples of on-
line systems with decentralized control can be found. Consider, for instance, a
(broadband) network that sells resources (bandwidth in the setting of this chapter)
to ISPs (in this chapter‘users’). These ISPs, in turn, sell Internet connectivity to
clients in the corporate and residential market (in this chapter ‘end users’). The
ISPs need the network’s bandwidth in order to offer the end users an acceptable
Quality of Service (QoS), as agreed upon in a Service Level Agreement (SLA).
The amount of bandwidth each ISP chooses to buy in fact maximizes its utility,

Large deviations for Gaussian queues M. Mandjes
© 2007 John Wiley & Sons, Ltd.
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where utility expresses the extent to which the end users can be guaranteed their
SLA, compensated by the price to be paid by the ISP to the network. The network
has a conflicting objective, however: when selling resources to the ISPs, it usually
maximizes profit. Since the amount of bandwidth on each link of the network is
finite, the ISPs are essentially competing for this scarce resource.

The question that naturally arises is that of the coordination of the competition
between the users. A complicating issue is that in practice the users cannot commu-
nicate directly with each other. Instead, they rely on individual communication with
the network, for each of the links that they traverse. More precisely, the network
sets the prices (which they charge the users per supplied unit of bandwidth), and
each user reacts to these by revealing its preferred amount of bandwidth, without
knowing the reaction of the other users; then the network can adapt the prices, etc.
It is clear that it would be desirable that these (iterative) price and bandwidth adap-
tations are such that convergence is guaranteed to the utility-maximizing allocation
and profit-maximizing price. In this chapter, we show how such procedures could
be developed.

We consider a network that is made up of a set of nodes that are connected by
links, on which finite capacity resides. Routes, defined as origin—destination pairs
of nodes, are sets of consecutive links through which traffic is transported; we can
identify users (as introduced earlier) with routes. In this setting, each link can be
used by multiple competing routes.

Evidently, the allocation reached reflects both the routes’ (users) and the net-
work’s objectives. One could term these objectives ‘aligned’, if it is in the network’s
interest to set prices that ensure that the equilibrium allocation also maximizes the
users’ aggregate utility; this is often referred to as ‘social welfare optimization’. An
example of such an aligned setting is studied by Kelly [150, Section 2]; its conver-
gence to an equilibrium solution (by applying an iterative optimization-based flow
control scheme) was analyzed in detail by Low and Lapsley [179], and Kelly et
al. [153], whereas Johari and Tan [142], Kelly [151, 152] and Vinnicombe [281]
addressed related stability issues. In fact, the setup of [150] enforces that the users
and the network coordinate their actions so that the social optimum is reached.
One can alternatively consider the situation in which the network imposes a utility
function on each route that achieves a certain fairness criterion [219].

It is clear that it is not realistic to assume that the network and the users
always have aligned objectives. As explained above, this chapter focuses on such a
‘misaligned situation’, in which the network acts as a monopolist and wishes only to
maximize its profit (subject to the link capacity constraints), while each individual
user optimizes its utility function (or, more precisely, compensated utility, defined
as utility minus costs; utility is a function of the bandwidth allocated). We study a
model in which the network acts as a price-setter: it chooses for each link £ a price
pe that it charges for each unit of bandwidth. The users act as price-takers, and
adjust their desired bandwidths according to the prevailing price. In this scenario,
both parties’ objectives have an impact on the final allocation of capacity, and
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corresponding prices. It is therefore natural to expect that the resulting prices and
allocations will deviate from the ones under social welfare maximization.

The differences between the outcomes of social welfare optimization and
monopoly markets have been well researched in the economic literature; see, in par-
ticular, the seminal work by Pigou [241]. Informally, one could say that monopoly
markets are usually beneficial for the supplying party (the network, in our situa-
tion), but create a ‘welfare loss’ for the participants (the users, in our situation).
Recently, the term the price of anarchy was introduced to quantify this welfare
loss [257]; it reflects the inefficiency of the equilibrium solution. Huang, Ozdaglar,
and Acemoglu [135] showed, in a specific setting, that for specific types of utility
functions, the monopoly equilibrium coincides with the social welfare equilibrium,
with regard to bandwidth allocations. Ozdaglar [232] considered the price of anar-
chy in the context of routing and flow control in a network consisting of multiple
parallel links, where a cost per unit bandwidth and a congestion-based cost were
imposed on each user. For a utility curve satisfying stated conditions, she derived
a bound on the efficiency of the solution by comparing the equilibria reached in
the monopolist and social welfare optimization contexts, respectively.

Instead of considering the price of anarchy, in this chapter we focus our attention
on devising an iteration scheme by which the network and users achieve their
respective equilibrium solutions. We impose the condition that the solution be found
in a distributed manner; importantly, each user does not have any information about
the other users’ preferences. We derive an optimization-based scheme for price
updates (network) and bandwidth updates (users), which is provably convergent.
In the first part of this chapter, it is assumed that the users’ utilities are functions
of the bandwidth allocated.

As argued above, the users (ISPs) guarantee their clients (end users) a certain
performance, for instance, in terms of a packet loss probability. For this reason,
it may be more natural to consider a setup in which the user’s utility curve is a
function not of the bandwidth x itself, but rather of the loss probability § = §(x)
that is realized when the user is allocated x. Therefore, to be able to use such a
framework, the users must have a procedure to estimate the loss probability &(x)
as a function of the allocation x. It is clear, however, that in fact 6(x) depends
not just on x but also on the characteristics of the traffic offered by the end users;
clearly, for a given x, the loss probability is larger when the end users generate
higher loads, or when the traffic rate fluctuates more fiercely in time.

The reasoning of the previous paragraph explains why it makes sense that the
ISPs measure the traffic of their clients, so as to estimate the function §(x) on-
line and to insert this estimate in their utility function. We propose a procedure
that estimates &(x) in a (large-deviations-based) Bayesian way [108], which yields
conservative estimates, and is therefore particularly useful for risk-averse ISPs. The
analysis is based on the assumption of Gaussian traffic; as we have seen earlier in
this book, this is justified as long as the traffic aggregation level (for instance in
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terms of the number of end users) is sufficiently high [102, 156, 211], which is
typically the case for large ISPs.

The structure of the remainder of the chapter is as follows. In Section 16.2,
we present our model and some preliminaries. In Section 16.3, we analyze the
situation in which the utility curves are functions of the bandwidth allocated, and
present a provably convergent iterative scheme for the prices and the allocations.
Section 16.4 adapts this iterative scheme to the situation in which each ISP’s utility
is a function of the loss probability; in Section 16.6 it is explained in detail how
the loss probability may be estimated from measurements (relying on the large-
deviations theory described in Section 16.5). In Section 16.7, the procedures are
illustrated through numerical experiments.

16.2 Model and preliminaries

In this section, we present our model of a profit-maximizing network that is used
by utility-maximizing routes. The problem is stated in microeconomic terms, and
a number of preliminaries and first observations are given. In the next section, we
present an iterative scheme of price and bandwidth adaptation for this model. In
the setting of Sections 16.2 and 16.3, utility is a function of bandwidth allocated;
Section 16.4 then describes how the scheme should be adapted for the situation in
which utility is a function of the loss probability.

Links. Let £ denote the set of all physical links and assume each link ¢ € £
has a finite service capacity (i.e., bandwidth) c,. Each link £ € £ has the authority
to set a price p; for each unit of bandwidth, with the aim of maximizing the total
network profit.

Routes. A route is defined as a subset of the links, starting at an origin node and
ending at a destination node. Let R denote the set of routes in the network. Each route
r € R is allocated the same amount of bandwidth at any link that it traverses, and
when allocated x, units, it derives a utility U, (x,). Recall that routes can be identified
with users (ISPs). The routes are ‘at the mercy’ of the network, in the sense that they
request capacity given the prevailing prices; they choose the amount of capacity that
maximizes their compensated utility (defined as utility less cost; a precise definition
follows later). We assume that the routes cannot cooperate; in this way, we preclude
the possibility that routes can collude to try and bring the prices down.

Identifying routes with ISPs, the utility optimization described earlier reflects
the route’s task to satisfy the SLA that it has agreed upon with the end users. This
SLA could, for instance, contain guarantees on the packet loss probability. Clearly,
the extent to which the ISP is able to meet the SLA of its customers decreases as
the loss probability increases, whereas the loss fraction decreases in the amount of
bandwidth allocated. Therefore, it is natural to assume that, for every ISP r, the
utility curve U, (x,) increases in x,.
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As is customary (cf. [150]), we assume that these utility functions are strictly
increasing and concave in x,. In addition, for reasons that will become clear below,
we assume that the utility functions are differentiable, with derivatives that are
one-to-one.

If the network sets prices that are too high, then the routes will request very
low amounts of bandwidth. The profit derived from this allocation will not be
large, and the network will not be satisfied. Conversely, if the prices are very low,
the capacity requested will be larger, although possibly not large enough to offset
the decreased prices. In addition, the routes’ requests may exceed the finite link
capacity. It is thus conceivable that there is an optimal set of prices that balance
these opposing forces. Importantly, observe that the objectives of the various ISPs
are not aligned with the network’s objective. Let us now look in more detail at a
formal description of these objectives.

User optimization problem. As stated above, routes (or users) occupy a subset
of the physical links. As the route is meant to transport a stream of data packets, it
requires the same amount of bandwidth from each link that it traverses. The network
charges a price p; per unit of bandwidth on link £. A route r € R is then faced
with the total price of x, ) ,., p, when acquiring x, units of bandwidth. Since we
assume that the routes cannot cooperate with each other, they make their decision
solely based on their own utility function and the prevailing prices. Each user aims
to maximize its own ‘compensated utility’, that is, the utility derived from being
allocated a level of bandwidth less the cost of purchasing the bandwidth. The user
optimization problem is therefore given by

max Uy (x;) = % > e (16.1)

ler

Let U/(x,) denote the derivative of the utility function for route r with respect
to x, and V,(x,) denote the inverse of this derivative. By the conditions imposed
on the utility functions, the solution to the user problem can be expressed as (with

p= Zler pe)
x-(p") = Ve(p"), (16.2)

assuming the right-hand side of Equation (16.2) is nonnegative. In essence, x, (p")
defines a demand function for bandwidth for each route r, which is, as expected,
decreasing in price. We make the added assumption that the utility functions induce
demand functions that are twice continuously differentiable with respect to p”.

Network optimization problem. Now that we know how user r reacts to price
p”, the next question is how the prices are set. The network is entitled to change the
prices of the links p, so as to maximize its profit. If the routes, request capacities
equal to X = (x,, r € R), then the profit equals the sum of the revenues earned
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on each link: )", , (p( Y rter x,); for ease, we leave out the cost to the network
in providing bandwidth to the routes. Since the capacities X are defined by the
demand curve (16.2), the profit can be expressed as a function of the price, with
p=(pe. el

()= (m > x,(p’)) : (16.3)

tel riler

While the links choose prices that maximize their objective (16.3), they must
also adhere to a number of constraints. In the first place, there must be constraints
requiring that the capacity requested by the routes on a specific link be no larger
than the link capacity. In addition, we impose a cap on the prices that each link may
charge, pmax; for ease, we assume that this maximum price is the same for each
link. Such a maximum price may be due to regulatory reasons, but we illustrate in
Section 16.3 that it is useful from a mathematical perspective as well. We denote
the price cap by pmax. We thus obtain the following network optimization problem:

max 7 (p)
P

subject to Z x(p)<c, fortel

riler

0<pr <pmax forreR. (16.4)

‘We assume that ZME, x,(Zeer Pmax) < Cg¢; this guarantees the existence of a fea-
sible solution.

The formulation given in Equation (16.4) is a static optimization problem.
So, from the network’s perspective, if it could be solved centrally, the profit-
maximizing prices could be set and the problem solved. However, there are issues
that preclude this from happening.

e First, we seek a distributed implementation. We assume that there is no cen-
tral controller of the network, and hence any decision regarding the change
in prices must be performed in a manner that does not require direct com-
munication between the links.

e In addition, observe that the formulation given in Equation (16.4) combines
the prices charged by the links and the demand functions of the routes. We
assume that the demand functions are not known by the links; they can only
‘ask’ the routes to reveal how much bandwidth they want at posted prices.
This implies that any solution of this problem requires iterative feedback
between the links and the routes that traverse it.

The idea of reaching the solution dynamically is even more pertinent when
the routes experience a change in their utility functions (for example, because
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the traffic offered by the end users changes; when the end users’ load
increases, more capacity is needed to meet the SLAs, and therefore the utility
assigned to a given capacity decreases).

The intuitive explanation of a distributed mechanism is that each link should learn
the demand curves of the routes during some sort of bidding process: the network
advertises a set of prices p;, and sees the responses x,(p;) for r € R; then the
network changes the prices to p,, and sees the new responses x,(p,) for r € R,
etc. This bidding process must be automated, that is, performed through agents, to
be practical in a network setting. Importantly, the algorithm that will be presented
in the next section allows a distributed implementation.

16.3 Single-link network

In this section, we consider the network as a single link of capacity c, shared by a
set of ISPs, each denoted r € R. For this single-link model, we devise a distributed
algorithm.

The reason for commencing with a simplified network is twofold. First, ana-
lyzing the single-link model allows immediate insight into the differences between
social welfare maximization and the profit maximization scenario that we explore
in this chapter; we detail these insights below. In the second place, conditions
required for convergence of the devised distributed algorithm are simpler to check
in the single link case. We make a remark regarding extension to the network
setting at the conclusion of this section.

Because we concentrate on a single link, we may suppress the dependence
on ¢, and we denote the price of bandwidth by p. Thus, the optimization prob-
lem user r is faced with is max, U,(x;) — x,p, and the demand curve is given
by x,(p) = V,(p). For the sake of completeness, we translate the formulation in
Equation (16.4) to the single-link case. The network problem is given by

max p- > x(p)

reR

subject to Zx,(p) <c
reR

0<p =< pmax- (16.5)

Since each demand function is decreasing and continuous in p, so is the aggregate
demand f(p) := )", x,(p) is also. Therefore, the link capacity constraint defines a
minimum price ppi, below which the constraint is violated. Of course, pp, could
be negative. If this is the case, the nonnegativity constraint makes the link capacity
constraint redundant. We assume that pp, # 0.

Since the feasible region is closed and 7 (p) is continuous over it, there exists
an optimal solution. If the restriction that p < ppn.x Was omitted, it is possible that
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no finite optimum exists. Take for example the case where U, (x,) is concave, but
x,(p) is convex with x,(p) — «k, a finite value, when p — oo. Then the link can
make the price arbitrarily high and 7 (p) — oco. This shows that the introduction of
Pmax S€rves a mathematical purpose, besides reflecting the regulatory environment.

System optimization versus profit optimization. Before describing the iterative
scheme, we first consider, through two insightful lemmas, the differences between
the equilibrium solutions of the system-optimizing (social-welfare) and profit-
maximizing problems in the single-link case, respectively.

The optimization-based flow control that Kelly ef al. [153] and Low and Laps-
ley [179] performed are examples of system optimization, where the network acts
in such a way that the equilibrium maximizes aggregate utility, Y U, (x,). How-
ever, the equilibrium vector of bandwidths X) resultant from these scenarios may
not be the same as that attained via the profit-maximizing problem described above,
denoted as X . Under system optimization, all of the link capacity c is allocated
to the routes, while under profit optimization this is not necessarily the case.

Lemma 16.3.1 The equilibrium reached yields an aggregate utility
S U ) = Y 0.60)

where this inequality can be strict. In economic terms, the profit maximization sce-
nario creates a possible welfare loss because the network acts as a monopolist.

Proof. Consider the objective function 7 (p) of the link problem (16.5). Let x,(p)
denote the derivative of route ’s demand function with respect to p. Suppose that
there exists a maximizer 0 < p* < pmax, Where p* satisfies

7 (p) =pt Y X P+ Y x(p) =0.

rerR reR

Since this is independent of the total available bandwidth c, the link capacity
constraint may or may not be active at the optimum and therefore there may be
bandwidth on the link left unallocated at p*. If spare capacity exists, aggregate
utility is strictly less than in the welfare optimization case, since aggregate utility
could be increased by allocating the excess capacity to one of the ISPs.

We separately analyze the cases in which the utility functions do not admit a
solution to the above equation. If the cap on prices pm.x comes into effect, then
by assumption ) x,(Pmax) < C, and hence there is unallocated link capacity at
equilibrium. If p* = 0, then the link capacity constraint is inactive by assumption.
Hence, again, there is unallocated capacity at equilibrium. Therefore, by the same
argument as above, aggregate utility is strictly less than in the welfare-maximizing
scenario.

Finally, if p* = pmn, then all link capacity is allocated to the ISPs. The aggre-
gate utility can only be as great as ), U,(x{"), but no larger. O
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Lemma 16.3.2 The allocated bandwidth to each route under profit maximization is
not greater than the allocated bandwidth in the system (social-welfare) optimization
case, that is,

x™ < x® forallr € R.

Proof. Consider the optimal allocations under the profit-maximizing and the aggre-
gate utility-maximizing scenarios, that is, x™ and x*), respectively. The latter can
be mapped to some price ¢ for which U/ (xr(s)) = ¢. The maximum profit to the
link is

a(pH=pt Yy x7 =q ) x,

rer rerR

since the left-hand side is optimal.

Since the total allocated bandwidth in the profit scenario is not greater than for
social optimization, we must have that p* > ¢. Since each demand function is a
decreasing function of price, x™ = x,(p*) < x,(g) = x¥. O

These results are intuitive; in economic terms, they highlight the difference
between a monopoly market and perfect competition, and the welfare loss that
results from the former.

Remark 16.3.3 It follows from Lemma 16.3.2 that if all link capacity is allocated,
then it is done so in a system (socially) optimum way. <&

Existence of a solution. As the single-link problem is one of constrained opti-
mization with respect to a one-dimensional variable p, the constraints reduce to a
feasible interval from max{0, pmin} t0 Pmax. Since puyin # 0, at any time at most
one constraint is active. Therefore, trivially, there is no linear dependence between
the constraint gradients of the active constraints and hence any local maximizer is
regular [31, Section 3.3].

The concavity of the utility functions is not sufficient to guarantee a unique
optimal solution of Equation (16.5). Recall that the objective function and con-
straints of the link problem are written in terms of the demand functions x,(p)
of each route. The assumptions on the utility functions guarantee that the demand
functions x,(p) exists, but do not imply that they are concave (or convex). With
w(p) = pf(p), we have that

7"(p) =2f"(p) + pf"(p);
f'(p) is negative, but f”(p) could be both positive and negative. We conclude

that (p) is not necessarily concave, and hence we cannot guarantee the existence
of a unique optimum.
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Let L(p, n, y) denote the Lagrangian of the network problem, where 7 is the
multiplier of the link capacity inequality constraint and y is the vector of multipliers
of the price inequality constraints:

L(p,n,y):=pf(p)—n(f(p) —C) = y1(p — Pmax) + ¥2P- (16.6)

Recall that pp;, was defined as the solution to f(p) = ¢ and hence is implicit in
the statement of the Lagrangian.

We proceed by assuming the second-order sufficient conditions (SOSC) for
inequality constrained problems [31, Proposition 3.3.2], which can be described as
follows, hold. Let V, denote the derivative operator with respect to p. Then, the
SOSC state that the triple (p*, n*, y*) describes a local maximum if it satisfies

Vp E(p*s n*s 7/*) = 0» f(p*) S Cv 0 S p* S pmaxv 77* Z Os V* 2 07
where

n”=0,y*=0 if the corresponding constraint is inactive;

>0,y >0 if the corresponding constraint is active
(‘strict complementarity’);

YEVEL(pt v y <0,

for all vectors y # 0 such that the active-constraint gradients at p* are perpendicular
to y.

Iterative scheme. As discussed earlier, distributed implementation requires that
the optimum of Equation (16.5) be found without the link having complete knowl-
edge of each ISP’s demand function and each ISP being unaware of the demand
functions of the other ISPs. Instead, updates to both the prices and the allocated
bandwidths must be performed iteratively, as reactions to one another. We require
that the information transferred between the ISP and the link be local.

Since there is a separation between the users and the link, a first-order method is
more appropriate; second-order methods (such as Newton-type schemes) typically
involve nonlocal information. In the general network setting, first-order methods
also fit into the requirement that links do not communicate directly with one another.
The most basic first-order method involves the Lagrangian defined above. Its con-
vergence, however, relies on the Hessian being concave at the local maximum.
This is stronger than the SOSC and hence may not be satisfied.

For the single-link network, we proceed by defining the augmented Lagrangian

1
La(pom) = 7(p) = 5~ ((max(0. 0+ m(F(p) = 0)) = ).

where only the link capacity constraint is involved. The form of the second term
(penalty function) is derived by appending slack variables to the inequality con-
straints, adding a penalty for violation and finally maximizing over the slack
variables analytically [31, Section 4.2].
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Assume that the SOSC hold. Then, by [180, Ch. 13, Prop. 1], there exists an
m such that, for all m > m, the augmented Lagrangian £, (p*, n*) has a local
maximum at p* with penalty parameter m. First-order Lagrange methods, while
normally described using the original Lagrangian (16.6), can be applied with the
augmented version also, when m > m. The augmented Lagrangian not only allows
us to use first-order methods, but imposes a penalty m on infeasibility. This has
the benefit of discouraging iterates to stray too far from the feasible region.

Let p; denote the price per unit bandwidth at the jth iteration and 7; denote the
multiplier value at the jth iteration. The first-order augmented Lagrangian method
is defined through the updates

nj41 i= Max {0, 7]j+€(fj+1_C)}, (16.7)

Pmax
)
0

Pj+1 = [Pj + 6(f_/+1 + fin[pj —max{0,n; +m(fj1 — C)}])] (16.8)

where fji1 =), x(p;) and f;+1 ==Y, x.(pj); also, [x]} is defined as
min{max{x, a}, b}.

There exists a neighborhood around (p*, n*) and an € such that for all € €
(0, €], (p*, n*) is a point of attraction of the updates given by Equations (16.7) and
(16.8). This follows from a variation of Proposition 4.4.2 in [31], which concerned
a first-order method applied to the original Lagrangian for equality-constrained
problems. Details of the proof of convergence for a first-order method applied to
the augmented Lagrangian for inequality-constrained problems can be found in the
appendix of [194].

The update formulae (16.7) and (16.8) involve the demand functions for all
routes r € R, through the f;;; and f j’ 4+ terms. However, as discussed earlier,
there is a separation between the link and the ISPs. Hence, the network does not
know the individual ISP’s utility functions (and hence demand curves). Therefore,
the function f(p) must be learned by the link at each iteration, by combining the
requests that each route submits. The price update p;,; not only involves f;., the
current total demand for bandwidth at the prevailing price, but also its derivative
f j’ +1- This could be implemented by the requirement that each ISP, in addition,
submit an ‘elasticity’ x, (p;) at each iteration. Since each ISP knows its own utility
function, this is not an unrealistic requirement. The algorithm for the single link
network could operate as shown below.

Algorithm 16.3.4 Profit maximization.

1. At iteration j, the link sets its price p; and broadcasts it to the routes that
traverse it.

2. Each ISP r € R sees the current price and responds with two pieces of infor-
mation:

d
x:(pj) =V, (pj) and x/(p;) = %Vr(p_;).
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3. Through agents, these requests get aggregated and the link sees a total desired
bandwidth of fj41 and its corresponding derivative f // 1

4. Using the updates (16.7) and (16.8), the link updates its price to p;y, and its
multiplier to 1j41.

5. It rebroadcasts a price of p i1, and the process continues until a prespecified
convergence criterion is met.

Remark 16.3.5 In the setting described in this (and the previous) section, it is
assumed that the utility functions U, (x,) are increasing and convex for x, > 0.
It can be questioned, however, whether this is a realistic assumption in practical
situations. In fact, each ISP has to be capable of handling a certain average rate
that is generated by the end users, say u, on route r; if the ISP is allocated less
than w,, then the ISP fails to transmit all traffic, and therefore it is rather unlikely
that SLAs would have been met. Hence, each route r requires at least bandwidth
W, and in addition some extra bandwidth x, can be allocated. In other words, the
total bandwidth allocated, say X,, is the sum of the average rate u, (needed to
ensure that all incoming traffic can be handled) and ‘excess bandwidth’ x, (needed
to provide QoS; the higher the x,, the better the QoS delivered). Therefore, it is
natural to assume that in this context the utility function is strictly increasing and
concave in the excess bandwidth x, (rather than the total bandwidth X, ).

It is easy to adapt the Algorithm 16.3.4 to the situation described above. The
user maximizes the utility of the excess bandwidth x, less the cost of the bandwidth
fr = Ur + X,

mg’é Ur(xr) - (:u'r + xr)P,

whereas the network solves

maxp ) (i +x-(p)) under Y (ur +x(p)) =,
reR reR

and p € [0, pmax]; this yields the optimal price p*, so that the total assigned band-
width to user r is u, + x,(p*) = x,.
Using the same approach as for the original problem, we should use the updates

Nj+1 ::max{O,r]j—f-e(fjH—f—ﬁ—c)}, (16.9)

Pj+1 = [Pj + 6(fj+1 +n+

Pmax

f;+1[pj —max{0, n; +m(fj41 +1 — C)}])]O , (16.10)

where f;,; and f j’ 41 are the total demand and the derivative of the total demand
for excess bandwidth, respectively, and @ := ZrGR W >
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Remark 16.3.6 The first-order method can be extended to the general network
setting; then a vector of prices should be updated. Convergence to a local maximum
p* can be guaranteed if the second-order sufficient conditions are satisfied for the
larger problem, and it can be shown that p* is regular. As expected, this is more
complicated in the network case. We do not include further details here. <&

In this section, we have assumed that each ISP assigns utility to bandwidth. As
argued in the introduction, it may be more natural to consider the situation where
utility is a function of the loss probability, as this is what the ISP has negotiated
with its end users. The next section addresses the optimization problem for this
situation.

16.4 Gaussian traffic; utility as a function of loss

In this section, we briefly review the concept of Gaussian queues and provide some
examples of possible utility functions. These examples show that the utility curve
can be considered a function of the loss probability §, rather than the bandwidth
x, allocated to route r. Finally we explain how to change Algorithm 16.3.4 to this
situation.

Gaussian queues. As we have seen earlier in this book, it was argued in
[102, 156, 211] that aggregate traffic streams in packet networks can be accurately
approximated by Gaussian processes, in particular when the traffic aggregation level
(for instance in terms of numbers of users) is sufficiently high. This class of models
covers a broad range of correlation structures, including long-range dependence.

The total amount of traffic A, (¢) offered to the rth ISP in an interval of length
¢t is normally distributed with mean u,t and variance v,(¢). Suppose this ISP
is allocated an amount of bandwidth X, = u, + x, (cf. Remark 16.3.5). With the
assumption of Gaussianity, we focus on the performance measure

8(x,) :==P(A(T) > (ur + x)T), (16.11)

that is, the probability that the total offered traffic over this chosen timescale exceeds
the allocated bandwidth. The choice of an appropriate 7" is primarily a task of
the network manager, and depends on the types of applications being used; see
Section 14.1. We rescale time such that 7 = 1; for brevity we write v, = v,(1).
The quantity §(x,) can be approximated as in Section 14.1: the Chernoff bound
suggests

52
8(x,) ~ exp (— 21: ) , (16.12)

for x, > 0, and 1 otherwise.
As argued in Remark 16.3.5, one has to allocate to route » minimally the mean
rate u,, and in addition an excess rate x, that can be determined by the iterative
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algorithm of the previous section. In practice, however, ISPs will assign utility
to the loss probability that they experience rather than to (excess) bandwidth as
such; recall that this is because it is the loss probability that they agreed upon with
their clients (in the SLA). A way to do so, is to define for every function U, (-),
describing the utility derived from excess bandwidth, a function U, (-) such that

Ur(x)) =U,(8(x) =T, (exp (‘ 2 )) ;

the last equality is based on Approximation (16.12).

Example 16.4.1 In this example, we show that natural choices for U, (") lead to
functions U, () that satisfy the assumptions made in Section 16.2. Consider the
following choices: (1) U,(8) = a(—log8)?, for positive o and B € (0, %). Then,

__ %
U, (x,) = (21)")5)6, ,

which is indeed strictly increasing and concave in x,.
2)U,(6) =a— B/ — ) for positive B. Now,

2\
Ur(xp) = — B <1 — exp (‘2; )) .

which is also strictly increasing and concave. <&

We observe that we can rewrite the user optimization problem, for the single
link, to max,,>o U,(8(x,)) — (x, 4+ ;) p. To perform this optimization, we should
adapt Algorithm 16.3.4 slightly, as will be explained in the next section.

Characterization of the demand curves. In Algorithm 16.3.4, the routes’ utilities
depend on the bandwidth that is allocated to them. We now describe how the
algorithm should be adapted to the situation where utility curves U, (-) depend on
the loss probability.

Recall that Step 2 of the algorithm required each ISP to tell the link (through
agents) its current demand at the prevailing price and its current derivative of
demand at the prevailing price. We now discuss how the ISPs can use knowledge of
the function §(x,) to calculate these quantities. As we have seen earlier, the demand
curve is defined as the solution to the equation U/(x,) = p. By assumption, we
know a solution exists (see Section 16.2). Since U, (x,) = U,(8(x,)), by the chain
rule, we have

d
dx,

Ul (x) = U, (8(x,)—8(x,). (16.13)

By equating Expression (16.13) to p, we find the demand for excess bandwidth
at price p (denoted x,(p)); in the algorithm, it can be found numerically, for
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example, via a Golden Section search. The algorithm also requires x/(p); we can
approximate this by

d ~ xr(p + h) - xr(p)
_xr(p) ~

) 16.14
i 7 (16.14)

for a small & > 0. These quantities can then be used in Step 2 of the algorithm,
with updates (16.9) and (16.10) used to adapt the price.

The above approach clearly requires that the ISPs know their required mean rate
W, and the function §(x,). In a practical setting, however, the ISPs do not a priori
know the u, and v, of their customers. Therefore, they may rely on measurements
to estimate this loss probability. In the next section, we explain the large-deviations
background of this estimation procedure (relying extensively on Sanov’s theorem
and its inverse), which leads, in Section 16.6, to two ways to estimate §(x,) from
measurements.

16.5 Sanov’s theorem and its inverse

This section reviews a number of key large-deviations results. Sanov’s theorem can
be considered as one of the classical large-deviations theorems [261]; it describes
the likelihood of an empirical distribution being far away from the real distribution.
Its inverse, which was derived about a decade ago, does the opposite: it analyzes
the ‘probability’ of a true distribution, given that a certain empirical distribution
is observed. Particularly ‘Inverse Sanov’ turns out to be useful when estimating
8(x,), as we will see in Section 16.6.

Sanov’s theorem. Suppose we observe a sequence of i.i.d. random variables
Xy, X5, ..., distributed as a generic random variable X, attains values in ¥ C R.
Define the empirical distribution after n samples as

n

1
L) =~} 1{X; = x},

i=1

where 1{A} =1 if A is true, and O otherwise. As expected, under rather general
conditions, L,(-) converges to the density of the X; (notice that talking about
‘convergence’ requires that a notion of distance be defined — we come back to this
issue below). Informally, Sanov’s theorem says how likely it is that the observed
empirical distribution is (close to) v, given that its actual distribution is vy. In
fact, ‘Sanov’ says that L,(-) satisfies an ldp (see Definition 4.1.4); it also gives an
explicit expression for the corresponding rate function.

We show below that for the special case of X having an ‘alternative distribution’
(i.e., X consists of two elements; we say |X| = 2), ‘Sanov’ follows directly from
‘Cramér’. Interestingly, we can ‘bootstrap’ this result for |X| = 2 immediately to

287



A framework for bandwidth trading

the situation of finite alphabets, i.e., |X| = N for some N € N. We then present
Sanov’s theorem in its most general form (X = R).

But let us start with |X| = 2; say, for ease, that X = 1 with probability p €
(0,1) and X = 0 with probability 1 — p. Suppose we are interested in the prob-
ability P(L, (1) = a) for some a € (0, 1) (we intentionally write ‘~’ rather than
‘=", as na need not be an integer number). Observe that {L,(1) = a} is equivalent
to {n=' Y7, X; = a}. With ‘Cramér’ we obtain

1
lim —logP(L,(1) &~ a) = — sup (9a — log Eeex)
n—oo n 0

a 1—a
= —alog (—) — (I —a)log (—)
p L—p

We now proceed with || = N. Suppose that the random variable X equals j
with probability p;, with ZIIV: . pj = 1. Let us analyze, asymptotically in n,

gn(a) =P (L,(1)=ay,....,L,(N—1)~ay_,), (16.15)

for a; > 0 with Z;vz_ll aj < 1; notice that this entails that we automatically have

that L,(N) ~ay :=1— Z;V;ll aj. We can rewrite the joint probability (16.15) as

the product of N — 1 conditional probabilities:

N—1
[[P@at) ~aj | LoDy ~ar, ... La( = 1) ~ aj_y).
j=1
Define
N j—1 N j—1
k=j k=1 k=j k=1
Then, it is not hard to see that, conditional on L,(1) ~ay, ..., L,(j — 1) = a;_i,

it holds that n L,(j) is distributed as Zlm;l’l Y; with the Y; i.i.d., alternatively dis-
tributed, where ¥; is 1 with probability p;/p; and is O otherwise. Our result for

| 2| = 2 now implies that

.1 . .
nlgglo ;logP(Ln(]) ~aj|L,(l)~ay,...,L,(j—1)~a;)

= ;- (f—’) log ( /%1 4 (1 - ?) log (124745 ) |
aj p;/pj a; 1-7;/p;
After some elementary calculations, this reduces to
— Gy log L
J Pj+1

Y= —a; logﬁ —i—%logg
Pj P
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It now immediately follows that

| -
lim ~logg,(a) = Y ¥; = —H(a),
Jim loggu(a) = ) _ ¥ (a)

where H(a) = H(a | p) —Za log—
j=1

This result could be called Sanov’s theorem for finite alphabets. It says that the
probability g, (a), as defined in Equation (16.15), vanishes at an exponential rate
in n, and it does so with decay rate H(a). This could alternatively be proved by
applying Stirling’s formula to the multinomial distribution; cf. [72, Section 2.1.1].
It entails that one could use the proxy g,(a) = exp(—nH (a)).

As mentioned earlier, Sanov’s result can be extended to the case ¥ = R. Then,
the statement is that L;(-), L,(-), ... obeys the 1dp with rate function H (-), where

H®Ww) = H(v|v0)_/ og <d()>d() (16.16)
dvo(x)

if dv(x)/dvy(x) exists, and is oo otherwise; vy(-) is, as before, the distribution of
X. This function H is often referred to as the Kullback—Leibler distance of v with
respect to vy [72, Section 6.2]. The concept of ldp requires that open and closed
sets be defined, and thus a metric is needed; in the context of Sanov’s theorem one
could use the so-called Prohorov metric for probability measures, see for instance
[42, Ch. III]. Notice also that H(vp) = 0, as expected.

Thus, ‘Sanov’ can be used to find an approximation of the probability that the
empirical distribution L,(-) is close to some v(-), given that its ‘true distribution’,
say L, is vo(-):

P(Ln() = v() | L =w(")) = exp (—nH (v | vo)).

Exercise 16.5.1 Sanov for normally distributed random variables. Suppose that
the X; are i.i.d. samples N (o, vg). Determine the asymptotics of P(L,(-) ~ v(-)),
where v(-) corresponds to N (i, v).

Solution. To this end, we need to evaluate

o f//,,v(x)
oolog (fﬂg,v(](x)> : f/i,u(x) dx

— * 71 Vo 1(X—,u,)2 1(x_M0)2
_f_ <§1g<v)—§ TR R, )fu,v(x)dx.

(o]

H(u,v) = H(u, v | po, U0)=f
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Use of standard calculus now yields (use that [ x? f,, ,(x)dx = u? + v)

1 vy |, (1 — o)+ v —1g
H(u,v):ilog< )—i— 20 .

v

Note that indeed H (1o, vo) = 0, as desired. >

The inverse of Sanov’s theorem. As argued above, ‘Sanov’ tells us how likely
it is to observe that the empirical distribution L, (-) is close to v(-), given a ‘true
distribution’ vy(-). In many applications, however, the ‘reverse question’ is more
relevant: what is the ‘probability’ that the true distribution is vy(-), given that
we observe that the empirical distribution L,(-) is close to v(-)? Notice that this
question inherently has a Bayesian flavor.

To study this type of question in more detail, let us look at an example. Again,
let X, X5, ... be a sequence of i.i.d. random variables, distributed as a random
variable X, with P(X = 1) =1 — P(X = 0) = p, but now with unknown p. How
would a Bayesian estimate p? Well, he would impose some prior distribution
f(-) on p (defined on [0, 1]), and then compute the posterior density of p, given
observations X1, ..., X,. Given that Z;’zl X; = k, this posterior would be, in self-
evident (but rather imprecise) notation,

P (p Y o Xi= k) = ien (k) - (’;)pka - )" f(p).

i=1
Here k = «, (k) is a normalizing constant; as the expression in the previous equation
is a density, the integral over p € [0, 1] should be 1. Suppose for instance that we
take a uniform prior, i.e., f(p) =1 on [0, 1]. Using the formulae for the Beta-
integral, we find that x = (n + 1) (in this case « is independent of k, but this is
not necessarily the case; in general « will depend on k). We thus obtain

P(p in =k> =(n+1)(z>pk(1 — p) K (16.17)
i=1

Suppose we parameterize k = an and consider the decay rate (in n) of Equation
(16.17). Applying the (rough) Stirling approximation n! ~ n"e™" (for decay rates
the ‘nonexponential terms’ in Stirling’s approximation do not play a role), and
noticing that n~!log(n 4+ 1) — 0, we obtain

Y x :k) = —alog (f) — (1 —a)log (ﬂ> (16.18)
i=1 P I=r

This is a remarkable finding. Informally it says that, for the uniform prior, the
‘probability’ that the success probability equals p, given that the observations

n—oo n

1
lim —logP (p
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would suggest that the success probability is a, is about exp(—nH (a | p)). It can
be seen as a true ‘inverse Sanov’, as it measures the likelihood of a distribution,
given the observations.

Ganesh and O’Connell [107] show that considerably more general results can
be derived. In particular, Equation (16.18) applies not only for the uniform prior,
but in fact for any prior. Also, the result is not restricted to 0—1 random variables;
it can be derived for any sequence of i.i.d. random variables on a finite state space
%. Informally, when observing that L, (-) equals a measure v(-), one may wonder
what the ‘probability’ is that the real distribution L is governed by a measure vy(-).
Then, the decay rate of this ‘probability’ is given by

Tim LlogP(L = w() | Ly = v() = ~H( | )
with H(v | vg) as defined in Equation (16.16).

For instance, if we know that the X; are normally distributed, and suppose we
observe that the measurements reveal a sample mean ji, and sample variance v,,,
one could be interested in the ‘probability’ that they actually stem from N (19, vo).
Although in this case the state space is R (and hence infinite), one can show that
the following approximation can be used (cf. Exercise 16.5.1):

. 1 ) (fn — 100)* + D — o
Qn(/'(/07 Vo I Mn, Un) =exXp|\—n| 3 IOg — |+ y
2 U, 2vg

(16.19)

see [83, Theorem 6].

Exercise 16.5.2 Let X, X5, ... i.i.d. Poisson random variables with unknown
mean /. Suppose we observe that Y ;_; X; = k. Let the prior distribution be
exponential with mean ¢!, i.e., the density f(u) = (e~ ¢* applies. Compute the
posterior

Yu(p | k) =P (M

i=1

Compute also the decay rate of ¥, (i | an), and relate this to ‘inverse Sanov’ (IS).
Solution. It is immediately seen that

(np)*e

i ,;e—fﬂ_

Un(p | k) = K (k) -

The normalizing constant follows from the Gamma integral:

00 —n k+1
» (mke™ . ¢ n
* /0 k! te " n\n—+¢
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Thus we obtain that the posterior has an Erlang(k, n + ¢) distribution:

k+1,,k
(n+" o O,

see for instance [275, Appendix B]. Direct computations show that

lim llogw,l(,u | an) = oelogﬁ —u+a.
n—-oon o

This is independent of the ¢ of the prior distribution, as could be expected from
‘IS’. The last expression can be interpreted as the Kullback—Leibler distance of a
Poisson random variable with mean « with respect to a Poisson random variable
with mean pu. &>

16.6 Estimation of loss probabilities

In this section, we describe two approaches to estimate the loss probability from
measurements. In the first place, one could estimate the mean and variance, continue
as if these are the true parameter values, and insert them in the approximation;
this approach is called certainty equivalence (CE). As will be argued, it does not
take into account the inherent randomness of the measurements, and therefore we
propose a more conservative, Bayesian alternative, based on the so-called Inverse
Sanov theorem. We conclude this section by showing how each ISP can use the
Bayesian estimator to calculate the quantities needed in Step 2 of the algorithm in
the context of Gaussian queues.

Consider a single ISP; it is offered an amount of traffic per unit time, say
A(1), that is normally distributed with unknown mean p and variance v. There
are essentially two different ways to estimate A(x) := P(A(l) > x). A ‘frequentist
approach’ would be to first estimate the mean and variance of A(1). This would be
done in the classical way: measure traffic over nonoverlapping windows of length 1,
sufficiently placed to make sure that they are just weakly dependent. We thus obtain
observations ay, ..., a,. Then we compute the estimates [, := n! Z?:l a; and
D, :=(n — 17" (a; — fi,). Then one could proceed as if the estimates [,
and v, are the real parameter values, and apply Equation (16.12):

A2
PN (i, D) > x) ~ exp (—%%) .

This idea leads to the following approximation.

Approximation 16.6.1 The certainty-equivalence estimator of A(x) is

1(x =)’

Ace(x) :=exp(—2 : )=:q(x|m,ﬁn>. (16.20)
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The term ‘certainty-equivalence’ (CE) is used, as it is based on the idea that
the values 1, and v, are the true ones, thus ignoring the inherent uncertainty of
the estimates. This explains why one could expect that this approximation cannot
be guaranteed to be conservative.

The Bayesian alternative would be the following. First, realize that the event
{A(1) > x} could be considered as the combination of two effects. In the first place,
it could be that the estimates (i, and v, of the mean and variance are too optimistic,
i.e., lower than the true values o and vg. In the second place, it could be that,
even if the estimates coincide with the true values uo and vy, A(1) is unusually
high (a ‘large deviation’).

Whereas the second probability can be approximated by standard large-
deviations techniques, the first probability can be estimated by applying the so-
called Inverse Sanov theorem [107]. Suppose we know that the observations stem
from a normal distribution and suppose their realizations reveal a sample mean
of i, and a sample variance of v,. We may be interested in the ‘probability’
qn(ito, vo | fLy, D,) that the observations actually stem from a normal distribution
with mean p and variance vy. As we have seen, we can use Approximation (16.19).
Recall that this statement, relying on the IS theorem, in fact says that, the ‘proba-
bility” of o, vo deviating from [i,, 0, vanishes exponentially in n. As mentioned
earlier, I =0 for uo = f1, and vy = v, and positive elsewhere; I is a so-called
‘relative entropy’ or Kullback—Leibler distance.

We would thus obtain the following first approximation that ‘conditions’ on the
values of gy and vyg. With g, and ¢ as defined in Equations (16.19) and (16.20),

A(x) ~ f q(x | 1o, vo) - gn (o, vo | fn, U,) dpo dup.
H0,V0

To further approximate A(x), we can apply the principle of the largest term,
cf. [109, p. 25], and replace the integral by the maximum of the integrand. We
thus obtain

1 A
A(-x) ~ eXp <_E Qn(-xs Mn s Un)) 5

where On(x, /:Lns i}n) = II,'nlgl On(x, (Lo, vo | /:Lns i}n);
050

PN (x — po)? Vo (fn — 10)* + Dy — Vo
O, (x, (o, Vo | fln, V) := ———— +n|log| — | + )
Vo Up Vo

The optimizing g, vy are found explicitly; the first order condition

x+nfy = (4 Do) _
Vo -

d A
d—Qn(-x’ Mo, Vo I Mn, Uﬂ) =2 (
Ho
immediately leads to

* A x_/ln
= +—7
Mo = MUn P
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whereas, on the other hand,

d PO (x—w?  n (ftn — 10)* + 0
Qn(vaOv UOl:u’n» Un):_ 2 +——n- - 2 -
dvo Vg Vo v,

=0

leads to (after considerable calculus)

* A (-x_,an)z
Vg =V + —.
0 " n+1

Inserting these into the objective function Q, eventually yields the following
approximation.

Approximation 16.6.2 The Inverse Sanov estimator of A(x) is

(16.21)

A

1 =\ "
n—+1 Uy '

Als(x) = (1 +

It is interesting to see how this estimate behaves as a function of n. In the first
place, we observe that, for small n, the estimate j( has a bias toward x, whereas for
larger n it will be close to [i,. A similar effect can be observed for vj: the impact
of x vanishes when n grows, and for larger n it will be approximately equal to v,,.
Along the same lines it can be argued that for large n the Approximation (16.21)
decreases to

1 ()C _:a'n)z
exXp —ET .

In other words, when n grows large, the uncertainty of the estimates (i, and v,
decreases, and, as a result, the approximation Ajs(x) converges to the CE-based
estimate (16.20). So, in general the frequentist and Bayesian approaches lead to
different approximations, where the Bayesian approach is more conservative.

Remark 16.6.3 In the context of loss-probability-based utility functions, notice
that the performance measure of loss discussed in this section, A(x), is based
on the fotal allocated bandwidth. This is in contrast to the loss probability §(x)
based on excess bandwidth (see Equation (16.11)). To employ our estimators in
the iterative scheme for allocating excess bandwidth, we can use the following:

Sce(x) = Acg(x + f1,), and Sis(x) = As(x + fLy).

In doing this, the IS estimator has an element of certainty equivalence to it, in that
we use the sample mean [, as the estimate of the true mean. However, as we
will see through our numerical example, using this IS estimator still yields a more
conservative outcome.
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Exercise 16.6.4 One could say that the above analysis relates to a packet-switched
environment: users generate data packets at some variable rate, and we argued (see
Chapter 3) that the aggregate of the resulting traffic streams can be modeled as
a Gaussian process. Traditional communication networks, however, were circuit-
switched: a client uses, while active, a line of fixed capacity.

This situation could be modeled as follows: clients arrive according to a Poisson
process of rate A, stay in the system for some random duration D (where the
durations of the individual jobs constitute a sequence of i.i.d. random variables),
and transmit traffic at rate, say, 1 while in the system. In this model, the distribution
of the number of clients present in the system, say M, is Poisson with mean AED.

Suppose however that we want to estimate P(M > m), but that we do not
know po := AED. Instead we have an approximation [i,, based on n observations
(which we suppose to be independent) of the number of clients ay, ..., a,, i.e.,
fy =n"" > !_, a;. Determine a Bayesian approximation of P(M > m)

Solution. In the spirit of the above reasoning for P(A(1) > x), we may write
P(M > m) %/ r(m | o) - ra(po | itn) dpso,

m
with

r(m | 1) :Ze_"”@ %exp(mlog@ —,bL()-}-m),
i! m

i>m

where the last approximation is due to ‘Cramér’, and

N N Mo ~
rn(/-'LO | /-'Ln) ~ exp (nﬂn log ,&_ — nio + n,“«n) 5

n
because of Exercise 16.5.2. Performing the maximization to 11y, we obtain (as for
the Gaussian case) g = L, + (m — fi,)/(n + 1), which, inserted in the objective
function yields the approximation

N m+nf, ~ m
(4528 ()

For large n this is close to exp(m log(@,/m) — i, + m), ie., the CE expres-
sion. <&

Remark 16.6.5 The IS methodology (in conjunction with the principle of the
largest term) is a powerful tool in many other situations, and nicely captures the
possible ‘dangers’ of using the CE-approach. Although it is not entirely in the
scope of this chapter, we have decided to include here an example that relates to
measurement-based admission control, as it nicely illustrates the advantages of the
IS-approach.
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Consider a link in a network, on which i.i.d. sources are active. Let each indi-
vidual source transmit traffic at a rate that is distributed as a random variable X,
which we assume to represent a normal random variable, but with unknown mean
and variance. Suppose we are able to obtain n measurements of this traffic rate
(which we assume to be independent, and distributed as the random variable X),
say, aj, ..., a,. The link has service capacity ¢ = nc, and we focus on the regime
of large n (i.e., we have many observations at our disposal).

We first compute the number of sources that can be admitted for the CE-
approach, under the requirement that the probability of the aggregate input rate
exceeding c is below €, based on ay, ..., a,. Denoting by the X; the rates of the
individual sources, we wish to determine the biggest m such that

P (iXi > nc) <e.
i=1

As we consider CE, we assume that the X; follow a normal distribution with mean
[, and variance ¥,. Applying the usual large-deviations approximation, we see that
to find m, we must solve

l(nc_m,&n)z
AT e, )T

Elementary calculus yields that

m=mn) = (Mi) n— <\/_ = loge) i+ o(Jn). (16.22)

Hn N Hn

We now approximate the probability that the aggregate input rate exceeds C
is below € under the CE-based admission control. Suppose that we accept these
m sources. It is natural to ask whether the probability of the aggregate input rate
exceeding c is indeed in the order of €; if it is, then the CE-approach is a reliable
method. Given our discussion on CE, one might expect that the probability is larger
than €. To verify this, we follow the Bayesian approach:

m 1 _ 2
(S = ne %f exp<__w
— 140,% 2 muy

v fin — 10)> + O — v
<1 g( o) " (in — o) 0)) duto dvg.
2 Uy Vo

Again applying the principle of the largest term, we find that the optimizing ¢
and vy are

(nc —mfiy)* + 0y,

1
m n+m
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which yields the approximation, with m = m(n) as given in Equation (16.22),

m 1 1 - Anz —n/2
P(ZXiznc>%<1+—. (nc Amu)) _
m m+n Uy,

i=1

According to Equation (16.22), it holds that (nc —mf,)* = v, - (c/i,) -
J—loge -n+ o(n), ie., essentially linear in n. With m ~ nc/f1,, we obtain that
for n large

m 1 'an A
F (Z Xi = nc) A exp <—§ e (—10g6)> = (Vo) ke

i=1

— (\/g)lln/(ﬁ'n"'c/n)'

Since for large n we have that [, /(ft, + c/n) ~ 1, we observe that this probability
is approximately /€, which is considerably larger than €.

We may draw the following conclusions from the above computations. In the
first place, consider CE-based admission control, i.e., admit m connections, with m
as in Equation (16.22). The performance target is that the probability of exceeding
C is below ¢, but it turns out that this probability is rather in the order of /€, i.e.,
considerably too high. Apparently, the uncertainty of the estimates /i, and 0, is so
strong that the CE-based admission control is too optimistic.

x 1073

A(x)

Figure 16.1: Difference between CE and the IS loss estimators with N = 50; Sys-
tem parameters: © =2, 0 =0.15, T = 1.
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In the second place, we observe that, in order to meet the performance tar-
get, one may still use the CE-method, but now with an adjusted ¢, i.e., € := €.
These observations are in line with the findings of [121, Section 2]; notice that the
approaches used are entirely different. We conclude that

m(n)=(é)n (‘/_ \/Toge>f+o(f)

Mi‘l /’Ll‘l n

is the resulting ‘correct” admission criterion. <&

Examples of IS estimator. Figure 16.1 shows the difference between the two
loss estimators. Using a sample size of N = 50, we consider a system with traffic
source parameters u = 2, 0 = 0.15, and T = 1. The graph is generated by taking
20 samples from a A(2,0.15?) distribution, constructing the estimators Acg(x)
and Ajs(x), respectively, and plotting the means of the calculated quantities.

The graph shows the two estimators of loss as the allocated capacity x increases.
The upper curve is the result of the IS estimator, confirming our previous obser-
vation that it was the more cautious estimator of the loss probability.

16.7 Numerical example

We illustrate the performance of the two loss estimators via a numerical example.
Consider a network of four links of capacity ¢ = 20, shared by five ISPs, of the
form given in Figure 16.2. The routes are denoted by dashed lines, and traverse at
least one link between an origin and a destination node.

One ISP traverses 3 links, two ISPs traverse 2 links and the remaining ISPs
traverse a single link. We assume each ISP has a utility function of the form

p
(1-38)

As seen in Example 16.4.1, this utility function induces a utility function in
terms of excess bandwidth that is strictly increasing and concave. Given the form

U@B)=a—

(16.23)

Figure 16.2: Network of four links shared by five routes.
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Network Parameter | Parameter Value

Links c = [20, 20, 20, 20]

Utility function a=1,=10

True mean uw=13,3,3,3,3]

True standard deviation | o = [0.2,0.2,0.2,0.2, 0.2]
Price cap Pmax = 1 for all links

Step size e =0.02

Table 16.1: Network parameters for numerical example.

of Equation (16.23), the demand for excess bandwidth tends to O as the price
p — oo. This implies that in this example we know a priori that p* = pyax. The
numerical example uses network parameters given in Table 16.1.

Updates to the link prices and multipliers are made according to Equations
(16.9) and (16.10). From these equations, it can be seen that, at each link, not
only the demand for excess bandwidth and the corresponding derivative should
be known, but also the mean traffic rate. In the measurement-based context, the
ISPs must estimate these quantities based on observations of the system. At each
iteration, an independent sample of size n is taken. From this sample, the empirical
mean can be calculated, and the ISPs are first allocated this quantity as an estimate
of the mean rate (the minimum amount required to carry their traffic). This is
aggregated on each link ¢ to estimate 1t,, the total mean rate on link ¢, leaving a
remaining C; — ﬁz units of bandwidth available.

The amount of this remaining bandwidth that gets allocated to the ISPs is
derived from the demand for excess bandwidth. This depends on how § is evaluated,
which brings us to our two loss estimators of Section 16.6. As explained, the
IS estimator Ag(x) is more conservative than the CE estimator Acg(x), in the
sense that for a given bandwidth x, the estimated loss probability is higher using
Ars(x).

Since we know a priori that in this example p* = pp.x for all links, it follows
that the excess bandwidth demanded by the ISPs is larger when they use Ajs(x)
as the estimator of the loss probability. The final profit 7 (p*) is made up of the
link prices multiplied by the total allocated bandwidth, where the latter is made
up of the mean rate plus the demand for excess bandwidth. Hence, the previous
discussion implies that the profit will also be larger when Ays(x) is used.

Figure 16.3 shows the profit derived as the iterative procedure progresses, when
a sample size of n = 20 is used. Profit is calculated as the current price multiplied
by the estimated mean rate plus the demand for excess bandwidth at the prevailing
price. The solid straight lines indicate the average behavior of the IS and CE
estimators, respectively. As expected, on average, the profit derived using Ays(x)
is larger than when using Acg(x). The difference between the profits can be thought
of as a premium that the network earns from being used by risk-averse ISPs.
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Figure 16.3: Derived profit using two estimators of loss and the first-order iterative
method.

The difference between the IS and CE estimators is further highlighted by
Figure 16.4. It shows the total allocated capacity for the three-link route as the
price update procedure progresses. To aid comparison between the scenarios, we
have removed the fluctuations in bandwidth as the iterative scheme progresses
and only shown the ‘average’ behavior (achieved by assuming that the ISP views
a sample mean [, and sample variance v, equal to the true mean and variance
at each iteration). The benefit of this is the ease with which we can see how
the sample size affects the impact of the IS estimator. The bottom-most curve is
the total allocated bandwidth when the ISP uses the CE estimator. When using
measurements, the Acg(x)-based total allocation fluctuates about this curve. So,
quite frequently, the CE-based allocation is below the true optimal allocation. The
remaining curves are the total allocated bandwidth when using the IS estimator for
various sample sizes. The uppermost is when the smallest sample size n = 10 is
used. Here, the ISP mistrusts the observed mean and variance, and hence compen-
sates by demanding more bandwidth. This mistrust diminishes as n is made larger
(here n = 20, 50, 100 are shown), which translates to a corresponding decrease in
the profit of the network.
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Figure 16.4: Total allocated capacity of ISP 1 in the network — includes mean rate
and demand for excess bandwidth.

Bibliographical notes

This chapter is based on [194]; see also [248]. Some interesting references on band-
width trading are [11, 12, 169]. Our framework with a network, service providers
and end users is in line with the one sketched in [105].

The analysis of bandwidth trading algorithms falls in the area of network eco-
nomics, which is a field of research that is in the intersection of performance
analysis, microeconomics, and engineering. Microeconomic methods [278] turned
out to be extremely useful when analyzing the competition for scarce resources
(bandwidth, in this chapter), or negative externalities [181, 182, 266]. It was recog-
nized that pricing could be used to provide the users with certain incentives; in this
way differentiation of Quality of Service could be achieved [114, 184, 214, 229].
Interestingly, this could be achieved by marking packets during congestion peri-
ods [8, 111, 112]; the relation with large deviations is explained in [290]. Some of
the textbooks on network economics are [56, 129, 209, 269].

It was observed in [23, 113, 120, 121] that a CE-approach, in which mea-
sured quantities are used as if they were the real ones, may lead to performance
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estimates that are considerably too optimistic. Reference [106] describes the use of
the Bayesian approach in a couple of general network problems. Such an approach
was also used in [82, 83], with emphasis on the use of on-line measurements when
performing admission control; for an overview and background on measurement-
based admission control algorithms, see for instance [26] and the introductions of
[44, 140, 141]. The IS result was derived in [107]; for interesting related results
see [108]. Standard textbooks on Bayesian analysis are by Berger [28] and Win-
kler [289].
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